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Abstract

With the increasing density of powerful personal mobile devices – such as
smart phones and tablets – the demand for mobile data connectivity grows
rapidly. People rely on accessing their cloud-hosted data and globally avail-
able Internet services anytime and anywhere. However, providing ubiquitous
connectivity is challenging and sometimes infeasible: Consumed bandwidth
is predicted to continue growing exponentially and peaks due to unpredictable
flash crowds are especially hard to cope with. Even worse, connectivity is in-
evitably disrupted when infrastructure breaks in natural or man-made disas-
ters. In addition, connecting remote and developing regions is economically
unprofitable, thus aggravating the (increasing) global digital divide.

Opportunistic networks are envisioned to mitigate many of these prob-
lems. Mobile devices can use their infrastructure-less communication capa-
bilities (e.g., WiFi Ad Hoc, WiFi Direct, Bluetooth), to disseminate data in
a peer-to-peer manner. Whenever two devices are within radio transmission
range (in contact), this is an opportunity to exchange data and a potential step
towards providing a service. Hence, connectivity can be maintained, yet at
the cost of increased delay. In making efficient use of contacts, opportunistic
networking protocols (e.g., for routing, for content distribution) can benefit
from the fact that contacts are not completely random, but structured by hu-
man behaviour in a social context. For example, it was shown that identifying
clusters of people who see each other often can help find good message re-
lays. Thus, to design efficient solutions, we need a thorough understanding
of how human behaviour reflects in contacts (who meets whom, how often
and for how long – by chance or intentionally) and methods to translate this
understanding into efficient protocols.

A promising approach in this direction is to represent the (social) struc-
ture in contacts as a contact graph, where nodes represent devices, and edges
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express how strongly two nodes are connected (e.g., how frequently they are
in contact). To solve opportunistic networking problems, we can then use the
rich toolset of complex network analysis (CNA) and graph theory to identify
the position of a node within the topology of the contact graph and use this to
assess a node’s utility, e.g., for carrying a message. Typical examples of such
tools are centrality metrics, assessing the importance of a node for a certain
network function, or communities – clusters of nodes with similar positions
within the topology. In this thesis, we put these preliminary ideas on solid
ground with three original contributions.

In a first contribution, we present an algorithm which enables the nodes
to construct a meaningful contact graph from observed past contacts. Using
extensive simulation of various CNA-based routing protocols under different
mobility scenarios, we show that the protocols are only able to unfold their
full potential performance, when applied to a contact graph which suitably
represents the underlying social structure of mobility. Since the contact graph
is not known a priori, it must be inferred locally by the nodes from observed
past contacts. To this end, we use unsupervised machine learning techniques
to distinguish between regular contacts (with predictive power) and random
contacts (without predictive power). We show that, using our online algo-
rithm, the protocols perform similarly well in comparison to the easier case
of selecting the best contact graph offline.

Second, we employ CNA to study the properties of representative contact
graphs from measured contact traces of different origins and different scales.
To the best of our knowledge, we present the most comprehensive empiri-
cal study of social structure of wireless contacts. We find that contact graphs
manifest typical small-world characteristics (short path lengths and high clus-
tering coefficient). Further, we find that, across all scenarios, contact graphs
are highly modular (i.e., contain strong communities). However, communi-
ties are not homogenous entities, but have a rather intricate intra-community
structure themselves.

In a third contribution, we compare contact graphs from measured contact
traces to those of mobility models used for simulating opportunistic networks.
We find that state-of-the-art mobility models fail at realistically reproducing
the weak ties connecting communities to each other, which are natural bot-
tlenecks to many network functions and are, as such, crucial for assessing
the performance of algorithms and protocols. Based on this, we propose the
Social Overlay: a hypergraph model to fix this behaviour in existing mobility
models.



Kurzfassung

Mit steigender Verbreitung und Leistungsfähigkeit von persönlichen, mobi-
len Geräten wie Smartphones und Tablets nimmt auch die Nachfrage nach
mobiler Kommunikation rasant zu. Je länger je mehr verlässt man sich heute
darauf, jederzeit und überall auf Daten in der Cloud, sowie global verfügbare
Internetdienstleistungen, zugreifen zu können. Solche allgegenwärtige Da-
tenverbindung anzubieten ist in jedem Fall eine grosse Herausforderung, in
gewissen Fällen kann es gar ein Ding der Unmöglichkeit sein: Die Nachfrage
nach Bandbreite wird voraussichtlich weiterhin exponentiell steigen und ins-
besondere Nachfragespitzen, wie sie beispielsweise bei Flash Crowds (z.B.
bei grossen Sportanlässen) auftreten, können kaum bedient werden. Unwei-
gerlich kommt es auch zu Verbindungsunterbrüchen wenn die Kommunika-
tionsinfrastruktur durch Naturkatastrophen beschädigt oder gar zerstört wird.
Des weiteren ist es für Netzwerkanbieter nicht profitabel, entlegene und/oder
ökonomisch schwache Regionen mit teuerer Infrastruktur auszurüsten – was
wiederum zu einer Vergrösserung der digitalen Spaltung beiträgt.

Opportunistische Netzwerke könnten in Zukunft solche Probleme ent-
schärfen. Mobile Geräte können ihre Technologien der infrastrukturlosen Kom-
munikation (z.B. WiFi Ad Hoc, WiFi Direct, Bluetooth) nutzen, um Daten
direkt, von Gerät zu Gerät, zu verteilen. Wann immer zwei Geräte in Reich-
weite sind (in Kontakt), ergeben sich Möglichkeiten, Daten auszutauschen
und damit schlussendlich einen Netzwerkdienst aufrechtzuerhalten. Somit
können auch ohne Infrastruktur Daten von einem Ort zum anderen übermittelt
werden, allerdings auf Kosten einer grösseren Übertragungszeit. Um solche
drahtlose Kontakte effizient zu nutzen, können Protokolle (z.B. für Routing
oder zur Platzierung von Inhalten im Netz) in opportunistischen Netzwerken
davon profitieren, dass Kontakte nicht komplett zufällig zustande kommen,
sondern dass sie dank dem menschlichen Verhalten in einem sozialen Umfeld
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eine gewisse Struktur aufweisen. Zum Beispiel wurde in der Fachliteratur ge-
zeigt, dass es vorteilhaft ist, Gruppen von Leuten zu identifizieren, welche
sich oft sehen, um gute Träger von Nachrichten zu finden. Um effiziente op-
portunistische Netzwerke zu betreiben, ist es daher unerlässlich, genau zu
verstehen, wie sich menschliches Verhalten in Kontakten widerspiegelt (wer
trifft wen, wie oft und wie lange – zufällig oder absichtlich) und Methoden
zu entwickeln, mit welchen wir dieses Verständnis in effiziente Protokolle
übersetzt werden können.

Zu diesem Zweck wurde von verschiedenen Autoren vorgeschlagen, die
Struktur der Kontakte als Kontaktgraph zu repräsentieren, in dem Knoten
Geräte darstellen und Kanten ausdrücken, wie stark zwei Knoten verbun-
den sind (z.B. wie oft sie in Kontakt kommen). Zur Lösung von Problemen
in opportunistischen Netzwerken können sodann Werkzeuge aus den Gebie-
ten Complex Network Analysis (CNA) und Graphentheorie angewendet wer-
den. So kann beispielsweise die Position eines Knotens in der Topologie des
Kontaktgraphs dazu dienen, den Nutzen eines Knotens für eine bestimmte
Aufgabe zu bestimmen, z.B. als Träger einer Nachricht. Typischerweise wer-
den dazu Centrality Metriken oder Communities (Gruppen von Knoten mit
ähnlicher Position in der Topologie) verwendet. Diese Dissertation baut auf
diesen Ideen auf und entwickelt sie mit drei originellen Beiträgen weiter.

In einem ersten Beitrag präsentieren wir einen Algorithmus, mit welchem
Knoten aufgrund von vergangenen Kontakten einen sinnvollen Kontaktgra-
phen ableiten können. Mittels Simulation verschiedener CNA-basierter Rou-
tingprotokolle und verschiedener Mobilitätsszenarien zeigen wir, dass die
Protokolle nur dann ihre volle Leistungsfähigkeit entfalten können, wenn sie
mit einem Kontaktgraphen arbeiten, welcher die Struktur der Mobilität sinn-
voll repräsentiert. Da der Kontaktgraph nicht a priori bekannt ist, muss er
von den Knoten aus lokal verfügbarer Information (Historie der Kontakte)
abgeleitet werden. Zu diesem Zweck benutzen wir Unsupervised Machine
Learning um zwischen regulären (voraussagenden) von zufälligen (nicht vor-
aussagenden) Kontakten zu unterscheiden. Wir zeigen, dass die Protokolle
nahe an ihrem Optimum operieren, wenn sie unseren Algorithmus einsetzen.

Zweitens benutzen wir CNA um die Eigenschaften von Kontaktgraphen
aus aufgezeichneten Kontakten verschiedenen Ursprungs zu untersuchen und
präsentieren eine bislang einzigartige, umfassende empirische Studie struk-
tureller Eigenschaften von Kontakten. Die Ergebnisse zeigen, dass Kontakt-
graphen typische Small World Eigenschaften besitzen (kurze Pfade und ho-
he Clustering-Koeffizienten). Desweiteren zeigt sich in allen Szenarien, dass
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Kontaktgraphen stark modular sind (d.h. es gibt enge Communities). Aller-
dings sind diese Communities nicht homogene Einheiten, sondern weisen
selbst eine komplexe interne Struktur auf.

In einem dritten Beitrag vergleichen wir Kontaktgraphen aufgezeichneter
Kontakte mit solchen von Mobilitätsmodellen, welche zur Simulation von op-
portunistischen Netzwerken eingesetzt werden. Die Ergebnisse zeigen, dass
gebräuchliche Mobilitätsmodelle nicht imstande sind, Verbindungen zwischen
Communities realistisch wiederzugeben. Da solche Verbindungen oft Engpässe
für Netzwerkfunktionen darstellen, ist es wichtig sie korrekt zu repräsentieren
um die Performanz verschiedener Algorithmen und Protokolle abschätzen
zu können. Basierend auf diesen Erkenntnissen, entwickeln wir den “Social
Overlay”: ein Hypergraphmodell mit welchem existierende Mobilitätsmodelle
die Verbindung zwischen Communities besser wiedergeben können.
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Chapter 1

Introduction

Within the last few years, the mobile Internet has become the new reality of
how we communicate and organize our life on the go. Mobile, data-enabled
devices today are ubiquitous: According to a market analysis by Gartner [1],
a total of 472 million smart phones have been sold in 2011 to end users, 58%
more than in 2010. Hand in hand with this increasing prevalence of human
carried smart devices, goes an exponential increase in demand for data com-
munication over 3G/4G standards (UMTS, LTE, etc.) and WLAN based on
the 802.11 family of standards in infrastructure mode (802.11a/b/g/n). Yet,
the increasing demand in mobile bandwidth, paired with the limited capac-
ity of these technologies, lead to problems. Especially during peak times and
for flash crowds (large, short-lived crowds as they happen for example dur-
ing sports events), providing enough bandwidth is challenging or even prac-
tically infeasible with today’s infrastructure networks. Even worse, commu-
nication infrastructure breaks in natural or man-made disasters, which leads
to total communication outages. Furthermore, it is economically not interest-
ing or feasible to equip sparsely populated regions (especially in developing
regions) with expensive network infrastructure.

One solution to mitigate these problems is to exploit infrastructure-less
communication. Most mobile devices are today equipped with device to de-
vice (ad hoc) communication technology such as Bluetooth or WiFi Direct.
And it is these ad hoc technologies which present a big and largely unex-
ploited networking opportunity: connecting devices directly to each other in-
stead of or additionally to connecting them to an infrastructure of cell towers
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and hot spots. Whenever two devices are within radio transmission range (a
few meters indoors and up to hundreds of meters in line of sight conditions)
of each other (in contact), they have an opportunity to communicate and ex-
change data.

Exploiting such contacts between smart phones (and other mobile de-
vices) is the realm of opportunistic networks, a novel type of communication
networks where there is no need to be permanently connected to the global
Internet1. While the idea of opportunistic networking is fairly simple, it poses
many challenges in practice: How should a network architecture be built in
order to support “sporadic” connectivity? How can protocols and algorithms
best make use of contacts to efficiently deliver a service in such a network?
And how can we evaluate and analyze the performance of new opportunis-
tic networking solutions? In this dissertation we seek for answers to some of
these questions. Since communication opportunities are driven by human mo-
bility, it is essential to have a thorough understanding of human contacts. We
need to know statistical patterns of who meets whom, how often and for how
long. Only then can we design smart algorithms and protocols which make
efficient use of contacts.

To this end, the main topic of this dissertation is the contact graph. A
contact graphG(V,E) is defined on a set of nodes V representing the devices
of a network. It introduces edges between nodes that have strong mobility
ties, i.e., they see each other often and/or for a long time. Recently [2,3], such
contact graphs have been proposed as tools for solving various problems in
opportunistic networks. These problems include, among others:

• Building compact and meaningful models of the social structure of
a mobility scenario (e.g., communities, strongly connected groups of
nodes meeting frequently, bridges between such communities).

• Making efficient use of contacts in networking protocols (e.g., routing,
buffer management, content/service placement).

• Analyzing the performance of processes taking place in an opportunis-
tic network (e.g., using connectivity measures to identify bottlenecks
between tightly connected communities).

1Throughout this dissertation we use the term opportunistic network to refer to networks
formed by smart phones. However, the concept of opportunistic networks also applies to other
scenarios, ranging from the Interplanetary Internet to vehicular networks or networks of devices
carried by animals. See Section 1.2 for a more detailed description of opportunistic networks.
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In this thesis, we present three original contributions that enable the use of
contact graphs in opportunistic networking. In a first contribution, we show
that the performance of contact graph based routing solutions is crucially de-
pending on how we create the contact graph out of a history of observed
contacts (contact aggregation). By simulation, we show that solutions used
in the literature can lead to poor routing performance. We then propose an
algorithm for contact aggregation and show that it leads to good routing per-
formance across different scenarios.

Once a method for creating contact graphs is established, it is essential
to gain insights about structural properties of contact graphs. In a second
contribution, we therefore present a detailed analysis of contact graphs de-
rived from different mobility traces. We analyze their social structure and find
small-world properties and strong community structure across all scenarios.
Based on our findings we discuss implications for opportunistic networking
protocols.

To evaluate and benchmark new protocols and algorithms, we need mo-
bility models reproducing realistic social structure of contacts. In a third con-
tribution, we show that today’s mobility models fail to correctly reflect how
different communities (groups of nodes with strong mobility ties) are bridged.
We present the social overlay, a model for bridging communities, that can be
applied to existing mobility models, and we show that it indeed creates real-
istic connections between communities.

The goal of this introductory chapter to the dissertation is to give a broad
overview of the field of opportunistic networks, with a special focus on mobil-
ity and protocols that exploit mobility to provide a better network service. We
start by explaining the motivations behind opportunistic networking research,
discussing different application scenarios in Section 1.1. We then summarize
typical research problems and the state-of-the-art in Section 1.2 and discuss
some research gaps in Section 1.3. Finally, we summarize the contributions
of this dissertation in Section 1.4.

1.1 Opportunistic Networking Applications

The mobile internet is a huge success. Within only a few years, it has cata-
pulted us into an era where people have instantaneous access to every piece
of information, not only at home or at work but anywhere and anytime. This
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tremendous success reflects in impressive statistics of consumed mobile data
bandwidth. In a recent study of mobile data traffic [4], Cisco Inc. estimates
that in 2011, 0.6 exabytes (1018 bytes or 1′048′576 terabytes) of mobile data
were transmitted globally by the infrastructure of mobile network operators
every month. During the whole of 2011, the traffic grew by 133%, thus more
than doubling within one year, for the fourth year in a row. Yet, this is only
the beginning: it is predicted that this exponential growth will continue in the
coming years and mobile data traffic will surpass a monthly volume of 10
exabytes in 2016.

Given these numbers, which largely demonstrate the success of the mo-
bile, infrastructure based Internet, it is legitimate to ask about the motivation
for opportunistic networking: Why should smart phones connect directly to
each other? In the following, we outline a few motivating scenarios, where
infrastructure networks reach their limitations and device to device commu-
nication could improve (or even enable) communication. Generally, scenar-
ios for opportunistic networking can be grouped in three main categories: (i)
offloading cellular data traffic by providing additional capacity when the cel-
lular capacity is limited, (ii) enabling connectivity in environments which are
“extreme” in the sense that infrastructure networks are inexistent or temporar-
ily inoperable, and (iii) novel services and applications.

1.1.1 Offloading Cellular Data Traffic

The mobile internet infrastructure is threatened to become a victim of its own
success, as more and more people access data services with their mobiles [5].
At the same time, applications become increasingly data hungry (e.g., mobile
video). Cisco Inc. [4] estimates that the amount of traffic per smartphone
increased from 55 MB per month in 2010 to 150 MB in 2011. Combined,
these two effects lead to a tremendous growth in demand, and with this, a
pressure on the infrastructure. To make matters even worse, the consumed
traffic is not evenly spread in space and time. Instead, there are unpredictable
bursts, which the network must serve: In particular, flash crowds (short lived
gatherings of masses of people, e.g., during festivals, sportive events, political
manifestations) are notoriously hard to deal with. Traditionally, this growth
and occasional bursts have been mitigated by over-provisioning.

To this end, new standards (LTE [6]) with increased capacity promise
to bring some relief for the near future, but given the predicted exponential
growth [4] of mobile data traffic, it is just a matter of time until such tech-
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nologies reach their limits as well. Another way to fight the overload problem
is to install smaller cells (i.e., Femtocells [7]). However, wide deployment
of small cells is costly and thus not always economically feasible or practi-
cal. Thus, it was proposed that the pressure on the infrastructure be eased by
allowing devices to exploit unused bandwidth and transfer part of the data
among themselves (e.g., [5, 8]). The general idea behind such an offloading
approach is that certain types of content for which some delay is tolerable
(e.g., content of mobile social network applications [5]) should be seeded via
the infrastructure network to a subset of users, which then opportunistically
spread it within the community of devices they meet regularly. When the de-
lay of opportunistic dissemination exceeds the lifetime of the content (e.g.,
if the application requires delivery guarantees), the network can fall back to
infrastructure transmission [9]. Since such an approach does not require any
substantial investments, opportunistic offloading may be economically inter-
esting in dealing with the problem of exploding data traffic. Finally, predicting
what content users may download in the future, proactive seeding and oppor-
tunistic dissemination can also be used to smoothen traffic peaks in infrastruc-
ture networks [10], thus replacing (in part) the need for over-provisioning.

1.1.2 Enabling Connectivity in Extreme Environments

While the demand for data connectivity in areas of high population density
and strong economy is so high that the network can barely keep up with it, the
challenge is orthogonal in regions where demand is small due to low popula-
tion density or poverty: In such regions it is often economically not viable to
install and maintain a mobile networking infrastructure. Consequently, peo-
ple can not profit from the benefits of the information age and the gap in
education, democracy, wealth and health between developing and developed
regions increases – a phenomenon termed “the digital divide” [11]. Since
opportunistic networks allow communication without requiring substantial
investments for building network infrastructure, various projects have been
set up using device to device communication to bridge the digital divide
(e.g., [12, 13]).

While the problem of connectivity in sparsely populated regions is of a
rather long term nature, there are also events which lead to short term dis-
ruption in connectivity. Despite the reportedly high resilience of the Internet
backbone, it is not feasible to deploy an infrastructure which survives every
possible natural or man-made disaster. Studies of wired connectivity in the
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aftermath of the big earthquake and subsequent tsunami in Japan in March
2011 [14] report that – while the backbone of the Japanese Internet was rel-
atively stable – the regions close to the catastrophic event were disconnected
for periods ranging from a few hours to entire days. Such disruptions are es-
pecially severe since the first hours and days following a disaster are those
when connectivity is needed the most: People rely on information from news
sources in the Internet and wish to communicate with friends and relatives.
Furthermore, communication is urgently needed to organize rescue opera-
tions. In such situations, opportunistic networks could enable victims, as well
as early responders to communicate with one another, and with the outside
world – by spreading information from device to device, until it reaches re-
gions where the infrastructure is operational (e.g., [15]).

All the examples above show how difficult it is to provide ubiquitous con-
nectivity, without outages and congestion, using only infrastructure networks,
and how device-to-device communication could help provide a more reliable
communication service for existing applications. However, besides these ex-
amples, there is also potential for new applications and features which are
hard or impractical to implement using infrastructure networks.

1.1.3 Novel Applications

In the following, we describe two classes of applications for which oppor-
tunistic networking is a natural solution and which can not (easily) be imple-
mented with the wireless infrastructure.

Sharing data with geographically limited utility In various applications, the
utility of data is geographically limited. Examples include map tiles
which are most relevant at the location they depict, traffic info which
is useful to the immediate surroundings, or hyperlocal news which are
relevant only at street or neighbourhood level. With infrastructure based
networks, location is typically inferred from the GPS, and then used to
obtain the relevant data from a remote server. In some cases, (e.g., in
subway systems) where localisation technologies do not work, such a
solution is infeasible. A more natural solution would be to share data
with geographically limited utility directly among neighboring devices
by relying on opportunistic networks [16].

Sharing data without being trackable Information about current and past
locations of people are highly sensitive [17]: the location track of a



1.1 Opportunistic Networking Applications 7

user can not only reveal home, workplace and favourite places, but in-
directly even the friendship network [18] or interests (e.g., via events
a user attends). The issue of location privacy is one aspect where op-
portunistic networks are fundamentally different to infrastructure based
mobile networks, which leads to challenges but also opportunities. In
infrastructure based networks, it cannot be avoided that the (coarse
grained) location of a user is known to the network operator, since the
operator needs to keep track of the cell that is responsible to handle a
user. Thus, the user must trust the network operator – and even worse
the many (location based) applications running on a phone – not to
abuse location data. In opportunistic networks, however, the location
is not revealed to a central point, but instead to geographically close
wireless peers. Thus, tracking a user requires physically following her
around. Yet, for routing (and other opportunistic networking functions),
nodes may need to exchange sensitive data, which eases tracking even
in opportunistic networks. For example, in contact graph based rout-
ing (one of the main applications of the technology developed in this
thesis), nodes exchange their contact history, and thereby information
about their friendship network. In this case, countermeasures to miti-
gate the risk of tracking may be necessary. For example, nodes could
change their identity frequently to avoid long term tracking. Further,
transformations of the contact graph (e.g., randomly adding and remov-
ing links) could help obscuring information about past meetings, while
at the same time maintaining structural properties relevant for routing.
Exploring this trade-off between privacy and utility of the contact graph
is an interesting and largely unexplored direction of future research.

All these examples show the potential of opportunistic networks to im-
prove, extend and relieve the mobile Internet. However, implementing such
networks is not straightforward and many challenges (see Section 1.2) have
to be addressed before opportunistic networks can be successfully deployed.
A large amount of research has already been done, and this dissertation adds
to those efforts. In the following section, we give a overview of opportunistic
networking research and try to summarize the state of the art of the research
in this field.
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1.2 Opportunistic Networking Research

In the 1960s and early 1970s when the Internet architecture with its two most
prominent protocols, the transmission control protocol (TCP) and the inter-
net protocol (IP) were developed, the world of networked computers looked
very different from today. Nodes in the early Internet were either room-filling
mainframe computers, or smaller terminals. The goals of networking were
to remotely access mainframes and run computing jobs on them, to send E-
Mails or to transfer files. Certainly, in the world for which the Internet was
designed, nodes were not mobile.

This led to several design decisions [19], which at that time, made sense
but in retrospect, may not be the best choices for today’s requirements, where
the majority of nodes connected to the Internet are small mobile devices. One
example of such a design decision is binding the address of a node (the IP ad-
dress – used for routing packets to the node) to the local network to which the
node is attached. Consequently, if a node moves from one network to the next,
its address changes and with that all connections are dropped. A second ex-
ample is the requirement of permanent end-to-end connectivity. If two nodes
want to exchange data, there must be a path between them. Disconnections
are treated as failures.

Such design decisions caused problems early on in the Interplanetary In-
ternet [20]. Imagine a network between a base station on Earth, a ground
vehicle on Mars and an satellite orbiting the remote planet. Inevitably, con-
nections are lost when either of the nodes is hidden in the “shadow” of its
respective celestial body. Thus, disconnection is the norm rather than the ex-
ception and the times when connectivity exists should be seen as opportunities
to exchange data. Further, long propagation delays in the order of minutes are
not foreseen in the Internet architecture. These problems initiated research in
Delay Tolerant Networking [19, 21].

Similar problems arise in other networks even without going to outer
space. As explained in Section 1.1, connectivity of human carried smart phones
cannot always be granted, especially not in sparsely populated areas or during
natural disasters. Similarly, permanent connectivity is challenging in vehicu-
lar networks where cars move fast (often also in sparsely populated regions).
Another example are networks for wildlife tracking such as ZebraNet [22]
in Kenya. Thus, there is an entire family of networking scenarios for which
the Internet architecture is not well suited. In these scenarios we can instead
use opportunistic networks for communication: ad hoc (device to device) net-
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works, where end-to-end connectivity cannot be assumed. While there are
many scenarios, we focus, in this dissertation, on networks formed by smart
phones (or other human carried devices) and we use the term opportunistic
networks to refer to this particular case. With the recent increase in popular-
ity of smart phones, and the explosion of mobile data traffic, solutions for the
problems in this scenario are urgently needed. Hence, this use case is espe-
cially attractive for research.

Opportunistic networks solve some of the problems of the Internet archi-
tecture by deliberately abandoning end-to-end connectivity and instead using
the notion of contact. A contact starts when two devices come within com-
munication range of each other and have the opportunity to communicate. It
ends as the two users move apart again. Exploiting such contacts, opportunis-
tic networks use the store, carry and forward principle: store data locally on
a device, carry it around as the user moves, and forward it to the next hop
when there is an opportunity. Using this paradigm, delivering a message from
one node to another, potentially over several relaying nodes, can take orders
of magnitude longer than the delays which are typical in the connected Inter-
net. Instead of delays in the order of milliseconds, opportunistic networks can
manifest delays in the order of minutes, hours or days. Thus, an opportunistic
network is mainly useful for delay-tolerant services, e.g., for spreading infor-
mation whereof the value is not crucially linked to its immediate delivery. We
can argue that delay tolerant information includes most news or blog articles,
messages (e.g., E-mail) and online social network data.

Implementing opportunistic networks is challenging. First of all, we need
a network architecture with protocols which that can handle disconnections
and profit from contacts. Second, we must deal with the inherent uncertainty
of the availability of contacts. Even though human mobility shows patterns
and regularities, there is a certain amount of randomness in the process that
generates our contacts. Furthermore, the network is facing node churn, new
nodes arrive and other nodes disappear as devices are switched off, run out of
energy, etc. This has implications for various networking problems, ranging
from routing to resource allocation (service placement, buffer management)
and including privacy and trust. Throughout this dissertation, we use routing
as the exemplary problem. However, routing is by no means the only chal-
lenge and we believe that our solutions can and should be used for other
problems as well.

In the rest of this section we provide a broad overview of the research
in the field of smartphone opportunistic networks – including subjects which
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are not at the core of this dissertation. We group the topics into three main
categories. (i) Architecture and applications: The lack of end-to-end connec-
tivity requires a rethinking of the network architecture. (ii) Mobility: Finding
a happy medium between resource usage (through redundancy) and long de-
lays requires a thorough understanding of human mobility and realistic mod-
els. (iii) Protocols and performance analysis: Insights from mobility must be
translated to protocols which (using local knowledge) are able to efficiently
make use of the structure in mobility and contacts.

1.2.1 Opportunistic Network Architectures

Since the Internet architecture is not directly applicable for disconnected net-
works, one big thread of research aims at designing new architectures and
systems suitable for opportunistic networks. There is a large body of litera-
ture in this area. However, as it is not the main topic of this dissertation, we
merely present a list of a few important projects that have defined opportunis-
tic network architectures.

DTN (Delay Tolerant Networking) architecture The first architecture de-
signed to for a general class of challenged networks experiencing high
delay and/or frequent partition and disconnection is the DTN (Delay
Tolerant Networking) architecture [19], proposed in 2003. Since then,
the DTN Research Group [21] undertakes efforts to standardize it as a
series of IETF RFCs [23]. The DTN architecture is designed as an over-
lay over other network architectures (such as TCP/IP) and organizes the
data in messages called Bundles which are handled by the Bundle Pro-
tocol. Besides the Bundle Protocol, the DTN architecture also contains
various other elements, notably a transport protocol (the Lidlicker pro-
tocol [24]), specifically designed for long delay links, and a security
extension for the Bundle Protocol. The PRoPHET [25] protocol (we
will describe PRoPHET and other routing approaches in Section 1.2.3)
is foreseen for routing in the DTN architecture. However, since the ar-
chitecture is not specifically designed for human carried devices, the
DTN architecture does not currently explicitly exploit the social nature
of human contacts.

Haggle architecture The Haggle architecture [26] is explicitly designed for
smart phone based opportunistic networks. In the Haggle architecture
data can be transmitted via infrastructure, or opportunistic contacts.
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Similarly to the Bundles in DTN, Haggle organizes the data as Ap-
plication Data Units (ADU) which are atomic entities containing all
necessary information for forwarding (e.g., the source and set of desti-
nations). Haggle provides various protocols to route ADUs, e.g., [3,27–
29]. Among them, Bubble Rap [3] is the most relevant for this thesis, as
it explicitly builds on the social structure of contacts (see Section 1.2.3).
Yet, Bubble Rap uses a rather simple method of extracting the social
structure from observed contacts and, as we will show in Chapter 2, the
performance of Bubble Rap can be improved by using more elaborate
mechanisms for recognizing the contacts’ social component.

PodNet PodNet [30] is an opportunistic content sharing application and ar-
chitecture, based on a publish/subscribe scheme. Users can publish
their locally generated (multimedia) content to channels and subscribers
can pull the content upon contact with a content carrier. As an exten-
sion, PodNetSec defines closed (encrypted and only readable to a sub-
set of users) and restricted (publication requires authorization) chan-
nels, as well as a reputation system for authors based on the ratings of
their content.

1.2.2 Mobility Analysis and Modeling

The second big thread of research – and the one where the contributions of
this dissertation are situated – deals with human mobility. The understand-
ing and modeling of mobility is a big interdisciplinary quest (interested re-
search domains range from epidemiology, civil engineering, sociology and
many more) and consequently there is a large body of work in this broad
topic. In this overview, we will focus on what is most relevant to opportunis-
tic networking and this dissertation.

Mobility is the substance of opportunistic networks. Because content is
transported by people, opportunistic networks can only exist through mobil-
ity. In the field of opportunistic networks there are two main reasons why
mobility research is essential. First, understanding how the users move helps
us design smart protocols and algorithms (e.g., routing, scheduling, content
placement, buffer management) which can exploit patterns and regularities in
mobility. We will discuss this in Section 1.2.3. Second, novel algorithms and
protocols are usually evaluated and compared by simulation. Such simula-
tions require models to drive the nodes’ mobility which can be parameterized
to test a new protocol for various scenarios. Consequently, analyzing mobility
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(a) All users: Visited locations. (b) Single user: Frequently visited places.

 

 
Night (0 − 6AM)
Morning (6−12AM)
Afternoon (12−6PM)
Evening (6−0PM)

(c) Single user: Timing of visits.

Figure 1.1: Patterns in mobility of a single person.
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and finding generic patterns and laws of how people move has been a big part
of the research in opportunistic networking. The following is a summary of
the major findings in this direction.

From a distance, human mobility may look quite random to an alien ob-
server. However, on a closer look we see patterns emerging: people move in
their daily routine between home and work, and a relatively large number of
movements is quite regular. To illustrate this, let us look at an example of
collected location data. Figure 1.1a shows about ∼ 5000 location check-ins
in the Gowalla service2 between January and June 2011, in and around the
city of Zürich by a total of ∼ 400 users. Clearly, there are some “hot spots”
of frequently visited locations, but overall the picture looks rather random.

In stark contrast to this apparent randomness, when we move in our daily
lives, we have the feeling of moving rather regularly and predictably. Indeed,
this felt regularity is confirmed on a closer look. In fact, a recent analysis
of the entropy in users’ mobile phone location data indicates that more than
90% of the locations are (at least in theory) predictable [31]. In the exam-
ple of the check-ins, the patterns emerge when we start looking at individual
users. Analyzing the number of visits per location, we find strongly skewed
distributions, with very few frequently visited places. This is shown in Fig-
ure 1.1b, where the∼ 300 checkins of one single user (the author) are shown.
In this case, the location markers are scaled according to the number of visits.
In this plot, we already see that there are really only three main locations:
home, office and cafeteria. Together, these account for more than 50% of all
checkins (and likely even much more of the amount of total time spent).

Similarly, we can take a closer look at temporal patterns. In Figure 1.1c,
checkins are marked with the time of day (night, morning, afternoon, evening)
of when they happen3. Despite a certain amount of “noise”, we see that most
checkins at home (bottom left) are from the morning or evening, whereas
office checkins happen in the morning or afternoon (top right). Other regions
(in this example the city center) are predominantly visited in the evening.
While this example serves only for illustration purpose and has no statistical
relevance, we know from experience that most people’s mobility is rather
highly structured. However, finding such patterns, which are universal and
laws, which hold for a wide range of users is a challenging effort and a large
body of literature is concerned with unravelling the apparent randomness in

2These are public checkins to the Gowalla service, crawled with the Gowalla API. The loca-
tion based online social network Gowalla launched in 2007 and closed in 2012.

3In this figure, a small amount of randomness is added to the location of the checkins to
prevent the markers from overlapping.
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mobility and creating realistic, yet simple models.

There have been a number of studies analyzing the observed (and intu-
itive) location preference mentioned in the example above. Different authors
found that individuals have their preferred, frequently visited locations [32,
33]. Further, diurnal and weekly temporal patterns have been confirmed in lo-
cation traces of various origins (access point associations, mobile phone call
records, etc.) [33, 34]. Also the trip lengths are well studied and found to fol-
low truncated power laws [33, 35]. Gonzales et al. [33] explain further that
this power law originates from a superposition of characteristic trip lengths
that can be attributed to each individual (i.e., the trip lengths of an individual
are not necessarily power law distributed). All of these findings have been
incorporated into various state of the art mobility models [36–39] for mobile
networks.

While the analysis of location on a node individual level provides inter-
esting insights, for opportunistic networks it is more important what hap-
pens on a pairwise level. Since co-location (contacts) are the basic ingredient
to opportunistic networks, a number of studies analyze contact duration and
inter-contact times, reporting power law distributions [40, 41], cut off by an
exponential tail due to bounded moving spaces [41,42]. On a closer look, the
power law distribution found in inter-contact times aggregating all pairs of
nodes can be explained as a superposition of other distributions (e.g., expo-
nential) [43, 44].

While individual and pairwise properties are crucial for the understanding
of human mobility and the design and analysis of protocols in opportunistic
networks, we argue in this dissertation that there is a more macroscopic level
which is just as important. Human mobility is not only characterized by pairs.
Instead, the social network which drives our mobility is rather organized in
groups: We meet a group of colleagues at work, a different group of family
members at home and a group of friends when we go out. This social be-
havior creates an intricate structure of communities of people meeting each
other, weak ties (bridges) connecting such tightly connected communities,
etc. While this aspect has already been tackled in different mobility mod-
els, which reproduce a certain social structure either implicitly (by defining
mobility rules that lead to structure akin to social networks) [36, 45, 46], or
explicitly (by using a social network as input that drives the nodes’ mobil-
ity) [37, 47], there is a lack of realistic models based on extensive analysis
of the structure of human contacts. We will further elaborate on this in the
discussion of research gaps in Section 1.3.
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Thus, we have seen that there are various properties of mobility on node
individual, pairwise and macroscopic levels. Consequently, a plethora of mo-
bility models have been proposed, reproducing various of these properties,
which calls for systematic categorization. Generally mobility models can be
categorized (see e.g., [48] for a detailed survey) as spatial (e.g., [32, 36, 38]),
temporal (e.g., [40,41]) or social (e.g., [37,45–47]), according to the property
they capture. In the light of the topic of this dissertation, the social models are
most relevant here.

1.2.3 Protocols and Performance Analysis

In the light of the challenging environment opportunistic networks face, many
networking solutions have to be reconsidered. The paramount example, where
most work has been done is routing. Some of the challenges arising in oppor-
tunistic networks such as high mobility of nodes and resource constraint of
devices were already tackled by traditional MANET research. However, even
MANET protocols (AODV [49], OLSR [50]) fail in networks where discon-
nection is the normal case. Thus, a plethora of new routing protocols were
proposed for the opportunistic environment and its particular challenges. In
the following, we first provide an overview of proposed routing solutions and
then look at models for analyzing their performance.

Note that –while routing is the topic most closely related to this disserta-
tion – there are other interesting topics of protocol research in opportunistic
networks. For example, various projects have been investigating content dis-
semination [9, 51, 52]. Recently, also service provisioning and opportunistic
computing [53–55] are active fields of research.

Routing

To cope with the uncertainty in human mobility, routing protocols use two
basic strategies: (1) Introduce redundancy by replicating a message and (2)
exploit the structure observed in mobility to predict good relays. Many proto-
cols use either a single one of these two approaches or combine the two.

In terms of redundancy, the extreme case is epidemic routing [56]. In epi-
demic routing a copy of a message is given to each peer (who does not yet
carry the message) encountered by a message carrier. This strategy essen-
tially means flooding the network with message copies. Provided unlimited
resources of memory and bandwidth, such an approach leads to the mini-
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mal message delivery delay and maximal delivery ratio. However, flooding is
hugely inefficient and, in a more realistic setting, this strategy leads to conges-
tion of buffers and exhaustion of available bandwidth during contacts, even
with moderate amounts of traffic. Messages must be dropped from limited
size buffers and/or not all messages may fit into the limited amount of data
that can be transferred during a short contact. Hence, the flooding must be
limited.

To this end, various means to reduce the overhead of epidemic routing
were proposed in the literature. Notable approaches include gossiping, where
a message is only forwarded with a certain probability p to a peer [57]. Gos-
siping requires careful tuning of the forwarding probability. If it is chosen
too high, the overhead may stay high, whereas a too low p can lead to pro-
hibitively long delays. A second approach is Spray & Wait [58]. In Spray &
Wait, only a fixed number of copies are created and routed individually. It typ-
ically comes in two flavors. In the first one, source Spray & Wait, the source
creates and distributes L copies. Source Spray & Wait is a typical example
of a 2-hop scheme, where the message is not forwarded beyond two hops.
In the second flavor, binary Spray & Wait, relay nodes can further forward
messages. The source node starts with a quota of L copies. With each node
it meets it transfers a message copy together with half the remaining quota.
Relays follow the same procedure until they are left with only a quota of 1. In
Spray & Wait, the number of message copies has to be carefully chosen (typ-
ically as a function of network size and load) to avoid congestion, yet provide
enough redundancy to achieve short delays. Other approaches [59,60] do not
limit the number of message copies explicitly, but instead prioritize them such
that messages which are assigned a high utility for the network are transmit-
ted first during a contact, and messages with low utility are dropped first when
a buffer is full.

Redundancy, implemented with some means of controlling the overhead,
can be used to decrease the delivery delay. To make efficient use of the ad-
ditional cost of replication – or to make efficient use of a single copy of a
message – many protocols predict which nodes are good relays, i.e., which
nodes are promising to deliver or bring a message closer to the destination.
Such approaches belong to the family of utility based routing protocols. Each
node is assigned a utility as a function of its properties and messages are
then forwarded (or a new message copy is created) only if an encountered
node has higher utility [2, 3, 25, 27, 61] or has the highest utility observed
so far [29]. Utilities are functions of various factors and can include proper-
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ties of the current state of the device (remaining battery lifetime [62], buffer
space, etc.) or the user (social network [27, 61], visited locations [63]). Most
state-of-the-art protocols, however, base the utility function on the observed
contacts [2, 3, 25, 64]. For such utility functions, some statistics about ob-
served past contacts of a node are collected and mapped to a node utility.
Utility functions can be destination dependent or destination independent (or
a mix of both).

FRESH [64], an early approach in this direction is based on the age of
last encounter. The simple idea behind this destination dependent utility is
that nodes who met recently are likely to meet again soon. Thus, the utility of
node A towards not B is increased when A and B meet and then steadily de-
creased until they meet again. A slightly more complicated scheme was pro-
posed in PRoPHET [25]. Like FRESH, PRoPHET increases the node utility
at the time of a meeting between A and B and decreases it with time (aging).
Further, PRoPHET includes transitivity to utility: If A has high utility for B
and B has high utility for C, the utility of A for C is increased as well. With
this additional property, PRoPHET implicitly makes use of social structure
in contacts: Transitivity is a typical feature in social structures [65] (i.e., my
friend’s friend is likely to be my own friend).

More recent approaches exploit this social structure more explicitly. Both,
SimBet [2] and Bubble Rap [3] assume social structure in contacts and intro-
duce the concept of a contact graph to assign utilities for routing. The contact
graph G(V,E) is defined on a set of nodes (devices) V and introduces edges
between nodes which have a strong mobility connection (i.e., many and/or
long contacts). We will further discuss the definition of the contact graph in
Section 1.3. Given a contact graph, metrics and tools from the field of com-
plex network analysis [65] can be used to measure properties of a node within
a complex topology. SimBet [2] uses a (linear) combination of two metrics to
assign a utility to a node A. The first (destination dependent) metric is sim-
ilarity, the number of shared neighbors node A and the destination B have.
The second (destination independent) metric is betweenness centrality, the
share of shortest paths between any two pairs that A is a member of. Bub-
ble Rap [3] leverages the concept of communities in social structures. Using
community detection algorithms [66], Bubble Rap assigns the nodes to com-
munities. Messages are first routed towards nodes with higher betweenness
centrality, until they reach the community of the destination. Once in this
community, a message is then only forwarded to nodes with high degree cen-
trality (high number of neighbors) within the destination’s community.
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All these routing protocols need to be evaluated and compared to each
other under different mobility processes. For lack of analytical models, this
is often done by simulation, using various mobility models and/or by “re-
playing” measured contact traces (see Section 1.2.2). However, to get more
thorough insights, it is desirable to have models for analytical performance
analysis.

Performance Analysis

Simulation allows to get some insights into protocol performance. However,
to gain a comprehensive overview, simulations need to be run with various
scenarios (e.g., different social structures) and many combinations of different
parameters (e.g., node density, moving speed). This is often problematic since
simulating is very time and resource consuming. Furthermore, simulations
often just give quantitative but not qualitative answers. Using simulations, it
is difficult to draw qualitative conclusions, such as the dependency of optimal
protocol parameters as a function of the mobility process. More thorough
insights require formal analysis.

To this end, early performance models of epidemic routing borrowed
Markov chain models from epidemiology [57,67], using simplifying assump-
tions about mobility (typically the assumption is Random Waypoint, Random
Direction or Random Walk). The time until the next contact between any pair
of nodes is assumed to be exponentially distributed with intensity λ, where λ
is the same for all node pairs. Such homogenous mobility allows the use of
simple Markov chains with closed form solutions. Similarly, Ordinary Dif-
ferential Equations (ODEs) can be used to calculate delivery delays for epi-
demic routing under the same mobility assumptions [68]. Other models, use
random walks on graphs, for evaluating performance of Spray & Wait and
other schemes under homogenous mobility [69, 70].

Moving from homogenous to heterogenous mobility is challenging. In
a first step, a generalization of the ODE based models for epidemic rout-
ing can be used to capture several classes of nodes [71]. However, the most
general case where each pair of nodes have different meeting probabilities
remains intractable. To overcome this, [72, 73] introduce Semi-Markov pro-
cess models (Markov chains where the transition time between states are ar-
bitrarily distributed random variables). [73] does so for single-copy routings
schemes, where the state transition times depend on contact rates and the
transition probability is used to model different routing utility functions. A
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similar model can be used for multi-copy routing schemes (with fixed num-
ber of copies) [72].

A problem with Markov chain based models is that the state space can get
very large. As a more compact representation, the contact graph has been pro-
posed for performance analysis [74, 75]. It is intuitively clear that structural
bottlenecks (e.g., weak ties between two tightly connected communities) are
limiting the potential performance of a protocol. Based on the contact graph
of a mobility scenario, it was suggested that the connectivity can be analyzed
with tools from complex network analysis and graph theory to bound the per-
formance of processes running on the opportunistic network.

1.3 Contact Graphs

In Section 1.2 we have discussed different research areas in opportunistic
networking, where the structure of who meets whom is relevant. For mobil-
ity modeling, we need to have a good understanding and accurate models
of the structure of mobility. For protocol design, we have seen that proto-
cols can make use of structural properties to make good decisions. And last
but not least, the contact graph can be used to analyze the performance of
protocols. Recently, it was proposed to represent this structure of contacts
as a contact graph. However, aside few exemplary uses, contact graphs have
not been systematically described and analyzed in the literature, and many
questions remain unanswered. In this section, we provide an introduction to
contact graphs and discuss some open issues with respect to contact graph
based solutions for opportunistic networks.

1.3.1 Defining a Contact Graph

Contacts (co-location of two nodes within mutual transmission range) are the
most essential ingredient to opportunistic networking. A contact ci is an event
that happens between two nodes u and v, has a starting time ts and ends at
time te. Unraveling the seeming randomness in contacts requires represent-
ing them in a way that is suited to mining for patterns. In the following, we
describe how contacts can be aggregated to a contact graph in which patterns
of connectivity become visible.

To explain the aggregation of contacts into a conceptual graph, we look
at a small example shown in Figure 1.2. The example consists of 6 nodes
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n1	   n2	   n3	   n4	   n5	   n6	  
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(a) Snapshot at time t1.
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(b) Snapshot at time t2.
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(d) Aggregation of snapshots to conceptual contact graph.

Figure 1.2: From contacts to graphs.

which are moving in an area of 4 rooms, a small office environment. At each
time t, some of the

(
N
2

)
pairs of a network with N nodes are in contact. In

a first snapshot, shown in Figure 1.2a, each node is located in its respective
office. Nodes 1,2 and 3 are within range of each other (in contact), as well
as nodes 5 and 6. The connectivity snapshot at this time can be represented
as an adjacency matrix A(t1), where the element aij is 1 if nodes i and j are
in contact and 0 otherwise, as shown in Figure 1.2a. Some time later, at t2,
two nodes, 3 and 5, have moved to other rooms (the intermediate times are
not shown in this example), leading to the adjacency matrix A(t2) shown in
Figure 1.2b. Even later, we observe a new snapshot of connectivity at time t3
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shown in Figure 1.2c.
One way to look at an opportunistic network is thus by representing it

as a sequence of snapshots of connectivity, represented as adjacency matri-
ces A(t), as shown in Figure 1.2d on the left side. However, mining such a
structure for patterns is costly: the information grows not only quadratically
in the number of nodes, but additionally also linearly with time. While pro-
cessing such large amounts of data in offline analysis may be feasible for
small networks, it leads to serious scalability problems when used online and
distributedly (in real time on the mobile devices), for large networks and/or
for long time spans. Thus, it is desirable to have a more compact graph rep-
resentation, which aggregates the snapshots to a more static graph structure
and which still enables extraction the patterns in contacts. This process of ag-
gregation of a series of snapshot adjacency matrices to a static contact graph
is visualized in Figure 1.2d. In this example, we assign a weight wij to each
pair of nodes i and j, representing how often (i.e., in how many snapshots)
the nodes are in contact.

There are various possible ways in which such an aggregation mapping
can be implemented (e.g., the aggregation result can be a weighted – as shown
in the example – or an unweighted graph), and depending on the application
the choice may differ. In the following, we discuss the issue of selecting a
metric of tie strength and the choice of weighted versus unweighted contact
graphs.

Weighted vs. Unweighted Graphs

A weighted graph G(V,W ) on a set of nodes V includes a weight matrix
W which assigns each pair of nodes a tie strength wuv . There are different
options of how these weights (tie strengths) can be derived from contacts
to obtain a meaningful a contact graph. We will come back to the question of
defining a tie strength below. In general, aggregation of contacts to a weighted
graph means choosing a mapping of the series of (binary) connectivity snap-
shots {At1 , At2 . . . Ate} to a weight matrix W .

While a weighted graph allows to differentiate between pairs of nodes
(e.g., the pair {u, v} has a stronger mobility tie than pair {v, w}), storage and
processing of such a graph can be expensive, since we take into consideration
many pairs with small weights4. In many cases (especially when used online

4In different formats of graph representation, such as the adjacency list, the required storage
space is a function of the number of edges. Similarly, the computational complexity is a function
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on mobile devices), it is thus beneficial to discard the many small weights
and use unweighted graphs instead. In an unweighted graph, only the node
pairs with particularly strong mobility ties are connected (see Chapter 2).
To obtain such a graph, the weight matrix can be dichotomized. Typically, a
threshold is applied to the weights, such that pairs with weights stronger than
the threshold are connected by an edge and pairs with weaker ties are not
connected. Weighted graphs further have the disadvantage that many metrics
and properties, which are well defined for unweighted graphs, are not (easily)
generalizable to weighted graphs. Examples include (see Section 1.3.2 for
more information about the various properties and metrics) path length (and
thereby the small world property and metrics such as betweenness centrality)
and node similarity.

Tie Strength

We now return to the question of quantifying the tie strengths, given a se-
quence of contacts. There are various metrics which lead to meaningful val-
ues of how strong the mobility tie between two nodes u and v is. The most
common metrics are briefly described in the following.

Frequency In many applications, it matters how often two nodes meet. For
example for routing, the number of contacts per time interval translates
to the number of opportunities to transfer a message. Thus, it is impor-
tant to account for contact frequency.

Duration The contact duration is important because it relates to bandwidth.
In very short contacts, only few messages can be transmitted, whereas
long contacts offer the possibility to transmit a lot of data.

Age of last encounter There may be scenarios where the structure of mo-
bility changes quickly. Pairs which meet often/long today may not be
good relays anymore tomorrow. In such a scenario, information has to
be aged quickly. The age of last encounter between a pair of nodes can
thus be useful.

Other metrics are imaginable as well, for example one could use entropy
of inter-contact times to measure how “reliably” two nodes meet within a
certain time interval. Such a metric could be useful if an application does not

of the number of edges for many algorithms.
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necessarily look for the fastest path but instead requires some guarantees for
the maximum tolerable delay.

In some cases, more than one feature of tie strength is relevant. For exam-
ple, a good pair for relaying messages may either have many short contacts
(high contact frequency) or few but longer contacts (high contact duration)5.
However, in order to apply complex network analysis tools and metrics, a
one dimensional tie strength is required. To account for both duration and
frequency we introduce a mapping that combines the two in Chapter 2.

1.3.2 Contact Graph Analysis

Once we have a contact graph, we are interested in its structure. The analysis
of structural properties of large graphs of various origins has emerged in the
recent years as a new, interdisciplinary field called complex6 network analysis
(CNA). CNA brings together researchers from physics, sociology, computer
science, civil engineering, biology, medicine, and many other fields. They
found a common basis in that networks measured across the various fields
showed similar structural properties.

Structural Properties of Complex Networks

In the following, we provide a very brief overview of properties typically
found in complex networks, to pave the way for the following chapters. A
comprehensive survey of the field of CNA can be found, e.g., in [65]. In
Chapters 4 and 5 we will analyze contact graphs of different scenarios for
these properties.

Scale-free Property A first typical property is that distributions of node de-
grees (the number of neighbors) follow a power law distribution (or
similar distributions with a heavy tail) for many networks of various
origins [65]. Such networks have been termed scale-free. This observed
property has led to various random graph models reproducing it, the
most famous of which is the Barabási-Albert model [76], based on
preferential attachment. New nodes are preferentially linked to exist-
ing nodes with a high degree. A scale-free structure with strong “hubs”

5Note that typically frequency and duration are quite strongly correlated (see Chapter 3).
However, since correlation is not perfect, accounting for both would still be desirable.

6“Complex networks” are networks of non-trivial structure. “Trivial” structured networks are
e.g., a fully meshed graph, a regular graph (lattice) or a random graph.
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Figure 1.3: Typical graph with community structure.

of connectivity has important implications. For example it implies that
networks – while resilient to attacks on (or failure of) randomly picked
nodes – are vulnerable to the removal of few hub nodes. Further, it
has implications for searching nodes with only local information [77]
– which is a problem relevant to routing in opportunistic networks. Re-
quests can be routed greedily towards higher degree nodes. Once a hub
is reached, it is likely to be within short distance of the target.

Small-world Property Small-world graphs have the property that most node
pairs can reach each other via short paths (typically the average path
length grows logarithmically with the number of nodes). A popular
small-world graph model was developed by Watts and Strogatz [78]:
The nodes are arranged in a ring and each node is connected to its K
neighbors on the left and on the right. In a second step, each of these
links are “rewired” with a probability p to a randomly selected node. In
a contact graph, the small world property is an indicator for the exis-
tence of short routes.

Community Structure A third typical property is that nodes are organized
in groups which are tightly connected internally but only weakly con-
nected to the rest of the network [66]. See Figure 1.3 for an example of
a small graph with three communities. In contact graphs, communities
can be exploited for routing [3]. However, the presence of communities
– or rather the bottlenecks of connectivity between communities – also
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has implications on the maximum achievable performance of processes
running on opportunistic networks.

Complex Network Metrics and Tools

After discussing general structural properties of networks, we now turn to
metrics for assessing the utility of a node to perform a certain function. There
are two classes of metrics observed in the literature (e.g., [2,3]). First, we fre-
quently see destination independent centrality metrics, and second, destina-
tion dependent similarity metrics. In the following, we give a brief overview
of these two classes of metrics.

Centrality Centrality metrics assess the importance of a node in the network
(e.g., by counting the ties a node has). Using centrality metrics in a
protocol implies predicting that an important node in the past will be
important in the future as well (e.g., a gregarious node with many ties
in the past will also have many ties in the future). There are different
flavors of centrality and, depending on the process or function at hand,
different centralities matter [79]. The simplest one is degree centrality
which counts the node’s neighbors. Degree centrality captures – de-
pending on the process at hand – how many peers a node can directly
influence, infect, or deliver a message to. It is also an important mea-
sure for random walk processes, where it captures the visit frequency
and hence the probability of the walker being at the node at a certain
time. With A being the adjacency matrix of the graph G(V,E), that is,
ai,j = 1 if {i, j} ∈ E, and ai,j = 0 otherwise, the degree centrality of
node k is defined as

CD(k) =
∑
i

ai,k.

If one is interested in how important a node is with regard to spreading
information along shortest paths, the betweenness centrality counts the
number of shortest paths going through node k:

CB(k) =
∑
i

∑
j

gi,j(k)

gi,j
,

where gi,j is the number of shortest paths between i and j, and gi,j(k)
is the number of shortest paths between i and j which contain k.
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Both centrality definitions capture different aspects of a node’s impor-
tance and the right choice depends on the process at hand (e.g., be-
tweenness centrality is a good choice for shortest path routing, whereas
degree centrality matters for random walks). For other process, yet
other centrality metrics like closeness centrality and eigenvector cen-
trality may be the best choice [79].

Similarity Similarity metrics relate two nodes to each other (e.g., how many
neighbors they share, whether they are from the same community). Us-
ing a similarity based utility in a protocol means to predict that similar
nodes in the past are likely to interact in the future. There are different
ways of measuring how similar two nodes are. One commonly used
metric (e.g., [2]) is the number of common neighbors of two nodes i
and j

simi,j = |Ni ∩Nj |,

where Ni is the set of all neighbors of i. Such similarity is generally
useful for processes where relationships are transitive, e.g., social rela-
tions.

Another, more implicit metric of similarity is community membership.
One can use this concept to define a binary similarity metric under
which two nodes are similar if they are part of the same community
and not similar otherwise (e.g., [3]).

After having introduced the contact graph together with properties and
metrics relevant for opportunistic networking, we now proceed to summariz-
ing the contributions of this thesis.

1.4 Contributions and Outline

The following four chapters of this dissertation are reprints of four peer-
reviewed papers, published at international conferences and workshops. We
group these papers into three major and original contributions, as described
below.



1.4 Contributions and Outline 27

�

��

�

��

��

�

�

� ��

��

�

	

��

��

�� ��

��

�	

��

(a) t=1 hour

�

�

�

�

��

��

��

��

��

��

��

�

�

�

��

�

����

	

�	

(b) t=2 hours

�

�

�

�
�

�

�

�

�

�	

��

��

��

��
��

��

��

��

��

�	

(c) t=72 hours

Figure 1.4: Contact graphs with different aggregation time window.

1.4.1 Contact Graph Aggregation

In Chapter 27, we start with the observation of a common problem with cur-
rent contact graph based routing protocols for opportunistic networks. They
typically use time window based contact aggregation, i.e., create an edge in
the contact graph between any two nodes that have at least one contact within
a certain time window. In some cases (e.g., [2]), the time window does not
even have a limited size. Instead, each pair that had at least one contact at
any time in the past are connected by an edge (“growing time window”). This
has the obvious problem that the graph gets denser as more and more pairs
meet. Using simulations, we show that this leads to deteriorating routing per-
formance over time. Other approaches use a fixed-size time window (“sliding
time window”) (e.g., [3]). While this improves the situation, it is not clear
how the window size should be chosen.

Consider the example shown in Figure 1.4. For a short time window of 1

7From Contacts to Graphs: Pitfalls in Using Complex Network Analysis for DTN Routing,
published at the First IEEE International Workshop on Network Science For Communication
Networks (NetSciCom’09).



28 1 Introduction

hour, only few nodes are connected and the nodes are barely distinguishable.
For a time window of 2 hours, however, most nodes have seen at least one
peer. In such a graph, we can for example identify central nodes (e.g., nodes
which see a large number of other nodes) and it is hence well suited for mak-
ing routing decisions. However, if we choose the time window too large, the
graph gets fully meshed. Consequently, nodes are again barely distinguish-
able, routing decisions become random and performance degrades. While for
this particular example a window of 2 hours is well suited, in the same net-
work, the same time window may be too small when contacts are sparser
(e.g., during the night). Furthermore, other scenarios may require completely
different time windows, due to different node densities. This makes choosing
the right time window a challenging problem.

Based on these observations, we propose the use of density based aggre-
gation. The density d of a graph is defined as the number of edges in the
graph divided by the number of potential edges, d = |E|

(|V |
2 )

. In density based

aggregation, we include only the strongest mobility ties as edges – according
to different tie strength metrics, see Section 1.3.1 – until the graph reaches
a certain density d. With this approach, the contact graph density d can be
used as a parameter to tune the aggregation. By simulations of synthetic con-
tact models and measured contact traces, we show that there indeed exists
an optimal density for each scenario where routing performance peaks. This
optimal density is reached at the point where the contact graph most accu-
rately reflects the social structures driving mobility. In such an optimal graph,
all pairs which meet regularly and predictably (strong ties) are connected by
an edge, but none of the pairs which only meet randomly and unpredictably
(weak ties) are connected. Using our density based approach, we are able to
improve the message delivery ratio up to a factor of 4, compared to naive time
window based approaches.

Given a recorded contact trace, we can determine the best density offline,
by simulating aggregation to different densities and choosing the one with
best routing performance. In a real network, however, we face a much more
challenging problem. Here, nodes have to determine the aggregation density
online, in a distributed manner and with local knowledge. In Chapter 38 we
therefore propose an online algorithm which allows the nodes of an oppor-
tunistic network to choose the aggregation density. We only make two rel-
atively mild assumptions. First, we assume that each node has two classes

8Know Thy Neighbor: Towards Optimal Mapping of Contacts to Social Graphs for DTN
Routing, published at the 29th Conference on Computer Communications (IEEE Infocom 2010).
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of peers that it gets in contact with: regular neighbors, with which it shares
many common neighbors, and random neighbors, with which it shares only
few neighbors. Such a scenario happens for example in a network with strong
community structure. Second, we assume that contact rates with regular nodes
are higher than contact rates with random nodes. Based on these assumptions,
we present an algorithm that uses unsupervised machine learning techniques
to find a good aggregation density. To evaluate our algorithm, we compare
the message delivery ratio using the contact graph at the optimal density, to
the delivery ratio using the dynamically chosen density. We find that on aver-
age (across all combinations of five different mobility scenarios, two routing
protocols and two tie strength metrics), the delivery ratio with the online al-
gorithm reaches 91% of the delivery ratio at the optimal density.

1.4.2 Complex Network Analysis

Chapter 49 presents an analysis of the structure of contacts measured in differ-
ent contact traces (measured via Bluetooth, derived from WLAN access point
associations and derived from Gowalla checkins) with respect to the network
properties discussed in Section 1.3.1.

We find that in the contact graphs of all scenarios, the community struc-
ture is very strong. This is an indication that the assumption of regular and
random neighbors (see above) is realistic in many scenarios. Further, we find
that contact graphs manifest the small world property (indicating that short
paths through an opportunistic network exist) and that node degree distribu-
tions are skewed, although not heavy tailed.

1.4.3 Mobility Modeling

Chapter 510 compares the contact graphs of measured contact traces to con-
tact graphs of state-of-the-art mobility models. While the synthetic models
are able to reproduce many aspects of realistic contact graphs (although some
require very careful tuning), they fail in one important aspect. The bridges be-
tween communities can not be easily reproduced in a realistic manner. Look-
ing at the context in which the contacts happen we are able to show that in

9A Complex Network Analysis of Human Mobility, published at the Third IEEE International
Workshop on Network Science For Communication Networks (NetSciCom ’11).

10Putting Contacts into Context: Mobility Modeling beyond Inter-Contact Times, published
at the Twelfth ACM International Symposium on Mobile Ad Hoc Networking and Computing
(MobiHoc 2011) – nominated for the best paper award.
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Figure 1.5: Hypergraph with nodes {n1 . . . n11} and edges {e1 . . . e4}.

contact traces, communities are often bridged by few people meeting outside
the context of their community (home, work, etc.) to socialize. This is a social
aspect of human mobility which is not easy to recreate in mobility models.

Based on this analysis, we propose a hypergraph model which we call
social overlay. A hypergraph is a graph where an edge connects not only two
but an arbitrary number of nodes as shown in an example in Figure 1.5. The
social overlay can be used as an extension to existing mobility models. The
hypergraph models social groups across communities which meet outside the
context of their communities. It can be calibrated (group size and number
of groups per node) based on measurements from contact traces. We apply
the social overlay to two existing models, HCMM [37] and TVCM [36], and
show by simulation that the problem of unrealistic inter-community connec-
tions is fixed.

Finally, Chapter 6 summarizes the contributions and offers a critical as-
sessment of the dissertation. In the end, we also present some research gaps
where further work is required.
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Abstract — Delay Tolerant Networks (DTN) are networks of self-
organizing wireless nodes, where end-to-end connectivity is intermit-
tent. In these networks, forwarding decisions are made using locally
collected knowledge about node behavior (e.g., past contacts between
nodes) to predict which nodes are likely to deliver a content or bring it
closer to the destination. One promising way of predicting future con-
tact opportunities is to aggregate contacts seen in the past to a social
graph and use metrics from complex network analysis (e.g., centrality
and similarity) to assess the utility of a node to carry a piece of content.
This aggregation presents an inherent tradeoff between the amount of
time-related information lost during this mapping and the predictive ca-
pability of complex network analysis in this context. In this paper, we
use two recent DTN routing algorithms that rely on such complex net-
work analysis, to show that contact aggregation significantly affects the
performance of these protocols. We then propose simple contact map-
ping algorithms that demonstrate improved performance up to a factor
of 4 in delivery ratio, and robustness to various connectivity scenarios
for both protocols.

2.1 Introduction

The Delay Tolerant Networking (DTN) paradigm has been proposed to sup-
port emerging wireless networking applications, where end-to-end connectiv-
ity cannot be assumed for technical (e.g., propagation phenomena, and node
mobility) or economical reasons (e.g., low power nodes) [1–3]. Due to the
lack of end-to-end paths, traditional routing protocols perform poorly, and nu-
merous opportunistic routing algorithms have been proposed instead [4–9].
There, multiple replicas of the same content are often routed in parallel to
combat the inherent uncertainty of future communication opportunities be-
tween nodes [4]. In order to carefully use the available resources (i.e., limit
the number of content copies in the network) and still get a short delay, many
protocols attempt to predict which nodes are likely to deliver content or bring
it closer to the destination [6].

In most of the networks discussed, node mobility (and resulting commu-
nication opportunities) is not entirely random. Instead, weak or strong pat-
terns are present, which a node can attempt to infer and use to predict future
contact opportunities. To this end, numerous “utility-based” routing schemes
have been proposed, where various contact properties such as time of last en-
counter between two nodes [5], frequency of past encounters [6], and mobility
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profiles [7] are maintained and analyzed to assess the probability of a given
node to get closer to the destination. However, these schemes mostly rely on
heuristics that may or may not correlate well with future delivery probability,
depending on the scenario in hand.

Wireless devices (PDAs, cellphones, and laptops) are often carried by hu-
mans and communicate when in close proximity (e.g., PodNet [10], pocket
switched networks [3]). Consequently, the social interactions of the carrying
users will directly affect the communication patterns between the devices.
Based on this observation, complex network analysis [11] has recently been
proposed as an appropriate tool to formulate and solve the problem of future
contact prediction in DTNs. Past observed contacts between nodes are aggre-
gated into a (“social”) graph, with graph edges representing (one or more)
past meetings between the vertices. A rich toolset from complex network
analysis can then be used to assess the utility of a node to carry a piece of
content (e.g., by considering its centrality) [8, 9].

A social graph offers a natural, compact representation of the resulting
contact set over time. A graph link could mean that two nodes see each other
frequently because they have a social connection (friends), or because they
are frequently in the same place without actually knowing each other (famil-
iar strangers); hence, a link is intended to have predictive value for future
contacts. Nevertheless, the aggregation of contacts between nodes over time
into a “static” social graph presents an inherent mapping tradeoff, where some
information about timing of contacts is lost. One could create a link if at least
one contact has occurred in the past between the two nodes [8], but this would
result in an overly dense graph, after a certain network lifetime. On the other
hand, a past contact could represent a link only if occurred during a given time
window [9]. However, if the sliding time window is too small, the resulting
graph might be too sparse. In both cases, meaningful differentiation between
nodes using complex network analysis may be rendered impossible. It is thus
important to carefully design this mapping in order for links in the graph to
maintain their predictive value.

In this paper, we address the issue of efficient contact aggregation. Sec-
tion 2.2 presents related work focusing on complex network based forward-
ing schemes. In Section 2.3, we describe and formalize the contact aggrega-
tion as a mapping problem, and propose various mappings. Finally, in Sec-

Time Expanded Graphs [12] have been proposed to capture timing information in a dynamic
graph. However, considerable scalability issues quickly arise, as one would essentially need to
store a graph for every time instant in the past.
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tion 2.4, we demonstrate that mappings used currently in popular DTN rout-
ing schemes may result in significantly worse performance than predicted;
then, we show that alternate mappings of similar complexity can considerably
improve the performance of the analyzed forwarding schemes (up to a factor
of 4 for the delivery ratio). Our evaluation is based on simulations relying
on synthetic graph models (i.e., Scale-Free and Small-World) and real-world
traces (i.e., MIT, ETH).

2.2 Related Work

A number of proposed DTN forwarding schemes rely implicitly on assessing
the strength of social connections between nodes. In [5], the time elapsed
since the last encounter with a node is taken as a predictive value for future
contacts. Along the same line, [13] uses the contact frequency as a utility
metric. This is an inherently social metric since nodes with strong connections
will see each other frequently. In [14], the minimum estimated expected delay
for each link is inferred from contacts observed in the past. Similarly, [6]
defines a delivery predictability based on how frequently two nodes meet.
Finally, a metric much akin to degree centrality is used in [15] to identify
candidate relays in spray routing.

Two recently proposed forwarding schemes, SimBet [8] and Bubble Rap [9],
use the social structure of the network more explicitly and apply complex net-
work analysis to assess the utility of a node for forwarding. Both are based
on the idea that nodes (or rather the users carrying the devices) are clustered
to communities of highly connected nodes, and some nodes form bridges
between such communities. Further, they assume that this structure will be
reflected in the social graph they construct. Although preliminary results for
SimBet and Bubble Rap demonstrate promising performance [8], [9], we will
show that this performance heavily depends on the way contact aggregation
is done. Below, we give a brief description of the two protocols. They will
serve as our case studies.

SimBet [8] assesses similarity to detect nodes that are part of the same
community, and betweenness centrality to identify bridging nodes, that could
carry a message from one community to another. The decision to forward

Similarity of two nodes is defined as the number of neighbors these nodes have in common
(see e.g., [16]).

Betweenness centrality of a node is defined as the fraction of shortest paths between each
possible pair of nodes going through this node (see e.g., [17]).
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a message depends on the similarity and centrality values of the newly en-
countered node, relative to the current one: If the former node has a higher
similarity with the destination, the message is forwarded to it; Otherwise, the
message stays with the most central node. The goal is to first use increas-
ingly central nodes to carry the message between communities, and then use
similarity to “home in” to the destination’s community. In the original al-
gorithm [8], betweenness and similarity are calculated over a social graph,
where there is an edge between two nodes if there has been at least one con-
tact between them at any time in the past.

Bubble Rap [9] uses a similar approach. Again, betweenness centrality
is used to find bridging nodes until the content reaches the destination com-
munity. Communities here are explicitly identified by a community detec-
tion algorithm, instead of implicitly by using similarity. Once in the right
community, content is only forwarded to other nodes of that community: a
local centrality metric is used to find increasingly better relay nodes within
the community. Regarding contact aggregation, it is performed at two points.
First, for community detection where, as in SimBet, all contacts in the past
are considered. Second, for the two centrality values the time is split into 6h
time windows, instead. All contacts in such a 6h window form edges of the
graph.

2.3 Contact Aggregation

For both SimBet and Bubble Rap to function properly, social structures which
drive node mobility, such as communities and bridges, must be correctly re-
flected in the social graph. Here, we argue that this heavily depends on the
way this graph is constructed out of observed contacts (i.e., contact aggrega-
tion). We illustrate and define the contact aggregation problem and propose
simple aggregation mappings.

2.3.1 Contact Aggregation Problem

Using a real trace of node contacts, collected at ETH (see Section 2.4.1), Fig-
ure 2.1 shows that an aggregation over the whole history of the network is
problematic since the social graph gets more and more meshed. As a conse-
quence, heterogeneity of the nodes, with respect to the above social network
metrics, is no longer reflected after long network lifetime. The same holds
for aggregation in very short time windows. With nodes shaded according to
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Figure 2.1: Aggregated contacts for the ETH trace at different time instants.

their betweenness centralities, we see in Figure 2.1 that after a short network
lifetime (e.g., after 1 hour) most nodes have the same color since they did
not have any contacts yet and thus their betweenness centrality is not defined.
After 2 hours, enough contacts have occurred to differentiate many nodes.
However, after 72 hours of running time, all nodes have seen each other and
the nodes have again the same betweenness centrality. In this case, forwarding
decisions gradually degenerate to random, significantly affecting the perfor-
mance of the two protocols, as we shall see in Section 2.4.

In order to formalize the problem of contact aggregation we define a con-
tact as the period of time during which two nodes are able to communicate
and assume that time is slotted. Further, without loss of generality, we con-
sider that each contact lasts one time slot and all messages can be transmitted
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during this slot. If we denote the ordered sequence of contacts from time 0 to
time n as C0,n, then we can define an aggregation mapping f at time n as

f : C0,n 7−→ Gn(V,En).

Gn is the output social graph at time n, consisting of all network nodes V ,
and a subset of edges En, among the set of all possible node pairs eu,v in the
edge set E of the complete graph. Therefore, a mapping can be written as an
indicator function for each edge 1Ieu,v

: E 7−→ {0, 1}, indicating whether this
edge is part of the subset En under the particular mapping or not.

2.3.2 Contact Aggregation Mappings

There are different ways to define this indicator function, resulting in different
aggregation mappings.

Growing Time Window: As we saw in Section 2.2, some state-of-the-art
algorithms [8] use what we will refer to as growing time window mapping,
that is,

1Ieu,v =

{
1 , if {u, v} ∈ C0,n

0 , otherwise.
(2.1)

As explained earlier, the problem with this aggregation is that for large n the
graph gets fully meshed with all nodes appearing equal with respect to social
metrics (e.g., Figure 2.1.c).

Sliding Time Window: A generalization of the time window aggregation
is to aggregate over a fixed time window instead of the whole lifetime of the
network. Denoting the time window length as T , we write

1Ieu,v =

{
1 , if {u, v} ∈ Cn−T,n
0 , otherwise.

(2.2)

The crucial question here is how large the fixed time window should be for
an optimal aggregation. For example, Bubble Rap uses a 6h window for the
centrality aggregation.

A fixed size time window improves the situation. However, it can have
different implications depending on the scenario in hand. In a smaller net-
work, such as in an office or conference, the graph can be fully meshed after

Bandwidth issues and contact duration are mostly orthogonal to the type of issues we attempt
to expose here. Although contact duration has been in some cases used as an indicator of link
strength, we choose to not consider it here, for simplicity.
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few days or hours already, as shown by Figure 2.1. On the other hand, in a
larger network such as a campus or a city-wide scenario, a window of few
hours may result in a very sparse graph.

Growing and sliding (fixed duration) time window are the aggregation
functions used in one way or another in current protocols. We argue that
a more general and robust approach would be to choose the aggregation
function such that the resulting social graph has a constant density. We de-
fine the density d of the aggregated graph Gn as the fraction of aggregated
edges, |En|, over all possible edges (i.e., all pairs of nodes) |E| = V ·(V−1)

2 :
d(Gn) = |En|

|E| . If we want to operate the social graph at a certain density, say,
d(Gn) = 0.2, we choose the edge indicator function such that En will have
the desired cardinality. In the following, we discuss two indicator functions
that fulfill this condition.

Most Recent Contacts: In many scenarios, it is reasonable to assume
that very old contacts may not have the same predictive power as more recent
ones. Hence, we could aggregate only the En most recent edges to construct
the social graph. To achieve this, each edge in the graph is labeled with the
last time of appearance in order to know which edge to replace in case of
a new contact. Specifically, we assign each pair of nodes {u, v} a timestamp
t{u,v}, and maintain a time variable toldest,n that keeps track of the oldest edge
in Gn. We can then write our indicator function at time n as

1Ieu,v
=

{
1 , if t{u,v} > toldest,n

0 , otherwise.
(2.3)

Most Frequent Contacts: Another option is to aggregate only the set of most
frequent contacts in En. In many scenarios, a more frequent contact has a
higher probability of occurring again soon, and thus reflects a stronger social
link. Instead of a timestamp of last appearance, we now maintain, for each
pair of nodes, a counter c{u,v} indicating how often a contact was seen in
the past. Further, the least frequent contact ID in En and the respective num-
ber of times it was seen cleast,n is maintained. Then, the indicator function
corresponding to the above mapping is:

1Ieu,v =

{
1 , if c{u,v} > cleast,n

0 , otherwise.
(2.4)

It is important to note that a large number of different and more sophis-
ticated mappings are possible such as, for example, weighted graphs [18].
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Figure 2.2: Number of delivered messages for SimBet/Bubble Rap relative to
number of delivered messages by direct transmission.

Our goal here is not to derive an optimal aggregation function, but rather to
demonstrate that, even with simple aggregation functions, one can consider-
ably influence the performance of DTN routing.

2.4 Evaluation

In this section, we evaluate the performance of different versions of SimBet
and Bubble Rap, using the discussed aggregation functions. We use the num-
ber of messages delivered within a certain time interval as the performance
metric.

2.4.1 Contact Processes

For our simulations, we have used four contact generators, two of which are
synthetic contact processes and two are real mobility traces. For the synthetic
contact processes, we assume that there is a (social) graph structure between
the participating nodes that governs the probability of two nodes coming into
contact at any time, regardless of the actual mobility model underlying the
process. As it has been consistently observed (e.g., [11]), such social graphs
often exhibit scale-free or small-world behavior, which is what our two syn-
thetic models aim to capture. For both models, we simulate 100 nodes and
500′000 contacts according to the procedure described below. The two mo-
bility traces, collected from real network environments, are used to further
corroborate our analysis and findings.
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SF: Initially in the SF (scale-free) contact process, each node is assigned a
popularity according to a power law (with exponent 3). Then, successive end-
points of a contact (i.e., two nodes) are randomly and independently choosen
according to their respective popularity. Note that a network of 100 nodes
may be too small to call it scale-free, however, we certainly achieve to model
a skewed degree distribution. It is important to note that for this, and any of
the other contact processes, the social graph resulting from aggregating con-
tacts over time will eventually become fully meshed. The particular degree
distribution or small world behavior is supposed to be reflected at the operat-
ing level of aggregation (see e.g. Figure 2.1.(b) or Section 2.3).

SW: The small world contact process is inspired by the Watts and Stro-
gatz small world graph model [19]. We number all nodes sequentially, con-
ceptually arranging them to a ring, and let them have “strong” links to four
of their neighbors (e.g., node 4 has strong link to nodes 2, 3, 5 and 6). For a
new contact, we select the first node uniformly at random. With probability
p = 0.1, we select its peer uniformly at random from the set of all other nodes
(corresponds to the shortcut links of [19]). With probability 1− p = 0.9, we
select the peer uniformly at random from the set of its strong links (the regu-
lar links of [19]). This model aims to capture that each node has a number of
strong connections, but also gets in proximity of other people.

For both SW and SF, draws are with replacement meaning that an existing
contact can be picked again.

MIT: The MIT contacts were collected in the Reality Mining [21] project,
where 97 students and employees of MIT were equipped with mobile phones
scanning every 5 minutes for Bluetooth devices in proximity during 9 months.
These traces are unique in terms of number of experimental devices and du-
ration, however, with the time granularity of 5 minutes a lot of short contacts
were supposedly not logged. For our simulations we cut the trace at both
ends and used 100′000 contacts reported between September 2004 and March
2005. Note that this time period contains holidays and semester breaks and
thus still captures varying user behavior.

ETH: For the ETH trace [22], 20 students and staff working on the same
floor of a building of ETH Zurich were carrying 802.11 enabled devices for
5 days. At an interval of 0.5s, each device sent out a beacon message, the
reception of which was logged by all devices in 802.11 radio proximity. This

Note that for both, SW and SF, communities are not well defined. In order to have a model
with clear communities, we also used a contact process inspired by the caveman model [20]. The
results, which we do not present here due to space limitation, are similar to the SW model.
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shorter trace contains more than 23′000 reported contacts and is unique in
terms of time granularity and reliability. Although the ETH trace measure-
ment period spans a considerable shorter time, we have on average more than
1000 reported contacts per device. This is roughly the number of contacts
per device we also have for the MIT trace. In that sense, the two traces are
comparable. For both, MIT and ETH trace, we ignore logged timing informa-
tion and just ordered the reported contacts according to their start times (i.e.,
slotted contacts).

2.4.2 Degrading message delivery performance

As a first step, we seek to confirm the intuition that with the growing time
window aggregation the performance of SimBet and Bubble Rap degrades
after a long enough network lifetime. Moreover, we want to investigate how
the performance varies with graph density to get an estimate for suitable graph
densities for the constant density aggregation mappings.

To do so, we let the contact processes run until the aggregation using the
growing time window results in a fully meshed graph (i.e., d(Gn) = 1). At
the same time, we create one message for all possible pairs of nodes (i.e.,
|E|) at each 0.02 increase in density. Eventually, we log the number of them
that gets delivered. Each message has an empirically determined TTL value
(2000 for SF, SW and MIT, and 50 for ETH). These values are the mini-
mum that give reasonable delivery ratios for the respective networks (we have
also performed simulations with other TTL values, with similar findings). We
compare the performance of SimBet and Bubble Rap to Direct Transmis-
sion, where the source keeps the message until it meets the destination. Di-
rect Transmission serves as a lower bound on performance, so any “smarter”
scheme should be able to outperform it.

Figure 2.2a shows the ratio of messages delivered by SimBet versus direct
transmission with SF and SW contacts, averaged over 10 simulation runs. Fig-
ure 2.2b shows the same performance metric for Bubble Rap using the MIT
and ETH contact traces. The first important observation is that, as time in-
creases (i.e., density → 1), the performance of both protocols degenerates
to almost as bad as that of direct transmission, in all scenarios. This confirms
our intuition that, after the network is operational for a long enough time,

Note that we have also performed simulations for SimBet with trace contacts, and Bub-
bleRap with SW and SF contacts; The performance is similar in both cases, so we only depict
two plots per graph for clarity.
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(b) Bubble Rap with MIT contact
trace.

Figure 2.3: SimBet and Bubble Rap performance with different aggregation
functions compared to direct transmission.

SimBet and BubbleRap make increasingly random forwarding decisions. A
second observation is that performance seems to be more sensitive to density
values in the SW scenario compared to the SF one. With the former, there is
a performance peak at very low density with low and steady values for the
rest of the densities, whereas, with the latter, performance is high and quite
stable for densities up to 0.7. A possible explanation is that in the SF scenario,
the aggregated graph remains scale-free (and thus heterogeneous) for a much
higher number of edges compared to SW. In the SW case, after a small num-
ber of edges, most of the regular edges have been “filled” and the additional
ones are shortcut edges turning the graph more random. Finally, performance
for both traces seems to behave similarly to the SW model, which is not sur-
prising since social networks are believed to be small-world.

Summarizing, in all scenarios considered, running SimBet and Bubble
Rap at small graph densities outperforms the same algorithms at very dense
graphs by a factor of 2.3 to 4.5.
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2.4.3 Constant density message delivery performance

Based on the previous observations, we will show next that by keeping the ag-
gregated graph density constant, we can maintain good performance through-
out the whole network lifetime. We fix the density to 0.05 using Equations 2.3
and 2.4, and compare these aggregations to growing time window.

Figure 2.3 shows the cumulative number of delivered messages (before
the TTL expires), when we keep creating messages throughout the simulation
(CBR traffic). Figure 2.3a shows the performance of SimBet using the ETH
trace. We observe in the subplot highlighting the beginning of the simulation
that for low graph density, growing time window aggregation performs as
well as constant density functions. After 7′000 total contacts, the graph is
complete and performance of growing time window decreases to that of direct
transmission (same slope). On the other hand, the “most recent” and “most
frequent” schemes keep delivering about 57% and 42% more messages per
time interval, respectively. Figure 2.3b shows the result for Bubble Rap when
using the MIT trace.

Table 2.1 summarizes the performance increase in terms of number of
delivered messages in a certain time interval of the constant density aggre-
gations versus growing time window aggregation. We observe a significant
performance increase in all cases. However, the values vary largely, and the
results are not easily comparable across different contact generators, due to
perhaps an inherent difference in difficulty in doing DTN routing for one type
of network over another. Thus, only direct comparisons along the same col-
umn are valid.

To conclude, the performance of both routing protocols can be signifi-
cantly improved (up to a factor of 4 in the considered scenarios) by using sim-
ple density-based aggregation schemes. We believe that this finding should
also hold for any other DTN data dissemination algorithm that uses social
network metrics.

2.4.4 Discussion & Future Directions

Throughout our earlier discussion and simulation evaluation, we make the
simplifying assumption that all nodes have global knowledge to construct

Note that the density of the MIT graph goes only up to 0.5 despite its long duration. This
might be due to the relatively large sampling interval of 5 minutes, resulting in many short coin-
cidental collocations not being logged. In contrast, in the ETH trace the graph gets fully meshed
very quickly.
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SF SW ETH MIT
SimBet Most Recent 2.04 2.67 1.57 1.24
SimBet Most Frequent 2.46 2.31 1.42 1.23
Bubble Rap Most Recent 1.24 4.10 1.62 1.70
Bubble Rap Most Frequent 1.07 1.77 1.08 1.80

Table 2.1: Performance increase when using constant density aggregation
relative to growing time window aggregation.

their view of the social graph. In reality, not having global knowledge is a
fundamental property of DTN networks, and the discussed protocols take
measures to calculate global metrics such as betweeness centrality using only
local information (e.g., the ego-view in [8]). Our goal in this paper was to
decouple these two problems and demonstrate that efficient aggregation is
important even with full knowledge. Still, preliminary results we have per-
formed using only local information indicate similar behaviors.

The presented results demonstrate that the aggregation function used should
aim to maintain the aggregated social graph density to a desired range of val-
ues, in order for routing protocols that utilize social metrics to perform well.
The plots provide some hints as to how to choose the target density in ad-
vance, but it is still an open question how to identify a desired density range
online and in a distributed fashion, and to ensure that nodes can self adapt to
an aggregation level that allows efficient calculation of social metrics. One
possible direction is to use theoretical analysis to explicitly identify the de-
sired density range for a specific connectivity scenario, and then use an online
algorithm that estimates (e.g., by sampling meeting counts and meeting times)
when this desired density is reached. Alternatively, one could try to implicitly
identify the desired operating point, using calculated social metric values and
comparisons thereof as a feedback signal to increase or reduce aggregation.
We intend to further investigate this issue.

Finally, although the comparison metric for all our results is the number
of delivered messages, one could also infer from the depicted plots, that the
delay of both schemes using density based aggregation is smaller than the
original protocol. However, due to the interplay of delay and TTL, we defer
further investigation of delay properties for future work.
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2.5 Conclusions

In this paper, we established the importance of efficient mapping between the
set of “contacts” over time between nodes, and the static “social” graph used
by state-of-the-art DTN routing schemes. We showed that current aggregation
strategies used by social network based routing protocols such as SimBet
(ever growing time window) and Bubble Rap (fixed time window) may lead
to inefficient forwarding decisions that quickly degrade performance. Then,
we showed that simple aggregation strategies that aim to maintain a constant
density for the aggregated graph improve the performances up to a factor of
4× in terms of number of messages delivered. We believe that our preliminary
findings and proposed solutions have a wider applicability for a large range
of DTN data dissemination protocols based on social networks.

Bibliography

[1] P. Juang, H. Oki, Y. Wang, M. Martonosi, L. S. Peh, and D. Rubenstein,
“Energy-efficient computing for wildlife tracking: design tradeoffs and
early experiences with zebranet,” in ASPLOS-X, 2002.

[2] P. Basu and T. D. C. Little, “Networked parking spaces: architecture and
applications,” in Vehicular Technology Conference, 2002.

[3] P. Hui, A. Chaintreau, J. Scott, R. Gass, J. Crowcroft, and C. Diot,
“Pocket switched networks and human mobility in conference environ-
ments,” in WDTN, 2005.

[4] T. Spyropoulos, K. Psounis, and C. S. Raghavendra, “Spray and wait: an
efficient routing scheme for intermittently connected mobile networks,”
in WDTN, 2005.

[5] H. Dubois-Ferriere, M. Grossglauser, and M. Vetterli, “Age matters: ef-
ficient route discovery in mobile ad hoc networks using encounter ages,”
in MobiHoc, 2003.

[6] A. Lindgren, A. Doria, and O. Schelén, “Probabilistic routing in inter-
mittently connected networks,” SIGMOBILE Mob. Comput. Commun.
Rev., vol. 7, no. 3, pp. 19–20, July 2003.

[7] J. Leguay, T. Friedman, and V. Conan, “Evaluating mobility pattern
space routing for dtns,” in INFOCOM, 2006.



56 2 From Contacts to Graphs

[8] E. M. Daly and M. Haahr, “Social network analysis for routing in dis-
connected delay-tolerant manets,” in MobiHoc, 2007.

[9] P. Hui, J. Crowcroft, and E. Yoneki, “Bubble rap: Social-based forward-
ing in delay tolerant networks,” in MobiHoc, May 2008.

[10] V. Lenders, G. Karlsson, and M. May, “Wireless ad hoc podcasting,” in
SECON, 2007.

[11] M. E. J. Newman, “The structure and function of complex networks,”
March 2003.

[12] L. Ford and D. Fulkerson, Flows in networks, 1962.

[13] V. Erramilli, A. Chaintreau, M. Crovella, and C. Diot, “Diversity of for-
warding paths in pocket switched networks,” in IMC, 2007.

[14] E. P. C. Jones, L. Li, and J. K. Schmidtke, “Practical routing in delay-
tolerant networks,” IEEE Transactions on Mobile Computing, 2007.

[15] T. Spyropoulos, T. Turletti, and K. Obrazcka, “Routing in delay tolerant
networks comprising heterogeneous populations of nodes,” IEEE Trans-
actions on Mobile Computing, 2009.

[16] D. Liben-Nowell and J. Kleinberg, “The link-prediction problem for so-
cial networks,” Journal of the American Society for Information Science
and Technology, vol. 58, no. 7, pp. 1019–1031, 2007.

[17] L. C. Freeman, “A set of measures of centrality based on betweenness,”
Sociometry, vol. 40, no. 1, pp. 35–41, 1977.

[18] M. E. J. Newman, “Analysis of weighted networks,” 2004.

[19] D. J. Watts and S. H. Strogatz, “Collective dynamics of ’small-world’
networks.” Nature, vol. 393, no. 6684, pp. 440–442, June 1998.

[20] D. Watts, Small Worlds : The Dynamics of Networks between Order and
Randomness (Princeton Studies in Complexity), 2003.

[21] N. Eagle and A. Pentland, “Reality mining: sensing complex social sys-
tems,” Personal and Ubiquitous Computing, May 2006.

[22] “Measurements from an 802.11b mobile ad hoc network,” in EXPON-
WIRELESS, 2006.







Chapter 3

Know Thy Neighbor:
Towards Optimal Mapping
of Contacts to Social Graphs
for DTN Routing

Theus Hossmann1, Thrasyvoulos Spyropoulos1, Franck Legendre1

1Communication Systems Group, ETH Zurich, Switzerland

c©2010 IEEE. Personal use of this material is permitted. Permission from IEEE must be
obtained for all other uses, in any current or future media, including reprinting/republishing this
material for advertising or promotional purposes, creating new collective works, for resale or
redistribution to servers or lists, or reuse of any copyrighted component of this work in other
works.
doi: 10.1109/INFCOM.2010.5462135



60 3 Know Thy Neighbor

Abstract — Delay Tolerant Networks (DTN) are networks of self-
organizing wireless nodes, where end-to-end connectivity is intermit-
tent. In these networks, forwarding decisions are generally made using
locally collected knowledge about node behavior (e.g., past contacts be-
tween nodes) to predict future contact opportunities. The use of complex
network analysis has been recently suggested to perform this prediction
task and improve the performance of DTN routing. Contacts seen in the
past are aggregated to a social graph, and a variety of metrics (e.g., cen-
trality and similarity) or algorithms (e.g., community detection) have
been proposed to assess the utility of a node to deliver a content or bring
it closer to the destination.

In this paper, we argue that it is not so much the choice or sophistica-
tion of social metrics and algorithms that bears the most weight on per-
formance, but rather the mapping from the mobility process generating
contacts to the aggregated social graph. We first study two well-known
DTN routing algorithms – SimBet and BubbleRap – that rely on such
complex network analysis, and show that their performance heavily de-
pends on how the mapping (contact aggregation) is performed. What is
more, for a range of synthetic mobility models and real traces, we show
that improved performances (up to a factor of 4 in terms of delivery
ratio) are consistently achieved for a relatively narrow range of aggre-
gation levels only, where the aggregated graph most closely reflects the
underlying mobility structure. To this end, we propose an online algo-
rithm that uses concepts from unsupervised learning and spectral graph
theory to infer this “correct” graph structure; this algorithm allows each
node to locally identify and adjust to the optimal operating point, and
achieves good performance in all scenarios considered.

3.1 Introduction

The Delay Tolerant Networking (DTN) paradigm has been proposed to sup-
port emerging wireless networking applications, where end-to-end connec-
tivity cannot be assumed for technical reasons (e.g., propagation phenom-
ena, and node mobility) or economical reasons (e.g., lack of infrastructure,
low power nodes) [1–3]. To cope with this, opportunistic or mobility-assisted
routing algorithms have been proposed [4, 5]: messages are forwarded one
hop at a time, only when two nodes are in contact (i.e., move within trans-
mission range); without full or any knowledge of future contact opportunities,
a forwarding decision normally aims to simply increase the delivery proba-
bility at every step.
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To combat the inherent uncertainty of future contact opportunities, many
protocols forward in parallel multiple replicas of the same content [6] or re-
sort to coding (network coding, erasure coding). Nevertheless, node mobility
(and resulting contact opportunities) are not entirely random. Instead, weak
or strong patterns are present. To this end, numerous utility-based routing
schemes attempt to differentiate nodes that are more likely to deliver content
or bring it closer to the destination [7].

Among them, a number of schemes implicitly assess the strength of (“so-
cial”) ties between nodes. For example [8] uses time of last encounter, and [9]
uses contact frequency as a hint on the similarity of mobility patterns. [10,11]
use instead a metric much akin to degree centrality to identify nodes that are
highly mobile/social; the former scheme is reminiscent of search in scale-
free networks [12], while the latter uses centrality to choose which relays to
“spray” a limited budget of message replicas to. However, these simple met-
rics may only capture one facet of the underlying mobility process, which can
hinder good contact predictions.

Complex network analysis [13] (CNA) has recently been proposed as a
more generic and powerful tool to formulate and solve the problem of future
contact prediction in DTNs. Past observed contacts between nodes are aggre-
gated into a social graph, with graph edges representing (one or more) past
meetings between the vertices. An edge in this graph conveys the information
that two nodes often encounter each other either because they have a strong
social tie (friends), or because they are frequently co-located without actually
knowing each other (familiar strangers); thus, existence of an edge intends to
have predictive capacity for future contacts.

Two recently proposed routing protocols, SimBet and BubbleRap [14,
15], make explicit use of CNA metrics and algorithms in order to highlight
a node’s position in the aggregated social graph, and assess its utility to
act as a relay for messages destined to other nodes in the graph. Although
the detailed mechanisms of the two protocols differ (see next Section), they
are both based on the same principles: they assume that nodes naturally re-
side in mobility-related communities (e.g., class, work, home). Increasingly
“central” or “well-connected” nodes in the graph are then chosen as carriers
to relay content over different communities, until a node that shares many
neighbors with the destination [14], (i.e., belongs to the destination’s com-
munity [15, 16]) is reached. These protocols have been reported to often out-
perform well-known DTN routing schemes that are not explicitly “social”.

Nevertheless, it is not well understood under what conditions these proto-
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cols and their individual components can achieve the suggested performance,
nor is it why. What is more, it is actually not (just) the choice or sophistication
of social metrics or algorithms that bears the most weight on performance,
but rather the mapping from the mobility process generating contacts to the
aggregated social graph. This mapping presents a tradeoff, where some in-
formation about timing of contacts is lost. As a simple example, one could
create a link if at least one contact has occurred in the past between the two
nodes [14], but this would result in an overly dense graph, after a certain
network lifetime. Meaningful differentiation between nodes using complex
network analysis will not be possible. Hence, the social graph created out of
past contacts should best reflect the underlying (mobility or social) structure
generating these contacts, so that nodes can be meaningfully differentiated
and edges have predictive value.

In this paper, we demonstrate that CNA-based DTN routing can offer sig-
nificant performance benefits only if applied to social graphs exhibiting these
properties. Furthermore, we provide an efficient online algorithm to achieve
this in a distributed fashion. We summarize below our contributions:

• We evaluate SimBet and BubbleRap under a range of synthetic contact
generation models (i.e., Small-World and Caveman) and real mobility
traces (i.e., MIT, iMotes Infocom, ETH). We show that good perfor-
mance is consistently achieved only for a relatively narrow range of
aggregation levels, where social graph structure closely reflects the un-
derlying mobility structure (Section 3.3).

• We investigate different methods to identify this optimal operating point
“on the fly”. Specifically, we use clustering techniques [18] to identify
desirable patterns in observed node similarities, and then use concepts
from spectral graph theory [19] to maximize the modularity of such
clusters, and compare the behavior of various contact models under
different aggregation methods and levels (Section 3.4).

• We propose a distributed online algorithm that can adjust its contact
graph mapping to achieve optimal performance, regardless of the mo-
bility scenario or the specific routing protocol used (Section 3.4).

As a final note, although we focus on unicast routing in this paper, we be-
lieve that the observations made and methodology proposed are more widely

Other, less compact representations such as Time Expanded Graphs [17] have been proposed
to include time-related information in a dynamic graph. However, considerable scalability issues
quickly arise, as one would essentially need to store a graph for every time instant in the past.
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Figure 3.1: Aggregated contacts for the ETH trace at different time instants.

applicable to most content dissemination algorithms for opportunistic net-
works.

3.2 Contact Aggregation: Preliminaries

In this section, we describe our two case study protocols, SimBet and Bubble
Rap, in more detail, and formulate the graph aggregation problem.

SimBet [14] assesses similarity to detect nodes that are part of the same
community, and betweenness centrality to identify bridging nodes, that could

Similarity of two nodes is defined as the number of neighbors these nodes have in common
(see e.g., [20]).

Betweenness centrality of a node is defined as the fraction of shortest paths between each
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carry a message from one community to another. The decision to forward
a message depends on the similarity and centrality values of the newly en-
countered node, relative to the current one: If the former node has a higher
similarity with the destination, the message is forwarded to it; otherwise, the
message stays with the most central node. The goal is to first use increas-
ingly central nodes to carry the message between communities, and then use
similarity to “home in” to the destination’s community.

Bubble Rap [15] uses a similar approach. Again, betweenness centrality
is used to find bridging nodes until the content reaches the destination com-
munity. Communities here are explicitly identified by a community detection
algorithm, instead of implicitly by using similarity. Once in the right com-
munity, content is only forwarded to other nodes of that community: a local
centrality metric is used to find increasingly better relay nodes within the
community.

3.2.1 Time Window Based Aggregation

State-of-the-art algorithms tend to aggregate contacts using a time window.

• Growing Time Window: In the original SimBet [14], betweenness and
similarity are calculated over a social graph, where there is an edge
between two nodes if there has been at least one contact between them
at any time in the past.

• Sliding Time Window: A limited time window is used for the two
centrality value calculations in Bubble Rap [15], where time is split into
6h time windows, and only contacts in the last 6h window form edges
of the graph. Yet, this window length is only empirically determined.

Clearly, for both SimBet and Bubble Rap (and CNA-based approaches in
general) to function properly, social structures which drive node mobility,
such as communities and bridges, must be correctly reflected in the social
graph. We argue that this heavily depends on the way this graph is constructed
out of observed contacts (contact aggregation).

We illustrate this using a real trace of contacts, collected at ETH (see Sec-
tion 3.3 and Table 3.1 for details about the trace). Figure 3.1 shows that an
aggregation over the whole history of the network is problematic since the
social graph gets more and more meshed. As a consequence, heterogeneity

possible pair of nodes going through this node (see e.g., [21]).
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of the nodes, with respect to the above social network metrics, is no longer
reflected after long network lifetime. The same holds for aggregation in very
short time windows. With nodes shaded according to their betweenness cen-
tralities, we see that after a short network lifetime (e.g., after 1 hour) most
nodes have the same color since they did not have any contacts yet and thus
their betweenness centrality is not defined (the same holds for similarity).
After 2 hours, enough contacts have occurred to differentiate many nodes.
However, after 72 hours of running time, all nodes have seen each other and
the nodes have again the same betweenness centrality (and similarity). What
is more, the time window values at which these transitions occur will differ
from scenario to scenario. Consequently, it is easy to see that time window
based aggregation can result to forwarding decisions that degenerate to ran-
dom, significantly affecting the performance of the two protocols, as we shall
see in Section 3.3.

3.2.2 Density Based Aggregation

Both the choice of how many contacts and the choice of which ones to include
in the graph affect its quality. In order for our social graph to be useful for
prediction, all edges included must correspond to “regular” contacts (whose
past occurrence is predictive of a future occurrence) and none to “random”
incidental ones. In that case, there is an optimal density for the graph that
contains mostly regular nodes. Note that this optimal density depends on the
scenario.

We do not imply here that random incidental contacts are not useful to
the routing process. A random (unpredicted) contact with a node that, e.g.,
has higher betweenness or belongs to the destination’s community can be a
very fortuitous event (analogous to the “strength of weak ties” [22]) that a
good routing algorithm should seek to exploit. What we do argue for is that
the social graph on which such betweenness and communities are calculated
should mostly comprise edges corresponding to real, “regular” relationships
between vertices.

Let us define a contact as the period of time during which two nodes are
able to communicate and assume that time is slotted. Let us further denote the

We consider that each contact lasts one time slot and all messages can be transmitted during
this slot as bandwidth issues and contact duration are mostly orthogonal to the type of issues
we attempt to expose here. Although contact duration has been proposed as an indicator of link
strength, we choose to not consider it here, for simplicity.
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ordered sequence of contacts from time 0 to time n as C0,n. We can define an
aggregation mapping f at time n as

f : C0,n 7−→ Gn(V,En).

Gn is the output social graph at time n, consisting of all network nodes V ,
and a subset of edges En, among the set of all possible node pairs in the
edge set E of the complete graph. We argue that a more useful and robust
approach than time-based aggregation, would be to choose the aggregation
function such that the resulting social graph has a given density. We define
the density d of the aggregated graph Gn as the fraction of aggregated edges,
|En|, over all possible edges (i.e., all pairs of nodes) |E| = V ·(V−1)

2

d(Gn) =
|En|
|E|

.

If we want to operate the social graph at a certain density, say, d(Gn) = 0.2,
we choose the “best” edges, according to some criterion, such that En will
have the desired cardinality. Next, we discuss two methods of picking the
edges to fill the graph.

• Most Recent Contacts (MR): In many scenarios, it is reasonable to
assume that very old contacts may not have the same predictive power
as more recent ones (see e.g., [8]). In that case, each edge {u, v} in
the graph is labeled with the last time of appearance, timestamp t{u,v}.
Further, a time variable toldest,n is maintained that keeps track of the
oldest edge inGn. For all contacts {u, v} included in the graph, it holds
that t{u,v} > toldest,n .

• Most Frequent Contacts (MF): Another option is to aggregate only
the set of most frequent contacts in En, since a more frequent contact
might reflect a stronger social link. We now maintain, for each pair
of nodes, a counter c{u,v} indicating how often a contact was seen in
the past. Further, the least frequent contact ID in En and the respective
number of times it was seen cleast,n is maintained. If a contact {u, v} not

Notice that this scheme is similar to the Sliding Time Window, with the difference that the
window is now defined directly in the number of past contacts. Although the same question
remains, “how to choose the right window value”, we believe that the density-based approach
offers a more flexible (and natural) way to answer this. Hence, throughout the rest of the paper,
we consider MR equivalent to sliding time window.
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included in the graph is observed frequently enough such that c{u,v} >
cleast,n, then this new edge is included and the least frequent is deleted
(to maintain the chosen density).

It is important to note that a large number of different and more sophisti-
cated mappings are possible, such as weighted graphs [23]. Our goal here is
not to derive an optimal aggregation function, but rather to demonstrate, that
even with simple aggregation functions, one can considerably influence the
performance of DTN routing schemes that utilize complex network analysis.

3.3 Performance Sensitivity to Aggregation

We first analyze the dependence of performance of CNA-based DTN routing
schemes on the parameters of the aggregation mapping (i.e., mapping func-
tion and density). Since it is not clear how to directly assess the quality of
the aggregated social graph, we do so indirectly, by extensively simulating
different routing schemes with different aggregation parameters.

3.3.1 Network Scenarios

We consider different network scenarios by using five contact generators, two
of which are synthetic contact processes and three are real mobility traces.
The results from these simulations give strong empirical evidence that our
conjecture – that performance heavily depends on how well the underlying
network structure is captured by the aggregation – holds for a wide range of
different network scenarios.

Synthetic contact processes. Our assumption is that, in most networks of
interest, there is some social structure between the participating nodes, often
modeled as a graph or complex network. In our scenarios, this graph governs
the probability of two nodes coming into contact at any time, regardless of
the actual mobility model underlying the process (see [24] for an example of
a mobility model with a social overlay). As it has been consistently observed
(e.g., [25]), such social graphs often exhibit small-world behavior. Our two
synthetic models described below aim to capture this. The small world pro-
cess (SW) is inspired by the Watts and Strogatz small world graph model [25].
We number all N nodes sequentially, conceptually arranging them to a ring,
and let them have “strong” links to k of their neighbors, i.e. friends (e.g., for
k = 4, node 5 has strong link to nodes 3, 4, 6 and 7). Then, each of these links
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MIT INFO ETH
Scale and 97 campus stud- 41 conference 20 lab stud-
context ents and staff participants ents and staff
Period 9 months 3 days 5 days
Periodicity 300s (Bluetooth) 120s (Bluetooth) 0.5s (WiFi)
# Contacts

Total 100′000 22′459 23′000
Per dev. 1′030 547 1′150

Table 3.1: Real mobility traces characteristics.

is rewired with probability p to random nodes outside of the k neighbors to
model familiar strangers. The resulting graph has strongly connected neigh-
bors, as well as shortcuts that capture the small world characteristic [25].
Finally, to generate the sequence of contacts, we select the first node uni-
formly at random; with probability 1 − q, we select the peer uniformly at
random from the set of its strong links (friends and familiar strangers) and
with probability q, we select its from the set of all nodes (random contacts).

The caveman process (CAVE) is similar to the SW process, with a differ-
ent underlying graph model [25]. The N nodes of the network are grouped in
cliques (caves) of size k (i.e., k − 1 neighbors). Thus, unlike the SW model
where communities are overlapping, here communities are distinct. Rewiring
of some links is used again to create shortcuts, and the next contact is picked
among all graph edges similar to the SW model.

Real mobility traces. The MIT Reality Mining [26] (MIT), the iMotes
Infocom 2005 (INFO) [3], and the ETH [27] (ETH) traces, spanning differ-
ent network and mobile environments, are used to further support our analysis
and findings. Their characteristics are summarized in Table 3.1. Note that in
the MIT trace, despite its long duration, a lot of short contacts were suppos-
edly not logged due to its time granularity of 5 minutes. For our simulations
we cut the trace at both ends and used 100′000 contacts reported between
September 2004 and March 2005. Note that this time period contains holi-
days and semester breaks and thus still captures varying user behavior. The
ETH trace contains more than 23′000 reported contacts and is unique in terms
of time granularity and reliability. Although its measurement period spans a
considerably shorter time than MIT, we have on average more than 1000 re-

Note that for both SW and CAVE, draws are with replacement meaning that an existing
contact can be picked again. For both synthetic processes, we set the parameters to k = 10,
p = 0.1 and q = 0.5, to match the properties of the contact traces. N = 100 in both scenarios.
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Figure 3.2: Delivered messages and delivery delay for SimBet/Bubble Rap
vs. Direct Transmission.

ported contacts per device. This is roughly the number of contacts per device
we also have for the MIT trace.

For all three traces, we ignore logged timing information and just order
the reported contacts according to their start times (i.e., slotted contacts).

3.3.2 Performance at Different Aggregation Densities

We vary the density parameter to investigate how sensitive these protocols
are to different aggregations. Using the most frequent and the most recent
aggregation mappings discussed in Section 3.2, we fix the density to values
between 0 and 1 (in steps of 0.01). For the density under evaluation, each
node creates a message for each other node (i.e., |E| messages). We check
how many messages are delivered before the expiry of an empirically deter-
mined TTL, chosen such that we get delivery ratios larger than 0.5 for the
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respective networks. Simulations with different TTLs give qualitatively simi-
lar results. As a performance measure, we compute the delivery ratio (DR) of
SimBet and Bubble Rap, relative to Direct Transmission (performance factor
thereafter), where the source keeps the message until it meets the destination.
Direct Transmission serves as a lower bound on delivery ratio, any smarter
scheme should outperform it.

Figures 3.2a and 3.2b show the performance factor of Bubble Rap with
SW and CAVE (averaged over 10 simulation runs), and SimBet with ETH
and MIT contacts (averaged over 10 different starting times in the trace, at
which the messages are created). The first thing to note is that for aggrega-
tion densities close to 0 or 1 (i.e., the graph is either empty or complete) the
performance factors are 1, that is, the performance is the same as for direct
transmission. This has direct implications for the growing time window ag-
gregation, especially if the graph gets complete quickly (see Figure 3.1). Note
that for the MIT contacts, the graph only reaches a density of about 0.4 dur-
ing the trace duration. We believe that this is due to the large time granularity,
which potentially does not capture many short random co-locations.

For SW, CAVE and MIT, we observe clear performance peaks at small
densities (around 0.1) and clear performance drops at densities of about 0.2
and higher. For the INFO trace (not shown in the figures) and for ETH, the
performance peak is a bit less pointy and at a higher density of around 0.4
for ETH (around 0.65 for INFO). We suspect the reason for this is that both
traces are smaller than MIT in terms of nodes and geographical extent.

Table 3.2 summarizes the results of all combinations of the two protocols
with the two mapping functions and with the five contact processes, in terms
of density at which the peak performance occurs and height of the peak per-
formance factor. One important observation from the table is that the peak
densities differ from scenario to scenario, but are consistent within a scenario
(e.g., peak densities for SW are all along the same value). This indicates that
the optimal point of aggregation does not depend on the forwarding metric,
but rather on the contact process. One exception is the ETH trace, where the
peak density for SimBet with MR mapping is at a quite smaller value. One
might deduce from this that the few very recent contacts have much more
predictive power than slightly older ones. We plan to investigate this further
in future work.

The TTL values are 2000 for CAVE and SW. 5000 for MIT, 1500 for INFO and 250 for ETH
We use a slight modification of the Bubble Rap protocol: In order to compare it to SimBet,

we operate Bubble Rap as a single-copy instead of a multi-copy protocol.
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Protocol SW CAVE MIT ETH INFO
SimBet MF .09/4.3 .09/3.3 .03/1.8 .43/1.6 .64/1.3

SimBet MR .09/3.7 .12/3.5 .09/2.1 .02/1.5 .71/1.4

Bubble MF .08/4.2 .09/4.5 .08/2.5 .44/1.5 .67/1.4

Bubble MR .09/3.3 .09/3.9 .14/2.5 .33/1.4 .67/1.4

Table 3.2: Optimal aggregation densities. The first number is the density, the
second number is the performance increase factor. MF = most frequent, MR
= most recent.

Another observation from the table is, that the performance peaks of Sim-
Bet and Bubble Rap are of similar height within a scenario. However, the
peak height differs from scenario to scenario. This indicates that different
networks show different degrees of structure, which the routing protocols can
use to increase their performance compared to direct transmission. Also, the
peak heights depend on the TTL we set for the messages. Our analysis shows
that higher TTL flattens the peaks, since the larger delay of direct transmis-
sion in that case is reflected to a lesser degree in the performance factor. In
order to have results independent of TTL, we analyzed the delivery delay.
Figure 3.2c shows results for SimBet with CAVE contacts. It shows similar
properties, i.e., low delays compared to the baseline, at only a narrow range
of small densities.

We have also evaluated the protocols’ CNA components (i.e., similarity,
community detection, centrality) individually, with respect to graph density,
and observed similar sensitivity to density. We omit these plots due to space
limitations.

3.4 Inferring the Optimal Aggregation Density
Using an Online Algorithm

There is clearly an optimal density (or rather a narrow range of densities)
for the aggregated social graph, outside of which the performance of CNA-
based DTN routing protocols significantly degrades. Although density-based
aggregation can directly operate the social graph around a given density point,
an interesting question arises: How can nodes find an optimal aggregation
density in real time, without any prior knowledge (e.g., mobility context) and
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using local information only, to optimize their performance?
We conjecture that this optimal density lies at the point where the underly-

ing (social) structure guiding mobility best correlates with the social structure
that can be observed on the aggregated contact graph. In other words, a strong
“relationship” in the contact process (e.g., a community/regular link in SW or
CAVE) should also be an observable relationship (edge) in the aggregated
graph; at the same time, the number of additional graph edges (e.g., random
links) should be as few as possible, as these will most probably be the result
of incidental past meetings. There is solid evidence that real life mobility is
predominantly small-world, with salient features such as communities [16]
and a high clustering coefficient [28], even though the exact actual structure
is still to be investigated further. We hence believe that the above observation
is accurate for the mobility traces as well, something that is further supported
by our trace-related results.

The goal of this section is to devise an algorithm that observes the aggre-
gated social graph online (i.e., as new contacts arrive), and tries to assess the
density at which this graph has a structure that best reflects the above intuition
about connectivity/contact patterns. This is a difficult unsupervised learning
problem. We first give hints on how to tackle this problem through an analyt-
ical treatment of the CAVE model. Then, we propose two clustering-related
methods of identifying distinguishable similarity patterns: one based on spec-
tral graph theory [19] and the other based on established methods of evaluat-
ing the quality of graph partitioning [29]. Both can be used at the core of our
algorithm. Eventually, we evaluate the performance of the DTN routing pro-
tocols operating with a graph obtained from our online algorithm, and show
that they perform as well as with the optimal density found in Section 3.3 (see
Table 3.2).

3.4.1 Optimal community structure of the social graph

One way to distinguish regular neighbors from random neighbors is by their
similarity values. Each node will see a set of nodes to which it is highly similar
(i.e., many shared regular neighbors in the graph) and another set of nodes
to which it is less similar (i.e., random neighbors). Our problem can now
be cast as maximizing the similarity to regular neighbors, while minimizing
the similarity to random ones. In order to motivate this approach, we use the
CAVE model (without rewiring, see also Section 3.3), to derive the expected
number of regular neighbors and the expected number of random neighbors
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of a node in the aggregated graph. From these, we get the expected values
of similarity that would be observed online, as a function of time. Note that
the same methodology can be applied to CAVE with rewiring and to the SW
model.

Expected Number of Regular Links: Let nreg(c) denote the number of
regular links of a node in the aggregated social graph, after c contacts with
other nodes. Then, the expected number of regular links is:

E[nreg(c)] = (k − 1) ·
(

1−
(

1− 1− q
k − 1

)c)
. (3.1)

1− q is the probability that the contact is regular – see Section 3.3 – and
there are k − 1 regular links for a node, thus, the probability of a contact
to be a specific node u is 1−q

k−1 . The probability that we observe at least one
contact to u is one minus the probability that we do not see the node, thus,

1−
(

1− 1−q
k−1

)c
. This is valid for each of the k − 1 nodes independently, so,

the expected number of filled regular links after c contacts is given by Eq. 3.1.
Clearly, this number is bounded above by k − 1.

Expected Number of Random Links: The same way we can easily de-
rive the expected number of random links of a node after c contacts,E[nrnd(c)],
as

E[nrnd(c)] = (N − k) ·
(

1−
(

1− q

N − k

)c)
. (3.2)

In Figure 3.3a, we plot the expected number of regular, random, and total
links as a function of contacts seen by a specific node (this is an implicit
measure of time as well) for the parameters N = 100, k = 10, q = 0.1. This
figure shows that the point when all (or most) regular links are in the graph is
reached quickly. In this scenario, this is the right point to stop the aggregation
and fix the density. After that point, only random links are added to the graph.
These have little predictive value and erroneously increase nodes’ similarity.
Next, we derive expected similarity values explicitly. Denote the similarity of
a node u to an encountered node v as sim(u, v) = |N(u) ∩ N(v)|, where
N(u) is the set of neighbors of node u.

Expected Similarity of Regular Neighbors: Let E[simreg(c)] denote
the expected similarity (number of common neighbors) of a node u to a reg-
ular neighbor v, after it has experienced c contacts with other nodes. Such
common neighbors can be from: (i) the k − 2 remaining nodes of their com-
munity, or (ii), the N − k nodes of all other communities. We denote the
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Figure 3.3: Number of links and similarity values as a function of time.

respective numbers as E[simreg−reg(c)] and E[simreg−rnd(c)].

E[simreg(c)] = E[simreg−reg(c)] + E[simreg−rnd(c)]. (3.3)

Each of the remaining k − 2 nodes of the respective community are indepen-
dently of each other in the neighbor set of u and v, thus,

E[simreg−reg(c)] = (k − 2) ·
(

1−
(

1− 1− q
k − 1

)c)2

. (3.4)

This similarity quantity has predictive value, as the existence of the edges
accounted for in it, implies that a future contact between the vertices at the
ends of each of these edges is quite probable.

The expected number of common random contacts is

E[simreg−rnd(c)] = (N − k)

(
1−

(
1− q

N − k

)c)2

. (3.5)

Expected Similarity of Random Neighbors: If u and v are not in the
same community, we have to distinguish the following two cases: (i) random
contacts of node v happen to occur with regular neighbors of node u and vice
versa; we denote the number of such common neighbors asE[simrnd−reg(c)];
(ii) random contacts of node u happen to coincide with random contacts of
node v, denoted as E[simrnd−rnd(c)]. Then,

E[simrnd−reg(c)] =
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Figure 3.4: Modularity metrics of similarity values depending on the density
of the aggregated graph.

2(k − 1)

(
1−

(
1− 1− q

k − 1

)c)(
1−

(
1− q

N − k

)c)
,

and,

E[simrnd−rnd(c)] = (N − 2k)

(
1−

(
1− q

N − 2k

)c)2

.

In total, the expected similarity of random neighbors is

E[simrnd(c)] = E[simrnd−reg(c)] + E[simrnd−rnd(c)]. (3.6)

This similarity quantity has little predictive value, as it accounts for inci-
dental contacts that do not imply anything about the same contact re-occurring.

To maximize the predictive capacity of the aggregated graph we want to
maximize E[simreg(c)], while at the same time minimizing E[simrnd(c)].
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In practice, nodes do not have any a priori knowledge about community mem-
bership and size, or the total number of nodes. Thus, it is more sensible to use
normalized similarities and divide similarities by the expected node degree
E[nreg(c)] + E[nrnd(c)]. Consequently, in order for our algorithm to auto-
matically adjust the aggregation window to the optimal aggregation density,
it seems reasonable to solve the following maximization problem:

maximize
c

(
E[simreg(c)]− E[simrnd(c)]

E[nreg(c)] + E[nrnd(c)]

)
. (3.7)

Figure 3.3b depicts the normalized similarities and their difference. It is clear
from this plot, that the difference is maximized around the point where enough
contacts per node have occurred to fill in most regular links, but only few ran-
dom links have been instantiated. We will show later that this maximum cor-
relates well with the aggregation density at which the performance of SimBet
and Bubble Rap is optimal (see Section 3.3).

Nevertheless, regular similarity E[simreg(c)] is not directly observable
without knowing which links are regular and which are not. In fact, in order
to apply this maximization, nodes need to first be able to distinguish between
these two classes of links. When a node encounters another, it only knows
and logs down its similarity value to this node. Out of the contacts observed
over time, it can create a histogram of similarity values observed. One way
to assign “labels” to each past contact (“regular” vs. “random”) is to perform
clustering on the set of normalized similarity values. If the aggregated density
is appropriate, a 2-means [18] algorithm should produce two clusters of sim-
ilar normalized similarity values, one for similar regular nodes and another
for similar random nodes. Note, however, that at low (close to 0) and high
densities (close to 1) only one cluster appears since all nodes have similar
similarities close to 0 (no similarity) and 1 (all nodes similar), respectively.
Eq. (3.7) then becomes equivalent to maximizing the distance between the
two cluster centroids of low and high densities.

3.4.2 Robust Clustering of Similarity Values

Although the above discussion provides useful intuition, in practice, the struc-
ture guiding mobility (and thus contacts) cannot be captured in a straightfor-
ward way using the 2-means clustering approach based on normalized sim-
ilarity. First, as explained earlier, there might not be 2 clear cluster centers
at low and high densities, in which case the result returned by the simple
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(a) Bubble Rap with CAVE contact
trace.

0 0.5 1 1.5 2
x 104

0

1000

2000

3000

4000

5000

6000

Time in Number of Contacts

To
ta

l N
um

be
r o

f M
es

sa
ge

s 
De

liv
er

ed

 

 

Grow. Time Window
Most Recent
Most Frequent
Direct Transmission

(b) SimBet with ETH contact trace.
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Figure 3.5: SimBet and Bubble Rap performance with different aggregation
functions compared to direct transmission.

2-means approach is unreliable. Second, the real world traces, albeit shar-
ing basic structure with the synthetic models, exhibit more heterogeneity:
nodes might belong to more than one community, degree distributions might
be skewed, communities might be overlapping, and the line between regular
and random contacts becomes blurred. As a result, the two classes of similar-
ities might not be easily distinguishable even around the “right” aggregation
point. Thus, the simple clustering algorithm sketched above, based only on
cluster center distance, might draw deceiving conclusions.

To cope with the difficulty of identifying a contact as random or regular,
we use two approaches to assess how distinguishable the two clusters returned
by the clustering algorithm are. One is spectral analysis of a pre-processed
similarity matrix and the study of the matrix’ algebraic connectivity [19]. The
second is the Q function of cluster modularity that has been found to correlate
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with cluster quality in many examples [29].
Spectral Analysis: Let us assume that a node u has collected a set of

n contacts ci (i = 1 . . . n) during a time period (according to one of the
methods in Section 3.2). Node u uses these contacts to build its view of the
social graph. Each contact ci observed is assigned a real number si measuring
the normalized similarity between u and the node encountered v:

si =
|N(u) ∩N(v)|

min{|N(u)|, |N(v)|}
(si ∈ [0, 1]), (3.8)

where N(x) is the set of neighbors of node x in the aggregated social graph.
In other words, each node has now a vector s of n real-valued entries in [0, 1]
representing the various similarity values observed thus far. According to the
previous discussion, when the right amount of contacts (n) has been observed,
the values in this vector should cluster around small and high values.

In order to formally measure this spectral clustering [19] converts the vec-
tor s into an n× n affinity matrix W.

W = {wij}, (3.9)

wij = exp(−‖si − sj‖
2

2σ2
), if i 6= j , and wii = 1,

with σ ∈ [0, 1] (threshold value).
Let us further define the Laplacian of W as

L = I −D− 1
2WD−

1
2 , (3.10)

where I is the identity matrix and D is the diagonal matrix whose (i,i)-element
dii =

∑
j wij (i.e., is the degree of vertex i on the matrix W). Spectral Graph

Theory studies the structural properties and invariants of the weighted graph
defined by W, using eigenvalue decomposition of the Laplacian L. Spectral
clustering uses this theory to identify k strongly connected components in
W with few weak links between them, by projecting the n points into the
eigenspace of L consisting of L’s first k eigenvectors. In fact, spectral clus-
tering methods solve a relaxation of the normalized cut problem (a known
NP-hard problem), which is a min cut problem under the constraint that the
two cut-sets are balanced.

In the ideal case where W is block-diagonal, that is, it consists of k
connected components with all weights 0 between blocks, the eigenvalues
λi, i = 1 . . . n of L are:

λ1 = · · · = λk = 0 < λk+1 · · · ≤ λn. (3.11)
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This means, it has exactly k eigenvalues equal to 0, and all other eigenvalues
bounded away from and larger than 0. In that case, spectral clustering algo-
rithms are guaranteed to identify clusters correctly even when they form non-
convex (non-linearly separable) regions. In the non-ideal case, W is not block
diagonal (i.e., is connected with lower weights between clusters), and only
the first eigenvalue of L is 0. Nevertheless, matrix perturbation theory [30]
suggests that if the clusters are compact and modular (in other words, identi-
fiable by a human), the eigenvalues corresponding to these clusters will still
be small.

This is the basis of our algorithm. We expect to see either of two things:
Either two separable (even if noisy) similarity-value clusters in the optimal
density range, or only one (or two non-easily separable ones) if density is
too high or too low. Our algorithm then seeks to locally minimize the second
eigenvalue λ2 of the Laplacian (known as the Algebraic Connecitivty) of the
similarity vector s observed over time.

Modularity Function Q: A different approach often used for evaluating
community structure in complex networks is the use of an appropriate modu-
larity function Q [29]:

Q(Pk) =

k∑
c=1

[
A(Vc, Vc)

A(V, V )
−
(
A(Vc, V )

A(V, V )

)2
]
, (3.12)

where Pk is a partition of the vertices into k groups and where A(V
′
, V

′′
) =∑

i∈V ′ ,j∈V ′′ wij , with W = {wij} defined as above. This function attempts
to evaluate a particular graph partitioning by measuring the ratios of intra-
community links to inter-community links. The more the intra-community
link occurrence diverges from what one would expect for a random network,
the more clearly separable the communities, and the higher the value of Q.

Although the modularity function approach and the spectral clustering
approach are not completely different (in fact, spectral methods can be used
to maximize Q [31]), these have particular strengths and weaknesses (as we
have also observed for our datasets), as well as differences in implementation
overhead. For this reason, we are going to present results for both approaches
and compare their performance in various scenarios.

Online optimal density tracking algorithm: The idea is to find the den-
sity at which the Algebraic Connectivity of observed similarity values is mini-
mal, or alternatively, the Q function is maximal. While collecting and logging
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Protocol SW CAVE MIT ETH INFO
SimBet MF 4.1/3.3 3.0/3.0 1.8/1.7 1.5/1.5 1.2/1.2

SimBet MR 3.6/3.2 2.8/2.5 2.1/2.0 1.4/1.5 1.3/1.2

Bubble MF 2.9/2.7 3.6/3.8 2.1/1.7 1.5/1.5 1.3/1.2

Bubble MR 3.2/3.3 3.4/3.2 1.8/1.3 1.4/1.4 1.1/1.2

Table 3.3: Performance factors using the density adaption algorithm. The
first number is for algebraic connectivity, the second number for the most Q
modularity.

n contacts, we compute similarity values, using the aggregated graph at dif-
ferent densities. After n contacts, we use these similarities to determine the
gradient of the Algebraic Connectivity (or Q Function) and adapt the density
of operation accordingly, towards the optimum. In order not to get stuck in
local extrema, we use occasional random lookaheads.

3.4.3 Performance Evaluation

Using this simple tracking algorithm, we evaluate how close we get to the op-
timal performance (see Section 3.3). Figure 3.5a shows the cumulative num-
ber of messages Bubble Rap delivers, when we create messages between ran-
dom sender and destination throughout the simulation. We choose the density
with the online algorithm using the Algebraic Connectivity metric, and com-
pare it to the original offline algorithm with growing time window and to
direct transmission. We observe that after a short initial period, the growing
time window graph becomes too dense to be useful, and the performance de-
grades compared to that of direct transmission (i.e., the two lines are parallel).
On the other hand, our online algorithm keeps the good performance through-
out the simulation with both – the most recent and most frequent – mappings.
Most frequent performs a bit better in this case, as community links are more
frequent than random ones in the CAVE model by design.

A similar result is shown in Figure 3.5b, where we use SimBet and the
ETH trace with the same simulation setup. However, in this case the perfor-
mance increase is a bit smaller, since the trace is less structured, as reported in
Section 3.3. Figure 3.5c shows the evolution of the chosen density by our on-

We set the update interval n empirically to 100 contacts, as a tradeoff between having
enough similarity samples, and reacting sufficiently fast to changes in the network.
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line algorithm in the course of trace time (MIT). Our algorithm moves around
a density of 0.09, which indeed coincides with the best performance benefit
calculated offline (cf. Table 3.2). We note here that, in the case of the traces,
we have also observed some small variance in the density value that achieves
the best performance at different time slices of the trace, indicating some
non-stationarity in the process. Nonetheless, our online algorithm seems to
be capable, in most cases, to track a close to optimal density value. We intend
to look deeper into such trace properties in future work.

Table 3.3 summarizes the performance factor for all combinations of pro-
tocols, aggregation functions, and contact processes. Most values are close
to the ones of Section 3.3. In some cases, for instance SimBet with the MIT
trace, we even reach the reported optimal values. Note also, that the perfor-
mance of the Algebraic Connectivity and the Q Function versions are very
similar. In some cases, Algebraic Connectivity is slightly better. However,
the computation of the Q values is significantly less complex (i.e., less simi-
larity preprocessing). The choice between the two is thus a tradeoff between
complexity and a slightly better performance.

3.5 Conclusions

In this paper, we have established the predominant importance of efficient
mappings of mobility contacts to an aggregated social graph, which DTN al-
gorithms using complex network analysis (CNA), can utilize to optimize for-
warding decisions. Specifically, this aggregated social graph exhibits an op-
timal density where it best reflects the underlying social mobility and where
performance benefits are maximized. Contrary to this, specific metrics and
algorithms (e.g., for community detection, etc.) used by different CNA-based
schemes seem to have a less prominent effect on performance. Finally, by
mapping the problem to that of unsupervised clustering of observed node
similarity values (online), we have shown that methods based on algebraic
connectivity and cluster modularity can capture this optimal point in a robust
manner both for synthetic models and real world traces. Using an algorithm
based on these methods we can track this optimal point and achieve closed
to offline performance, without prior knowledge. We believe that our prelim-
inary findings and proposed solutions have a wider applicability for a large
range of DTN data dissemination protocols based on social networks.

In future work, we intend to look deeper into the various traces, as well as
into the connectivity graphs resulting from state-of-the-art, trace-based mo-
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bility models (e.g., [28]), in order to better understand their underlying struc-
ture and similarities. We intend to use both traditional graph metrics (e.g.,
degree distribution, etc.) as well as spectral graph theory to uncover interest-
ing invariants. Furthermore, we are interested in exploring more sophisticated
mappings, e.g., appropriate weighted graphs, as these can potentially capture
more information and spectral methods are still applicable. Finally, we are in-
terested in the scaling behavior of such CNA-based approaches. Specifically,
although these schemes have demonstrated some performance benefits, we
would like to investigate the navigability properties of the respective contact
graphs, and more importantly, whether these properties can indeed result in
efficient and scalable DTN routing solutions as network size increases.
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Abstract — Opportunistic networks use human mobility and con-
sequent wireless contacts between mobile devices, to disseminate data
in a peer-to-peer manner. To grasp the potential and limitations of such
networks, as well as to design appropriate algorithms and protocols, it
is key to understand the statistics of contacts. To date, contact analysis
has mainly focused on statistics such as inter-contact and contact distri-
butions. While these pair-wise properties are important, we argue that
structural properties of contacts need more thorough analysis. For ex-
ample, communities of tightly connected nodes, have a great impact on
the performance of opportunistic networks and the design of algorithms
and protocols.

In this paper, we propose a methodology to represent a mobility
scenario (i.e., measured contacts) as a weighted contact graph, where
tie strength represents how long and often a pair of nodes is in con-
tact. This allows us to analyze the structure of a scenario using tools
from complex network analysis and graph theory (e.g., community de-
tection, connectivity metrics). We consider four mobility scenarios of
different origins and sizes. Across all scenarios, we find that mobility
shows typical small-world characteristics (short path lengths, and high
clustering coefficient). Using state-of-the-art community detection, we
also find that mobility is strongly modular. However, communities are
not homogenous entities. Instead, the distribution of weights and de-
grees within a community is similar to the global distribution of weights,
implying a rather intricate intra-community structure.

To the best of our knowledge, this is the most comprehensive study
of structural characteristics of wireless contacts, in terms of the number
of nodes in our datasets, and the variety of metrics we consider. Finally,
we discuss the primary importance of our findings for mobility modeling
and especially for the design of opportunistic network solutions.

4.1 Introduction

The rapid proliferation of small wireless devices creates ample opportunity
for novel applications [1], as well as for extending the realm of existing ones.
Opportunistic or Delay Tolerant Networking (DTN) [2] is a novel network-
ing paradigm that is envisioned to complement existing wireless technologies
(cellular, WiFi) by exploiting a niche performance-cost tradeoff. Nodes har-
ness unused bandwidth by exchanging data whenever they are within mutual
wireless transmission range of each other (in contact).

Since every contact is an opportunity to forward content and bring it
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probabilistically closer to a destination (or a set of destinations), understand-
ing statistical properties of contacts is vital for the design of algorithms and
protocols for opportunistic networks. To this end, a number of efforts have
been made to collect mobility traces at various scales using different meth-
ods [3–6].

Analysis of such traces has led to several important findings: On an in-
dividual level, mobility patterns exhibit time-of-day periodicity and strong
location preference [7]. The amount of regularity observed implies high (sta-
tistical) predictability of these patterns [8]. On a pairwise level, most trace
analysis research has focused on inter-contact and contact duration statis-
tics [9, 10] and it is still debatable whether these distributions are power-law,
have exponential tail, or have qualitatively different behavior from on pair to
another. More recently, studies have focused on the macroscopic structure of
contacts such as tightly knit communities of nodes that meet each other fre-
quently. Such community structure is generally assumed because of the social
nature of human mobility. In fact, some state-of-the-art mobility models [11]
explicitly model community structure, and most recent DTN routing proto-
cols [12, 13] exploit structural characteristics. However, there are few studies
that systematically measure the macroscopic structure of mobility. Notable
exceptions are [12], reporting high modularity of contacts (i.e., strong com-
munity structure), [14] finding short average path length in opportunistic net-
works, and [15] analyzing the time-dependence of communities.

In this paper, we provide a thorough and extensive analysis of the struc-
tural properties of contacts. To do so, we represent contacts in a compact
and tractable way as a weighted contact graph, where the weights (i.e., tie
strengths) express how frequently and how long a pair of nodes is in contact.
Given such a contact graph, we can use tools and metrics from social network
analysis and graph theory (e.g., connectivity metrics, community detection,
etc.) to quantify the amount of structure in the underlying mobility scenario.

Our main findings and contributions can be summarized as follows:
i) Our study is based on 4 contact traces ranging in size from ∼ 100

to ∼ 1000 nodes, hence, we add one order of magnitude compared to prior
works (which have only analyzed contact graphs of ∼ 100 nodes). We also
present a completely new trace reporting the whereabouts of users using a
popular location-based smartphone application (Sec. 4.2).

ii) We provide thorough evidence that the structure of mobility has small-
world properties typically observed in social networks. While previous work [14]
has only shown that there exist short space-time paths (possibly formed by
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DART ETH GOW MIT
# People and context 1044 campus 285 campus 473 Texas 92 campus
Period 17 weeks 15 weeks 6 months 3 months
Type AP AP Self-reported Bluetooth

associations associations location scanning
# Contacts total 4′200′000 99′000 19′000 81′961
# Contacts per dev. 4′000 350 40 890

Table 4.1: Mobility traces characteristics.

random, unpredictable contacts), our methodology allows to conclude that
the strong and predictable structure is small-world (Sec. 4.3).

iii) We show that contacts are strongly modular, i.e., that there are close-
knit communities of people with strong mobility ties. We study and compare
the distributions of tie strengths and node degrees within and across commu-
nities. We find high variance and heavy tails on both levels, implying that
communities are by no means homogenous entities. In all traces, we find sur-
prisingly similar distributions within communities and on a global level, sug-
gesting that a community itself has properties similar to the entire network
(Sec. 4.4).

iv) We discuss the implications of these findings for the design of oppor-
tunistic routing protocols and mobility modeling (Sec. 4.5).

4.2 Datasets and Contact Graph

In this section, we detail the mobility scenarios we use in our study, and how
we derive contact traces from them (4.2.1). Finally, we explain our methodol-
ogy of creating an aggregated contact graph from such a contact trace (4.2.2).

4.2.1 Mobility Scenarios and Contact Definition

We define a contact as the period of time during which two devices are in
mutual radio transmission range and can exchange data. For our analysis,
we use four mobility traces collected in different contexts and with different
methods: WLAN Access Point associations from the Dartmouth and ETH
Zurich campuses, Bluetooth contacts from the MIT campus and self-reported
“check-ins” from a popular geographic social network, Gowalla. In the fol-
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Figure 4.1: Contact Graph of DART trace.

lowing we describe these scenarios and how we derive contact traces from
them.

Dartmouth (DART) We use 17 weeks of the WLAN Access Point (AP)
association trace [3], between Nov. 2nd 2003 and Feb. 28th 2004. We choose
the 1044 nodes which have activities at least 5 days a week on average i.e., the
nodes have associations at least 5× 17 = 85 days. The trace is preprocessed
to remove short disconnections (< 60s) which we attribute to interference
and other non-mobility related effects, as well as the well known ping-pong
effect where devices jump back and forth between different APs in reach. We
assume that two nodes are in contact when they are associated to the same
AP at the same time.

ETH Campus (ETH) Using the same methodology as for Dartmouth,
we process a trace collected at the ETH campus [4] during almost 15 weeks
between Oct. 25th 2006 and Feb. 3rd 2006. Similarly, we choose 285 nodes
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which connect to the WLAN AP network at least 5 days a week (i.e., 75
days).

Gowalla (GOW) Gowalla is a location-based service where users check-
in to close-by spots (e.g., restaurants, office buildings), thereby logging their
position. We use the publicly available location data of 473 heavy-users who,
during the 6 months from Apr. to Sept. 2010, check-in at least 5 days a week
somewhere in the State of Texas in the United States. Since users only check-
in and do not check-out, we cannot infer the stay duration at a spot. Therefore,
we assume users are in contact when they check-in less than 1 hour apart at
the same spot. As we do not know the duration of a contact, we assume all
contacts have the same duration (1 hour).

MIT Reality Mining (MIT) The MIT trace [6] logs contacts between
92 campus students and staff, detected by Bluetooth scans with a scanning
interval of 5 minutes. We take a 3 months long piece of the trace. It is the
only trace we use where contacts are measured directly (and not inferred from
location). However, supposedly, many short contacts are not registered due to
the relatively long scanning interval.

Note that these traces differ vastly in their nature, and different traces
capture different aspects of mobility. For instance the Gowalla trace, by the
nature of the application, mainly captures the mobility of users while they
go out and socialize. The DART trace captures students and staff at home
and at the university, whereas the ETH trace captures only work behavior,
since there are no APs in residential buildings. MIT is the smallest trace but
captures work, home and leisure equally. We believe that due to the variety
of the traces, our results are general even though individual traces may be
biased. Details about all these traces are listed in Table 4.1.

4.2.2 Aggregation of Contact Traces to Contact Graphs

Contacts happen due to the mobility of the people carrying the devices and
reflect the complex structure in people’s movements: meeting strangers by
chance, colleagues, friends and family by intention or familiar strangers be-
cause of similarity in their mobility patterns. Our goal is to represent the com-
plex resulting pattern of who meets whom, how often and for how long, in
a compact and tractable way. This allows us to quantify structural properties

http://gowalla.com
With the tie strength described in Sec. 4.2.2 the chosen duration does not affect the contact

graph if all contacts have the same duration.
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beyond pairwise statistics such as inter-contact and contact time distributions.
To represent the structure of a mobility scenario, we aggregate the entire

sequence of contacts of a trace to a static, weighted contact graph G(N,W)
with weight matrix W = {wij}. Each device (or rather person carrying a
device) is a node of this graph and a link weight wij represents the strength
of the relationship between nodes i and j.

A key question is how to derive the tie strength between two nodes, i.e.,
what metric to use forwij , based on the observed contacts. This weight should
represent the amount of mobility correlation (in space and time) between
two nodes. Various metrics, such as the age of last contact [16], contact fre-
quency [12] or aggregate contact duration [12] have been used as tie strength
indicators in DTN routing.

In our study, we consider both, contact frequency and aggregate contact
duration. They capture different aspects, both of which are important for op-
portunistic networking (e.g., for data dissemination). Frequent contacts imply
many meetings and hence many forwarding opportunities (short delays) and
long contacts imply meetings where a large amount of data can be transferred
(high throughput).

Since most network analysis metrics require one-dimensional tie strengths,
we map these two features to a scalar weight. We first assign each pair of
nodes {i, j} a two-dimensional feature vector, zij =

(
fij−f̄
σf

,
tij−t̄
σt

)
, where

fij is the number of contacts in the trace between nodes i and j, and tij is the
sum of the durations of all contacts between the two nodes. f̄ and t̄ are the
respective empirical means, and σf and σt, the empirical standard deviations.
We normalize the values by their standard deviations to make the scales of
the two metrics comparable. We then transform the two-dimensional feature
vector to a scalar feature value, using the principal component, i.e., the di-
rection in which the feature vectors of all node pairs Z = {zij}, i, j ∈ N
has the largest variance. This is the direction of the eigenvector v1 (with the
largest corresponding eigenvalue) of the 2×2 covariance matrix of frequency
and duration. We then define the tie strength between i and j as the projec-
tion of zij on the principal component wij = v1

T zij + w0, where we add

w0 = v1
T
(
− f̄
σf
,− t̄

σt

)
(the projection of the feature value for a pair with-

out contacts) in order to have positive tie strengths. The obtained weight is
a generic metric that combines the frequency and duration in a scalar value

Note that the age of last contact is not suitable for our purpose, since we need aggregate
properties over the trace duration.
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and captures the heterogeneity of node pairs with respect to frequency and
duration of contacts.

4.3 Small-world Structure

Fig. 4.1 shows as an example the DART contact graph. We observe that there
is strong non-random structure. To quantify this structure, we first measure
some standard metrics such as average shortest path lengths and clustering
coefficients.

The graphs of all scenarios are connected, i.e., there is a path between all
node pairs. However, they vary in terms of density (the density D being the
percentage of node pairs for which wij > 0):

DDART = 0.12, DETH = 0.09, DGOW = 0.04, DMIT = 0.68.
We first compute average path lengths and clustering coefficients. With

these properties we can examine the graphs for small-world characteristics.
Small-world networks, according to [17], manifest short paths between nodes
(a typical property of random, Erdős-Rényi graphs) and high clustering co-
efficient (tendency of relations to be transitive). The clustering coefficient of
node i is defined as (e.g., [17])

Ci =
number of triangles connected to i
number of triples connected to i

.

It ranges from 0 to 1, indicating the percentage of triangles which are “closed”.
The clustering coefficient of a graph is the average of the nodes’ clustering
coefficients. The average path length is the shortest path length, averaged over
all connected node pairs.

While clustering coefficient and average path length provide meaningful
and comprehensible information about the structure of a binary graph, their
respective generalizations (e.g., [18]) to weighted graphs are much less eas-
ily interpretable. To maintain the interpretability, we dichotomize our contact
graphs by using a threshold to extract the strongest ties (i.e., set them to one
and the rest to zero). By doing so, we extract the regular and predictable
“backbone” of the contact graph, and dismiss the random unpredictable part
(c.f. [19]). To ensure that our results are not distorted by the threshold, we

Note that this framework implicitly assumes stationarity of the underlying mobility process,
which is not always true in some traces. In practice (e.g., for protocol design), one can implement
a sliding window mechanism.
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Clustering Coefficient Avg. Path Length
1% 2% 3% 4% 1% 2% 3% 4%

DART 0.71 0.63 0.57 0.54 7.4 3.7 2.9 2.6
ETH - 0.66 0.57 0.53 - 6.1 5.6 4.0
GOW 0.28 0.27 0.27 0.26 4.5 3.4 3.0 2.8
MIT - - 0.56 0.57 - - 4.6 3.8

Table 4.2: Clustering Coefficients and Average Path Lengths using different
graph densities. Missing values in cases where there is no giant component.

show that the qualitative relations of path length and clustering coefficient
stay the same with different thresholds.

Table 4.2 shows the average clustering coefficients for different weight
thresholds, chosen such that the binary graph densities are fixed to 0.01, 0.02,
0.03 and 0.04. Note that for a random graph (Erdős-Rényi), the clustering
coefficient increases linearly with density from 0 to 1. Thus, in a graph where
10% of the node pairs are connected, the expected clustering coefficient is 0.1.
The values show that all scenarios are considerably more clustered, strongly
suggesting non random connectivity. We observe that the clustering coeffi-
cient of DART, ETH and MIT are very high and strikingly similar, whereas
the GOW trace is a bit less clustered. We attribute this to the different nature
of the traces: Transitivity of ties in work and home environments is stronger
than in social activities captured by Gowalla.

Looking at the average shortest path length, we see that paths are only few
hops long on average. Thus, we observe the small-world behavior, typical for
social networks, also in the network of physical encounters.

This finding is related to the report of short opportunistic paths by Chain-
treau et. al. [14]. However, there are two main differences to this study which
we discuss in the following.

i) [14] measures path length in terms of number of relays using epidemic
dissemination (i.e., messages are copied at every encounter). Their result
means that short paths exist, when accounting for both, strong and weak ties
(pairs which meet often and ones that only meet randomly). Here, we limit
the edges to strong ties, and find that paths are still short. This is an im-
portant distinction for designing dissemination protocols, where forwarding
decisions must be made based on regular encounters and not random, unpre-
dictable ones [19].

ii) The scenarios in [14] are one order of magnitude smaller in number of
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Trace/Model # Comm. Q
DART 23 0.84
ETH 21 0.81
GOW 29 0.7
MIT 6 0.52

Table 4.3: Number of communities and modularity (Q).

nodes (MIT, which we also consider, is the largest trace considered there). It
is not obvious that the results in [14] would also hold for networks with more
nodes (DART) and broader geographic range (GOW).

Note also, that [14] does not account for clustering.

4.4 Community Structure

Additionally to the described small-world characteristics, we are interested
in the existence of communities [20] in the contact graph. Communities, in-
formally defined as subsets of nodes with stronger connections between them
than towards other nodes, are typical for the structure of social networks.

The existence of strong communities in the contact graph has various im-
plications for opportunistic networks: On one hand, it implies high potential
for node cooperation and community-based trust mechanisms. On the other
hand, it may also imply high convergence times for distributed algorithms
since there may be strong bottlenecks between communities.

4.4.1 Community Detection Results

To detect communities in the contact graph, we apply the widely used Lou-
vain community detection algorithm [22]. To measure how strongly modular

Note that the existence of community structure is related to a high clustering coefficient,
however, strong clustering can have origins other than community structure. For instance in the
ring lattice (where the nodes are arranged in a ring and connected to their K (with constant, small
K, K ≥ 2) neighbors on the left and right side), without re-wiring, the clustering coefficient is
3
4

[21], even though there is no community structure.
Since the partitioning of communities depends on the algorithm, we used spectral clustering

as a second algorithm for detecting communities. The results are very similar, hence we do not
report them here.
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Figure 4.2: Community sizes.

the resulting partitioning is, we use Newman’s Q function [20]:

Q =
1

2m

∑
ij

(
wij −

didj
2m

)
δ(ci, cj),

where di =
∑
j wij is the degree of node i and m = 1

2

∑
j dj is the total

weight in the network. ci denotes the community of node i thus, the Kro-
necker delta function δ(ci, cj) is one if nodes i and j share the community
and zero otherwise. Q = 0 is the expected quality of a random community
assignment. [20] reports modularities of above Q = 0.3 for different net-
works (social, biological, etc.).

The number of identified communities and the respective Q values are re-
ported in Table 4.3. We observe that in all cases, we get high modularity val-
ues between 0.52 and 0.84. Note that high modularity values of the graph of
aggregate contact durations have also been reported in [12] (for smaller traces
and different community detection algorithms), thus our findings are in agree-
ment. Relating the modularities to clustering coefficients (see Table 4.2), we
observe on one hand that for DART and ETH, where we measure high cluster-
ing coefficients, also modularities are strong. On the other hand, MIT having
similarly high clustering coefficient, has the lowest modularity, and GOW has
a high modularity despite having the lowest clustering coefficient among all
traces. This confirms that clustering coefficient and modularity measure dif-
ferent aspects of clusteredness: While the social nature of the GOW contacts

This metric is sometimes also called node strength, to distinguish it from the degree (number
of edges of a node) in binary graphs.
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DART ETH GOW MIT
Density Global 0.12 0.10 0.04 0.68

Community 0.65 0.47 0.13 0.92
Median Global 0.02 0.16 0.24 0.1

Community 0.74 0.34 0.24 0.94
Coeff. of Variation Global 3.4 2.7 7.2 2.5

Community 1.8 2.2 5.9 1.4
Skewness Global 8.7 5.8 33 7.3

Community 5.1 4.5 21 4.5
Kurtosis Global 188 54 1431 105

Community 72 34 607 44

Table 4.4: Weight statistics, comparing weight distributions of intra-
community weights to distributions of all weights in the network.

makes them less transitive in terms of forming triangles, they are still grouped
into larger communities.

To get an impression of the sizes of such communities, we show two ex-
amples of community size histograms in Fig. 4.2. In both, ETH and GOW
we observe that the majority of communities are small (≤ 10 nodes), yet,
there are few very large communities. The same observation holds for DART,
which we do not show due to space limitations. MIT is, with only 6 communi-
ties, too small to draw conclusions on the community size distribution. These
large communities, some of which have 100 and more nodes, raise the ques-
tion about the community internal structure: Are communities homogenous
entities within which all nodes have similarly strong connections to all other
community members, or do they manifest more complex internal structure?

4.4.2 Intra-Community Structure

A community, by definition, is a strongly connected sub-group of nodes.
Hence, we expect intra-community weights (where intra-community weights
wij are those, for which ci = cj) to be stronger on average than the aver-
age of all weights. Indeed, Table 4.4 reports that the median of the weights
is much stronger within communities than globally. However, we also notice
that communities are not completely meshed entities: The density (we define
the community density as the percentage of intra-community weights > 0) is

Because of the heavy tail of weight distributions (see below), we use the robust median as
an average.
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DART ETH GOW MIT
Median Global 0.10 0.09 0.02 0.41

Community 1.7 0.7 0.08 1.8
Coeff. of Variation Global 0.9 1.2 1.9 0.7

Community 0.9 1.5 3.5 0.7
Skewness Global 2.2 2.1 5.0 1.0

Community 2.6 2.3 6.3 1.4
Kurtosis Global 11.5 9.0 37 4.2

Community 15.1 9.1 52 6.4

Table 4.5: Statistics for all normalized global and intra-community degrees.

far from 1. This suggests high heterogeneity of weights within communities,
which is confirmed by the complementary cumulative distribution function
(CCDF) plots of the global and intra-community weights in Fig. 4.3.

We also observe that the distributions differ between the traces. The straight
line in log-log scale implies a power law distribution of the GOW weights. For
the other traces, the plots suggest a somewhat thinner tail with two regimes
or log-normal shape. Yet, note that the distribution of the global weights is in
all cases qualitatively very similar to the distribution of the intra-community
weights. This is an important observation, as it suggests that there is no fun-
damental difference between community weights and global weights, other
than intra-community weights being stronger on average.

To confirm this visual conclusion, and to characterize the distributions
further, we report statistics related to their second (Coefficient of Variation),
third (Skewness) and fourth (Kurtosis) moments [23] in Table 4.4. The high
Coefficients of Variation (> 1 means more variation than an exponential dis-
tribution) confirm high heterogeneity of weights, both within communities
and globally. Further, we notice high Skewness values (2 for exponential,
higher positive values imply higher asymmetry towards the right of the mean)
and high Kurtosis values (9 for exponential, higher values imply flatter distri-
butions) implying a “fat” tail of weight distributions, both globally and within
communities.

Even if a node does not meet all of its community peers, there must still
be a reason that it is placed in a certain community: We expect it to have a

Notice that the intra-community weights are subsets of the global weights, containing 29%
(DART), 59% (ETH), 42% (GOW) and 26% (MIT) of the weight values. However, because
these subsets are not picked randomly but such that the weights must fall within a community, it
is not obvious that the subsets should have the same distribution as the total sets of weights.
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Figure 4.3: Weight CCDFs, global and intra-community weights in log-log
scale.

high average weight towards other nodes in its communities. To verify this,
we define the normalized global degree of node i as its node degree di =∑
j∈N wij , divided by the number of nodes in the network |N |. Similarly, we

define the normalized community degree of node i as the sum of its weights
to other nodes of its community dcii =

∑
ci=cj

wij , divided by the number of
nodes in community ci.

Table 4.5 indeed shows that the median is significantly higher for com-
munity degrees. Fig. 4.4 further plots the CCDFs of the normalized degrees
in log-linear scale (notice the difference in scale from Fig 4.3). From the al-
most straight lines (particularly in DART and ETH), we visually conclude
that the distributions are close to exponential. This is confirmed with the Co-
efficients of Variation, Skewness and Kurtosis values reported in Table 4.5,
which (except for GOW) are close to the values for exponential distributions.
Note also that the statistics for global and community degrees follow each
other closely, suggesting that the distributions are of the same type. We will
discuss the implications of these findings in the following section.
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Figure 4.4: CCDFs for normalize global and community degree in log-linear
scale. Insets show the same values with different x-axis range.

4.5 Discussion and Conclusion

We have presented an extensive measurement study of structural properties of
contact traces collected in different mobility scenarios. In the following, we
summarize our findings and discuss the implications for mobility modeling
and for routing protocols for opportunistic networks.

Small-world: Short average path lengths and high clustering coefficients
show that the graph of wireless contacts has small-world structure. Unlike [14],
which only proves the existence of short space-time paths (possibly formed
by random, unpredictable contacts), our findings suggest that short paths can
in fact be found by complex network analysis based routing protocols [12,
13] that can only infer and exploit strong mobility ties and predictable con-
tacts. This result suggests that the contact graph has good navigability prop-
erties [24], an aspect we plan to analyze in the future.

Heterogenous weights: Weight distributions show high variance and heavy
tails, both, globally and within communities. While this result for global
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weights is related to heavy tailed inter-contact times reported before [9, 10],
it is more surprising for the intra-community weights. Such heterogeneity
within communities should be considered when modeling social (group) mo-
bility. Further, it has implications for opportunistic routing protocols: It is not
enough to find the community of the message destination. Intra-community
routing could help to find a node within a community.

Degree distributions: Heterogeneity of degrees is much smaller than het-
erogeneity of weights and the degree distributions are clearly not scale-free.
This raises some questions as to the efficiency of intra- and inter-community
routing schemes based on increasing degree centrality of the relay (as a typi-
cal search strategy for networks with scale-free degrees). In future work, we
intend to quantitatively investigate, whether such approaches can efficiently
navigate the contact graph.

Similarity of global and community scale: The similarity of the weight
and degree distributions, globally and within communities, suggests that sim-
ilar routing strategies could be applied on both levels. This finding also hints
towards a self-similar structure of the contact graph across different scales, a
property which has already been reported for different complex networks [25].
We plan to further investigate the similarity of global and intra-community
weight and degree distributions.

Further, we plan to compare the characteristics we found here to those
of contact graphs created from synthetic mobility models. Since opportunis-
tic networks research is heavily based on simulation, it is important to have
models that accurately reproduce realistic contact structure.
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Abstract — Realistic mobility models are crucial for the simu-
lation of Delay Tolerant and Opportunistic Networks. The long stand-
ing benchmark of reproducing realistic pairwise statistics (e.g., contact
and inter-contact time distributions) is today mastered by state-of-the-art
models. However, mobility models should also reflect the macroscopic
community structure of who meets whom. While some existing mod-
els reproduce realistic community structure - reflecting groups of nodes
who work or live together - they fail in correctly capturing what happens
between such communities: they are often connected by few bridging
links between nodes who socialize outside of the context and location of
their home communities. In a first step, we analyze the bridging behav-
ior in mobility traces and show how it differs to that of mobility models.
By analyzing the context and location of contacts, we then show that
it is the social nature of bridges which makes them differ from intra-
community links. Based on these insights, we propose a Hypergraph to
model time-synchronized meetings of nodes from different communi-
ties as a social overlay. Applying this as an extension to two existing
mobility models we show that it reproduces correct bridging behavior
while keeping other features of the original models intact.

5.1 Introduction

Realistic mobility models are crucial for the simulation and performance anal-
ysis of wireless networking protocols. Simple random models, such as the
once popular random walk and random waypoint [1], were proven unable
to model important characteristics (e.g., periodicity and location preference)
of real mobility. Consequently, they can lead to inconclusive or even wrong
conclusions about the performance of networking protocols [2]. Hence, the
properties of human mobility have recently attracted a growing amount of
research interest [3, 4]. To this end, numerous sophisticated mobility mod-
els have emerged that try to better capture observed mobility characteris-
tics [5–8]. Each of these models tries to strike a different balance between
accuracy, complexity, and analytical tractability.

In the context of Delay Tolerant [9] and Opportunistic Networks, where
wireless contacts are exploited as opportunities to forward content, the long-
standing benchmark for models is to reproduce realistic pairwise statistics
(e.g. contact duration and inter-contact time distribution). These microscopic
mobility properties and their characteristics have been extensively studied [2,
10–12] and are today correctly reflected by mobility models.
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However, besides the microscopic properties, human mobility also has
characteristic macroscopic structure [13,14]: People meet strangers by chance,
colleagues, friends and family by intention or familiar strangers because of
similarity in their mobility patterns. This creates complex patterns of who
meets whom, how often and for how long, which cannot easily be observed
and understood by looking at individual node pairs (e.g., pair-wise inter-
contact times) or time instances (e.g., distribution of number of neighbors).

To this end, the concept of contact graphs has been recently proposed [13–
15]: the sequence of actual contacts over time is mapped into a conceptual
contact graph, where a link weight between two nodes captures the strength
of the “relationship” (e.g. frequency of contacts or aggregated contact time
between the two). Looking at mobility scenarios from the contact graph an-
gle reveals the prevalence of communities, bridges, hubs, and other structures
common in social networks. What is more, this social structure of mobility
has been found crucial for the design of efficient DTN protocols [16, 17].
Fig. 5.1a shows an example of such a conceptual contact graph from a cam-
pus mobility trace.

In light of this, the bar is raised for mobility models. Good models, espe-
cially ones used for the analysis and simulation of Opportunistic Networking
protocols, should also be able to accurately capture social properties. Pre-
liminary analysis reveals that some of these models can reproduce realistic
community structure, reflecting groups of nodes who work or live together.
They can also reproduce different community sizes and modularity levels.

The first contribution of this paper is to show, however, that the vast ma-
jority of models fail to correctly capture what happens between communities.
Detailed contact trace analysis of various traces (from different origins) re-
veals that communities are often connected by few bridging nodes and/or
strong bridging links. Fig. 5.1b provides examples of these two types of inter-
faces. Comparing the findings from contact traces to contact graphs obtained
from synthetic mobility models, we find that the latter do not manifest bridg-
ing links.

Our second contribution is to analyze in detail the context and location of
inter-community meetings in large datasets, where such context information
is available or can be inferred. While this analysis is of more general interest,
it also provides us insights in the origin of the discrepancy between bridges in
traces and models: intra-community meetings (i.e., meetings between nodes
belonging to the same community) predominantly occur inside a small, often
exclusive set of locations (which we refer to as the “home location” for each
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(a) Communities (highly clustered nodes).

Bridging Nodes Bridging Links

(b) Zoom-in: Bridges between communities.

Figure 5.1: Contact Graph of Dartmouth trace.

community); however, inter-community meetings mostly occur outside the
home location of either community.
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Our third contribution, based on the above insights, is to propose a social
overlay represented as a Hypergraph to model time-synchronized meetings
between nodes of different communities. Applying this as an extension to two
state-of-the-art mobility models we show that it is able to reproduce correct
bridging behavior while keeping other features of the original model intact.

As a final note, we stress here the importance of accurately capturing the
interface between communities. The cuts between tightly connected commu-
nities are bottlenecks for example for dissemination or diffusion processes,
and reflecting them correctly is important for obtaining realistic results from
simulation. While a detailed study of the impact of inter-community inter-
faces on performance protocols is beyond the scope of this paper, we believe
that they provide a number of insights that should not be overlooked for the
design of DTN protocols and their simulation.

The paper is structured as follows. We start by detailing our mobility
datasets and the methodology used to map contacts to a conceptual social
graph in Sec. 5.2. We then study the structure of this graph (e.g., commu-
nities and interface types) in Sec. 5.3. We look again at contacts and their
context and location in Sec. 5.4 and their time synchronization in Sec. 5.5.
Sec. 5.6 demonstrates how our main findings can enhance mobility models
towards more realism.

5.2 Methodology and Datasets

We first describe the mobility datasets that we use for our analysis. These
consist of traces from (i) real mobility measurements and (ii) mobility models.
We then describe how we construct a contact graph out of each of these traces.

5.2.1 Empirical Datasets

To ensure generality of our results, we analyze four different mobility traces
collected in several environments and with various methods: campus traces
from Access Point associations and Bluetooth scans, and self-reported loca-
tion data from a geo-social network application. Key features of the traces are
listed in Table 5.1.

Dartmouth (DART) We use 17 weeks of the WLAN Access Point (AP)
association trace [18], between Nov. 2, 2003 and Feb. 28, 2004. We chose
the 1044 nodes which have associations at least 5 days a week on average
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DART ETH GOW MIT
# People and context 1044 campus 285 campus 473 Texas 92 campus
Duration 17 weeks 15 weeks 6 months 3 months
Type AP AP Self-reported Bluetooth

associations associations location scanning
# Contacts total 4′200′000 99′000 19′000 81′961
# Contacts per dev. 4′000 350 40 890

Table 5.1: Mobility traces characteristics.

i.e., at least 5 × 17 = 85 days. The trace is preprocessed to remove short
disconnections (< 60s) and the ping-pong effect. Each AP is associated with
a location context (e.g., library, residential, academic) that we will detail later
on. We assume that two nodes are in contact when they are associated to the
same AP at the same time.

ETH Campus (ETH) The trace collection at the ETH campus [19] is
similar to the Dartmouth campus. We use 15 weeks of AP association trace
between Oct. 25, 2005 and Feb. 3, 2006 and chose 285 nodes which associate
to the network at least 5 days a week (i.e., 75 days). Short disconnections and
ping-pong effect are filtered as well. Additionally, the location of each AP in
the buildings is known.

Gowalla (GOW) Gowalla is a geo-social network service where users
check-in to close-by spots (e.g., restaurants, office buildings), logging their
position and context. We use the location data of 473 heavy-users who, during
the 6 months from Apr. to Sept. 2010, checked-in at least 5 days a week in
the State of Texas. Since users only check-in and do not check-out, we cannot
infer the stay duration at a spot. Therefore, we assume users are in contact
when they have check-in less than 1 hour apart at the same spot. Note that
by its nature, the GOW trace is more sparse than the other traces. However,
it still contains a large number of check-ins (∼ 400′000) leading to a total of
19′000 contacts.

MIT Reality Mining (MIT) The MIT trace [20] logs contacts between
92 campus students and staff, detected by Bluetooth scans with a scanning
interval of 5 minutes. It is the only trace we use where contacts are measured
directly (and not inferred from location), but has the drawback that we do not

http://gowalla.com
Additional statistics about the GOW datasets (and the other ones), including distributions of

pairwise tie strengths (see Sec. 5.2.3) can be found in [14].
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Figure 5.2: TCVM and HCMM models.

know in what context and location a contact happens.

The Gowalla dataset is fundamentally different from the other ones. While
the AP association datasets capture mainly campus work and study environ-
ment (plus residential for the DART trace), the Gowalla dataset, by the nature
of the application, captures users while going out to eat or entertain. We hence
assume that the AP datasets are biased a bit towards overestimating the num-
ber of contacts in home and work context, while the Gowalla dataset is biased
towards overestimating the number of contacts in a social context. MIT cap-
tures work, home and leisure equally.

5.2.2 Synthetic Mobility Models

We consider three synthetic mobility models [5–7] known to reproduce var-
ious empirical mobility properties. These models cover a range of different
design philosophies (location-driven vs. social network driven) and complex-
ity (tractable and simple vs. more realistic, but not tractable). Our goal is to
better understand to what extent these models can capture the complex (so-
cial) structure observed in the traces.

TVCM: In the Time-variant Community Model [5], each node is ran-
domly assigned to one or more home location areas on the plane. Transitions
in, out, and between home locations are governed by a simple 2-state Markov
Chain as illustrated in Fig. 5.2a. Nodes perform random waypoint trips inside
and outside home locations, with a probability 1 − p of roaming (in the next
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trip) and a probability p of staying or getting back in the home location. By
choosing different transition probabilities p for each node, a large range of
heterogeneous node behaviors can be reproduced. We use a simple TVCM
scenario throughout our analysis, with only one home location per node (see
Fig. 5.2a). To reproduce community structure observed in traces, we group
the nodes in 10 communities and assign each of them to one of the 6 × 6
location areas (each of 100 × 100 meters). The number of nodes for each of
the 10 communities is sampled from the community sizes found in the DART
trace (see Sec. 5.3), which gives a total of 505 nodes.

HCMM: The Community-based Mobility Model (CMM) [21] was the
first mobility model directly driven by a social network. The Caveman model [22]
is used to define a network with (social) communities (in our scenario 10
caves with 10 nodes, reproducing roughly the average community size of the
ETH trace) and each community is assigned to a home location as shown in
Fig. 5.2b. In contrast to TVCM, transition probabilities are directly linked to
the weights on the Caveman graph. Specifically, the probability that a node
performs a mobility trip towards a community C depends on her social ties
towards nodes currently in community C. The Home-cell Community-based
Mobility Model (HCMM) [6] is an extension to CMM, adding location-driven
mobility. The transition probability to a location L no longer depends on
nodes currently at that location but on the total weight of nodes assigned
to L as their home location (i.e., irrespective of their current position). With
this extension, HCMM fixes a problem of CMM, i.e., that all nodes of a com-
munity tend to follow the first node roaming to a different community. As the
authors of [6] show, this can cause all nodes to meet in one location and sup-
presses community structure. Since we are interested in realistic community
structure, we thus use HCMM instead of the original CMM in our simula-
tions.

SLAW: SLAW [23] captures the (measured) Levy flight property of hu-
man displacements, where the travelled distance distribution between two
points of interest (or waypoints) follows a Pareto law. In [7] the authors ex-
plain that this behavior can be seen as a consequence of people minimizing
their daily displacements between clustered but remote points of interests.

We chose the parameters of the three models to be similar, such that they
are comparable and produce community structures comparable to those found
in the traces, especially with respect to modularity (see Sec. 5.3). The most

TVCM supports much additional complexity (see [5]). We choose here to use the minimum
amount of complexity needed to create some non-trivial community structure.
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TVCM HCMM SLAW
Nodes 505 100 100
Speed 1-3 m/s 1-3 m/s 1 m/s
Structure 10 comm. 10 nodes per Hurst param.

community h = 0.85
Transm. Range 30m 30m 30m
# Contacts 9′000′000 2′300′000 520′000
Duration 3 days 3 days 3 Days

Table 5.2: Mobility model parameters.

imporant model parameters and statistics are reported in Tab. 5.2. For each
synthetic models, we run a simulation to create a contact trace.

5.2.3 Contact Graph

Contacts happen due to the mobility of the users carrying the devices and
reflect the complex structure in people’s movements: meeting strangers by
chance, colleagues, friends and family by intention or familiar strangers be-
cause of similarity in their mobility patterns. Our goal is to represent the com-
plex resulting pattern in a compact and tractable way. This allows us to quan-
tify structural properties beyond pair-wise statistics.

To represent the structure of a mobility scenario, we aggregate the entire
sequence of contacts of a trace to a static, weighted contact graph G(N,W)
with weight matrix W = {wij}. Each device (or rather person carrying a
device) is a node of this graph and a link weight wij represents the strength
of the relationship between nodes i and j. A key question is how to derive
the tie strength between two nodes, i.e., what metric to use for wij , based
on the observed contacts. This weight should represent the amount of mobil-
ity correlation (in space and time) between two nodes. Various metrics, such
as the age of last contact [24], contact frequency [13] or aggregate contact
duration [13] have been used as tie strength indicators in DTN routing.

In our study, we consider both, contact frequency and aggregate contact
duration. They capture different aspects, both of which are important for Op-
portunistic Networking (e.g., for data dissemination). Frequent contacts im-
ply many meetings and hence many forwarding opportunities (short delays)
and long contacts imply meetings where a large amount of data can be trans-
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ferred (high throughput). The two features are correlated to different degrees
as shown in Tab. 5.3.

DART ETH MIT TVCM HCMM SLAW
0.52 0.63 0.81 0.96 0.98 0.92

Table 5.3: Correlation coefficients of duration and frequecy.

Since most network analysis metric require one-dimensional tie strengths,
we map these two features to a scalar weight. We first assign each pair of
nodes {i, j} a two-dimensional feature vector, zij =

(
fij−f̄
σf

,
tij−t̄
σt

)
, where

fij is the number of contacts in the trace between nodes i and j, and tij is the
sum of the durations of all contacts between the two nodes. f̄ and t̄ are the
respective empirical means, and σf and σt, the empirical standard deviations.
We normalize the values by their standard deviations to make the scales of
the two metrics comparable.

We then transform the two-dimensional feature vector to a scalar feature
value, using the principal component, i.e., the direction in which the feature
vectors of all node pairs Z = {zij}, i, j ∈ N have the largest variance. This
is the direction of the eigenvector v1 (with the largest corresponding eigen-
value) of the 2×2 covariance matrix of frequency and duration. Fig. 5.3 shows
two examples for frequency and duration values, along with the direction of
the principal component. We then define the tie strength between i and j as
the projection of zij on the principal component

wij = v1
T zij + w0,

where we add w0 = v1
T
(
− f̄
σf
,− t̄

σt

)
(the projection of the feature value

for a pair without contacts) in order to have positive tie strengths. The ob-
tained weight is a generic metric that combines the frequency and duration in
a scalar value and captures the heterogeneity of node pairs with respect to fre-
quency and duration of contacts. An analysis of weight distributions, degree

Note that the age of last contact is not suitable for our purpose, since we need aggregate
properties over the trace duration.

This framework implicitly assumes stationarity of the underlying process, something not
always true in some traces. In practice (e.g., for protocol design), one would implement some
sliding window mechanism (see e.g. [17]). A thorough time-dependent analysis of these traces
can be found in [25].
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Figure 5.3: Dispersion of contact frequency and duration.

distributions and other complex network metrics of the contact traces can be
found in [14].

5.3 Social Structure of Contacts

We will now use the respective contact graphs to study the social (“macro-
scopic”) properties of the mobility scenarios considered. As an example, Fig. 5.1a
shows the contact graph of the DART trace. Clearly, we see that the edges are
not randomly distributed over the nodes, but there is strong community struc-
ture (the nodes colored according to the community they belong to). Commu-
nities are (informally) defined as subsets of nodes with stronger connections
between them than towards other nodes. They generally imply social groups
(e.g., friends, co-workers) [26], and are thus of particular interests from both
a sociological as well as a protocol design perspective (e.g.. for the design of
DTN routing [13, 15] and multicast [16], collaboration for content distribu-
tion [27], security and trust systems, etc.). Looking at the community struc-
ture of the measured traces and from traces obtained from the synthetic mod-
els we will find that synthetic mobility models, while able to generate high
level community structure, they all fail to accurately capture inter-community
linkage.

5.3.1 Generic Community Structure

We use the Louvain algorithm [28] to identify communities. Finding the op-
timal allocation of nodes to communities is a computationally hard problem,
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Trace/Model # Communities Q
DART 24 0.84
ETH 30 0.81
GOW 29 0.7
MIT 6 0.52
TVCM 10 0.73
HCMM 10 0.77
SLAW 2 0.063

Table 5.4: Number of communities and modularity.

and therefore, state-of-the-art algorithms use heuristics. The Louvain [28] al-
gorithm starts with assigning each node its own community. It then itera-
tively – until no further improvement is possible – goes through all nodes and
moves them to one of the existing communities, such that the gain in mod-
ularity ( [29], see below) is maximal. In a second step, the communities are
merged, if merging increases modularity. These two phases (moving nodes
and merging communities) are iteratively repeated until no further improve-
ment is possible. We choose this algorithm because it was reported to be fast
and to find communities that are as good or better than other algorithms for a
number of different graphs [28].

The number of identified communities is shown in Table 5.4 (left col-
umn). In addition to the number of communities, we are interested in the
modularity of the resulting partition of nodes to communities. High mod-
ularity implies strong community structure, and has implications for node
cooperation [32], community-based trust mechanisms [33], and routing. We
compute the widely used Newman modularity [29]:

Q =
1

2m

∑
kl

(
wk,l −

dkdl
2m

)
δ(ck, cl),

where dk =
∑
l wk,l is the degree of node k and m = 1

2

∑
l dl is the total

weight in the network. ck denotes the community of node k thus, the Kro-
necker delta function δ(ck, cl) is 1 if nodes k and l share the same community
and 0 otherwise. Q is always smaller than 1, can be negative, and Q = 0 is
the expected quality of a randomly connected network with the same degree

We have used a second algorithm, based on spectral clustering [30], to detect communi-
ties. The community assignments are in agreement in most of the cases, with only small differ-
ences [31].
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C1(24) C2(23) C3(16) C4(16) C5(7) C6(6)
C1(24) 25% 2.3% 0.8% 1.1% 0.03% 0.1%
C2(23) 2.3% 27% 3.6% 7.6% 0.45% 1.4%
C3(16) 0.8% 3.6% 9.2% 3.9% 0.19% 0.96%
C4(16) 1.1% 7.6% 3.9% 9.7% 0.29% 0.94%
C5(7) 0.03% 0.45% 0.19% 0.29% 3.1% 0.17%
C6(6) 0.1% 1.4% 0.96% 0.94% 0.17% 2.2%

Table 5.5: Percentages of total weight within and between communities (MIT
trace). The number of nodes in the respective community shown in brackets.

sequence (i.e., a network where the nodes have the same number of neighbors
but are randomly connected). [29] reports modularities of above Q = 0.3 for
different networks (social, biological, etc.).

The modularity for all contact traces and mobility models are listed in Ta-
ble 5.4. From the list, we observe the following: (i) Modularity values vary in
traces but are overall quite high. (ii) SLAW has low modularity and no com-
munity structure (in the scenario we used, even with varying Hurst parameter
values), hence we exclude it from the rest of our analysis. (iii) TVCM and
HCMM have similar modularities as the traces. Hence, we conclude that ex-
isting models can emulate highly modular community structure even with
simple scenarios.

5.3.2 Analysis of Community Cuts

While modularity captures general connectivity characteristics of a scenario,
it does not say anything about how individual communities are connected.
The interface (or “cut”) between two communities on a static graph is known
to be strongly linked to the speed of random walk based search (e.g. time to
cross between two communities), sustainable throughput between the com-
munities (through the max-flow min-cut theorem), etc. There is evidence that
similar conclusions could be drawn for the contact graph.

Cut Capacity

Table 5.5 shows how the total weight in the network is distributed within and
between the communities, for the example of the MIT dataset. The weight

Similar values were reported by [13] for other traces and other community detection algo-
rithms.
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Figure 5.4: Inter-community connections. The numbers below the community
label indicate how many nodes are in the respective community.

within a community is the sum of all weights (i.e., the volume) of edges with
endpoints in the respective community. The weight between two communities
Ci and Cj is the sum of weights of all edges across the cut between them:

∂(Ci, Cj) : cut between Ci and Cj
vol(∂(Ci, Cj)) =

∑
k∈Ci,l∈Cj

wk,l.

A first observation is that inter-connections of communities are weak in
many cases. For instance, in the MIT trace, communities 1 and 2 together
contain more than 50% of the weights and 50% of the nodes. However, be-
tween them there is only 2.3% of the weight. For DART and TVCM, the same
results are depicted in Figure 5.4 as a community graph. Each vertex repre-
sents a community, with vertex size showing the percentage of total weight
accumulated within the community, and the edge width showing the weight in
the cut between the communities. The community graphs of the other traces
and models look similar.

Another observation is that heterogeneity in terms of both intra-community
weight as well as inter-community (cut) weight can indeed be reproduced
by the synthetic models. However, we want to stress that careful tuning of
synthetic models is needed, when used to evaluate protocols based on so-
cial network structure [13, 15, 16, 34], to ensure that realistic community and
inter-community structure is reproduced. While such tuning is possible, it
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may come at the expense of complexity and possibly loss of tractability.

Capacity Concentration

We finally zoom into the individual cuts and look at how the capacity is dis-
tributed over the node pairs. From Fig. 5.1b, we can already assume that for
many community pairs, the capacity is not spread uniformly among the nodes.
Instead, there are strong nodes and/or links, responsible for a large share of
the weight between two communities. Analysis of the distributions of inter-
community link weights shows that they are indeed strongly skewed [14].
This has important implications e.g. for energy consumption, connectivity,
and routing in Opportunistic Networks. Clearly, the “narrower” the interface,
the more challenging the problems: For the example of routing, if two com-
munities are connected by a single strong link, this link may be hard to be
identified and utilized by a routing protocol. Also, the narrower, the more
stressed the bridges will be because they have to relay a large portion of the
traffic.

This raises the following important question: Are nodes with (strong)
cross-community links in general well connected to many nodes of the peer
community, or is their weight towards the other community concentrated on
a few links?

To answer this, we distinguish two different types of bridging behav-
ior between communities: bridging nodes and bridging links. Informally, a
bridging node is a node of community Ci which is also strongly connected
to many nodes of community Cj (Fig. 5.1b, left). This is in contrast with the
typical node of Ci which has strong links mainly within its community and
much weaker links outside. A bridging link {k, l} between nodes k ∈ Ci and
l ∈ Cj is a stronger than average link and neither k nor l is a bridging node.
In other words, k and l are only connected to few nodes of the respective peer
community. In this case, the weight between the two communities is concen-
trated among much fewer pairs. As an example, imagine k has a total weight
of 10 towards community Cj , and the average node of Ci has only a total
weight of 1. If this total weight is distributed equally among 10 links (i.e., 10
links of weight 1), we call i a bridging node. However, if the total weight is
concentrated on a single link to node l (of weight 10), {k, l} is a bridging link
(in this case k is not a bridging node).

Note that a bridging node has still more weight towards its own community; otherwise, it
would have been assigned to Cj .
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To differentiate between the two more formally, we introduce two metrics
which we call, node spread and edge spread. We define the node spread of
k ∈ Ci to a community Cj as

S(k → Cj) =
|Ckj |
|Cj |

,

whereCkj is the smallest subset ofCj such that
∑
l∈Ck

j
wk,l > 0.9×

∑
l∈Cj

wk,l,
i.e., the smallest subset that ”contains” 90% of the weight of k towards Cj .
We empirically choose a factor of 0.9 of the total weight to avoid counting
the potentially many weights which happen just due to random contacts and
remark that experiments with different factors do not change our results qual-
itatively.

Based on this, we define the edge spread of link {k, l} as

S(k, l) = max{S(k → Ci), S(l→ Cj)},

i.e., the higher one of the two associated node spreads. Using the higher node
spread allows us to implement the criterion that for a bridging link neither
of the nodes may be a bridging node. With these metrics, we can now write
down the criteria for bridging nodes and bridging links.

Bridging Node A bridging node k must fulfill the following two condi-
tions:

1. It must be exceptionally strongly connected to Cj . We define wk,Cj
=∑

l∈Cj
wk,l and write the condition as

wk,Cj
� median

l∈Ci

{wl,Cj
}

2. It has a high node spread S(k → Cj).

Bridging Link Similarly, a bridging link {k, l} fulfills the following two
conditions:

1. It has exceptionally strong weight compared to other links between Ci
and Cj

wk,l � median
m∈Ci,n∈Cj

{wm,n}

2. It has a low edge spread S(k, l).
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To see if we observe bridging nodes or rather bridging links in the traces,
Fig. 5.5 shows histograms of the edge spread of strong inter-community links
for the traces and models. We observe a fundamental difference between the
traces and the mobility models: Traces contain both bridging nodes and links,
with a tendency towards bridging links, i.e., more concentration of the weight
to few links. On the other hand, the models show exclusively bridging nodes,
no bridging links. Unlike the case of heterogeneous inter-community volume
(studied in Section 5.3.2), which can be emulated with careful fine-tuning of
the models, this consistent lack of bridging links seems to be due to deeper,
design-related reasons.

We believe that the main reason behind this is the following: while mod-
els successfully incorporate geographic concepts and social relations to drive
mobility decisions, they fail to consider one important element of human mo-
bility, namely, context. Nodes of different communities, meeting outside the
location of their home communities in a social context, are typically not mod-
eled. In the following section, we will show that it is indeed such meetings
which create bridging links with a small spread.

5.4 Context of Contacts

To show that social meetings happening outside the location and context of
a community cause bridging links with small spread, we analyze the traces
for the context. In most traces, context is not available and we only know who
meets whom and when, but not where (location) or why (context). Exceptions,
which we analyze here, are the Dartmouth and Gowalla trace. As these have a
large number of nodes and are of different origins, we believe that they suffice
to provide some important first evidence.

5.4.1 The Context of Contacts

In the Dartmouth trace, we derive the context of a contact from the build-
ing in which the respective AP is located. The trace distinguishes 6 different
contexts (i.e., types of buildings): Academic, Administration, Library, Resi-
dential, Social and Athletic. The percentage of APs and contacts per context
is listed in Table 5.6. Note that the percentage of contacts does not perfectly

For this measurement, we classify a link as strong if it is at least 3 standard deviations
stronger than the median. Experiments with other thresholds show qualitatively similar results.

There is a seventh context “Other”, which we dismiss here.
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Figure 5.5: Histogram of the spread of bridging links. Not shown: ETH
(m=0.32), MIT (m=0.46).

Context APs Contacts Community Bridge
Academic 28% 7.7% 4.9% 32%
Admistration 12% 1.4% 1.4% 1.2%
Library 8.8% 1.2% 0.12% 11%
Residential 39% 86% 90% 45%
Social 8.4% 0.8% 0.5% 3.5%
Athletic 3.4% 3.1% 2.7% 6.5%
Total 533 4’184’804 3’756’503 428’301

Table 5.6: Percentage of contacts per context (Dartmouth): total (col. 3),
intra-comm (col. 4), inter-comm (col. 5).

correlate with the percentage of APs of a given context. For instance 86% of
all contacts happen at residential APs, which account only for a 39% of all
APs.
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Context Spots Contacts Community Bridge
Office 4% 12% 18% 4.9%
Events 11% 18% 13% 24%
Food 54% 43% 46% 40%
Shopping 20% 17% 13% 20%
Home 2.5% 2.5% 2% 3.1%
Other 8.2% 8.2% 7.8% 8.6%
Total 3813 14875 7716 7159

Table 5.7: . Percentage of contacts per context (Gowalla): total (col. 3), intra-
comm (col. 4), and inter-comm (col. 5)

The last two columns show the percentage of intra-community (“Com-
munity”) and inter-community (“Bridge”) contacts happening in various con-
texts. Observe that for all contexts, the percentages of both community (col-
umn 3) and bridge contacts (column 4) differ largely from the aggregate statis-
tics for all contacts (column 2). This suggests that meetings between nodes
belonging to the same community happen at different contexts that meeting
between nodes in different communities (which are responsible for the com-
munity bridging behavior). Put differently, knowing whether a contact is of
type Community or Bridge substantially changes the probability of the con-
text in which it occurs: For example, without further knowledge any given
contact happens with a probability of 1.2% in a library. However, given that
it is a Bridge contact, will increase this probability by a factor of 10.

We can also infer the context of contacts in the Gowalla trace. Each Spot
at which users can check-in is assigned to one of more than 300 categories by
the creator of the spot. We group the categories to 6 contexts: Office, Events,
Food, Shopping, Home and Other. Results are summarized in Table 5.7. Simi-
larly, the probability of bridging contacts occurring, for example, in the office
context is 4 times smaller than the probability of intra-community meetings
occurring in the same context. Note that, due to its nature, the Gowalla dataset
is biased towards social meetings, at events, restaurants, etc. (to which users
check in more often than, say, at home). This causes identified communities
to have a different meaning than in the DART trace, where communities hap-
pen mainly at home: In Gowalla, a community is rather a group of nodes often
meeting in social contexts (e.g., eating, going out).

We only assign popular contexts to categories, that is, categories which account for at least
0.5% of all contacts
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Figure 5.6: Probability of narrow bridges in home locations.

This analysis clearly shows that community and bridge contacts differ in
terms of context in which they happen. In the next Section, we will refine
the analysis and show that they also differ in terms of geographical location
where they happen.

5.4.2 The Location of Contacts

As mentioned earlier, human mobility is strongly driven by location. Hence,
a lot of synthetic mobility models introduce the concept of “home locations”:
nodes tend to move inside their home location(s) most of the time (e.g., home
or office environment), and occasionally visit other locations. In addition to
the general context of contacts studied before, we are therefore interested in
the actual locations where contacts occur, both intra-community contacts (to
confirm the basic intuition of synthetic models) and inter-community con-
tacts.

To this end, we create for each community a location profile of where
its intra-community contacts happen. For each community, we extract the
list of intra-community contacts. For each location (AP) we count the intra-
community contacts and define the home location set of the community as
the smallest set of locations such that at least 90% of the intra-community
contacts is covered. We empirically chose a threshold of 90% to account for
the big majority of the contacts without taking into account random contacts
happening at other locations (other thresholds give similar results). We denote
the home location set of community Ci as L(Ci).

Our first finding is that, indeed, the number of locations in which most
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contacts between nodes in the same community happen is rather limited. On
average, the home location profiles for the Dartmouth communities contain
4.5 locations. A second observation is that home locations sets of different
communities do not overlap, that is, L(Ci) ∩ L(Cj) = ∅ for all i and j. In
other words, each community observed in the contact graph seems to have
its own, mostly exclusive home location (implying perhaps that this contact-
based community is an actual social community).

We next verify that bridging links not only happen at a different context,
but very often outside the home location sets of both nodes’ communities.
We go through all inter-community contacts and check where they happen. In
aggregate, we see a mixed picture: In the Dartmouth trace, 44% of all bridg-
ing contacts happen outside the respective home location sets, 56% within
the home locations. While these numbers seem roughly split, they should be
considered in light of the fact that 81% of all contacts happen inside home
communities. This implies that inter-community contacts happen with 4.9
times higher probability outside home locations than the average contact.

Our last finding is that the probability of a contact happening outside the
home location sets of its respective communities, depends strongly on the
spread of the link. To show this, we split the links into two classes narrow, if
the spread is smaller than a threshold Sth, and broad if it is larger. Fig. 5.6
shows how the probability of a contact of a narrow link happening in a home
location depends on the threshold Sth. We see that for both DART and ETH
traces, for very narrow links the probability is very small, thus, almost all
links happen outside home locations. As we include more and more links
with higher spread (moving to the right in Fig. 5.6), the probability increases.
Thus, links with higher spread tend to happen at home locations.

This observation has important implications for mobility model design.
While most mobility models cannot directly manipulate how the aggregated
contact graph will look like, they can more easily manipulate the locations
where contacts occur. The strong correlation of context and bridging behavior
found in this section, directly implies that one could manipulate the location
of contacts, in order to improve the social behavior of the model. We will
show how this could be achieved in the next two sections.

It is important to note that, while mobility models using a social graph to drive mobility
decisions (such as CMM and HCMM) can create bridging links on this graph, this does not
mean that these links will appear in the contact graph as well.
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5.5 Synchronization of Contacts

We saw that links with low spread happen with high probability outside the
respective communities’ home locations, and how this affects the observed
inter-community interface. In order to transform this into a model for inter-
community meetings, the following questions arise naturally: Do the nodes of
bridging links visit the same location independently and meet there randomly
or do they visit such social locations synchronously? Is it just pairs of nodes
visiting a certain location, or do we see groups (cliques) of nodes?

In order to see whether two nodes visit a location synchronously, we mea-
sure the overlap of the time they spend there. We define the overlap Oi(u, v)
of nodes u and v at location i using the Jaccard similarity index as follows

Oi(u, v) =
|Tui ∩ T vi |
|Tui ∪ T vi |

where |Tui ∩T vi | is the total time both u and v are at location i, and |Tui ∪T vi |
is the time either u or v (or both) spend at i.

To assess whether a certain overlap implies synchronous behavior, we
relate the measured overlap to the expected random overlap. We estimate the
expected random overlap Ôi(u, v) (i.e., the expected overlap if u and v visit
i independently) using Monte Carlo simulation as follows. We extract the set
of durations of visits to location i. Picking a random starting time for each
visit of both nodes (such that visits of the same node do not overlap in time),
we shuffle the order and time of the visits, while maintaining their number
and durations. Given such a random arrangement, we measure the overlap as
defined above. Repeating this 1000 times for each node pair, we estimate the
expected value of the random overlap.

To distinguish synchronous from asynchronous behavior, we compare
Oi(u, v) and Ôi(u, v) using a simple test: If the measured overlap exceeds
the expected random overlap by a factor of 10, we call the pair synchronized
at this specific location.

People typically socialize not only in pairs but also in larger cliques.
Knowing the size of such cliques is important for modeling inter-community
meetings. Hence, we measure the clique size distribution. Using the DART
trace, we create a Synchronicity Graph for each location i (which is not a
home location to a community). The vertices of the graph are the set of users

We have tried other threshold values, as well as statistical tests with the 95% and 99%
quantile of the simulated random overlap and have found very similar results.
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Figure 5.7: Synchronization of nodes locations (DART trace).

which visit AP i. We put an edge between two nodes if we find synchronous
behavior for them, according to the test above. In this Synchronicity Graph,
we detect all k-Cliques (fully connected sub-sets of k nodes, that are not con-
tained in an even bigger clique) to detect groups of synchronized nodes.

In the DART trace, we find more than 1′000 Cliques of size 2 or larger,
with a maximum size of k = 9. Figure 5.7a shows the empirical CCDF of
the clique size, over all APs. From the almost straight line in the log-linear
axis, we conclude visually that clique size follows a geometric distribution.
Using a maximum likelihood estimator, we fit a geometric distribution and
find a parameter of p1 = 0.64. Note that the geometric distribution is shifted,
since the smallest clique size is 2 (i.e., if X denotes the random variable of
clique size, X − 2 is geometrically distributed). A Kolmogorov-Smirnov test
does not reject the null hypothesis of a geometric distribution at a significance
level of α = 0.05.

Finally, we would like to know how many locations a node typically visits
together with other nodes. Hence, we analyze, how many cliques (of size 2
or bigger) a node is part of. The CCDF is shown in Figure 5.7b. Again, the
almost straight line in the log-linear scale suggests a geometric distribution,
and a maximum likelihood estimator gives a parameter of p2 = 0.28.

Using these insights, we are now ready to create a model for social meet-

Note that deducing group synchronization based on pairwise synchronization is only an
approximation. For example it may happen that in a triangle of nodes which are all pairwise
synchronized, all three of them never actually visit a location together.

Note that up to a value of about 15 cliques per node, the geometric model is very good.
Beyond 15, the tail seems a bit “heavier”. However, we still believe that a geometric distribution
is a good approximation for our purposes.
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ings across communities.

5.6 Modeling the Social Context

Section 5.3 sheds light on an important problem with current synthetic mo-
bility models. Sections 5.4 and 5.5 already suggest how this problem could
be fixed. Based on these insights, we now proceed to propose a model for
the social meetings outside community locations. Note that our goal is not
to propose an entirely new mobility model, as there are already many good
existing ones. Instead, we present an addition, which we call social overlay
(SO), that is applicable to various existing models. The social overlay is based
on a Hypergraph [35] model, calibrated with the insights from trace analysis.
It helps existing models to correctly reflect bridging links between communi-
ties by synchronizing meetings at social locations. We first explain the details
of this Social Overlay (Section 5.6.1) and then apply it to TVCM (creating
TVCM:SO in Sec. 5.6.2) and HCMM (creating HCMM:SO in Sec. 5.6.3).
Evaluating contact traces from these two extended models, we will see that
the social overlay indeed creates links with a small spread, while qualita-
tively maintaining other properties (e.g., inter-contact time distributions) of
the original models.

5.6.1 Social Overlay

We start by discussing the Hypergraph model and how to calibrate it from
contact traces. This step is not specific to the model to which the SO is ap-
plied. Then, we explain a generic set of steps to be implemented in order to
apply the SO to a model.

A Hypergraph [35] (also called Levi graph) is a generalization of a Graph
G(N,E), with a set of nodes N and a set of edges E. In a Hypergraph
H(N,E), a Hyperedge (or just edge) ei ∈ E does not correspond to only
a pair of nodes, as in a graph. Instead, an edge is a list of an arbitrary num-
ber of nodes, i.e., an arbitrary subset of N (not the empty set ∅). The edge
cardinality |ei| is the number of nodes ei connects (thus, a “simple” graph, is
a Hypergraph where all edge cardinalities are 2). As in a simple graph, in a
Hypergraph the degree of a node n is the number of edges that it is a member

Since the social overlay models bridges between communities, it only makes sense to apply
it if the original model already creates modular contacts. Hence, we do not apply it to SLAW, as
it does not manifest community structure (see Sec. 5.3).
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of. With the concept of a Hypergraph we can connect more than two nodes,
which allows us to represent synchronized behavior of more than two nodes
in a simple yet meaningful way.

In our social overlay Hypergraph, an edge represents a group of nodes,
synchronously meeting outside their community locations. In order to be re-
alistic, we need a Hypergraph model which reproduces the edge cardinality
and node degree distribution we measure in a contact trace. As we have seen
in Sec. 5.5, for the DART trace, both, edge cardinality and node degree are
well approximated by geometric distributions. However, the following gen-
eral procedure can also be applied using other distributions.

Given a edge cardinality and a degree distribution, our model works sim-
ilar to the configuration model [36] for graphs. We connect the nodes (the
number of nodes is given by the scenario we want to simulate) with Hy-
peredges in the following steps: (1) For each node, draw a degree from the
degree distribution (geometric with p1 = 0.68 in our example), and attach the
according number of “stubs” to it. (2) Create a new Hyperedge of cardinality
drawn from the respective distribution (geometric with parameter p2 = 0.28
in our example). (3) Choose from the stubs at random to select which nodes
are members of the edge (a node can not be assigned to the same Hyperedge
twice). Once a stub is selected, it is connected and not eligible any longer.
Steps 2 and 3 are repeated until no more stubs are left. This creates a ran-
dom Hypergraph with the specified degree distribution and edge cardinality
distribution.

The creation of the Hypergraph is the same for any mobility model to
which the social overlay is applied. Given the overlay, a mobility model then
must implement the following three general steps in order to create synchro-
nized meetings of the nodes of an edge. Note that we here only explain the
general idea, the concrete mechanisms can be chosen specifically for a model
(Sec. 5.6.2 and 5.6.3 discuss two examples).

Step 1) Location Assign each Hyperedge to a random location on the
simulated area (as the location where the members of the edge meet). De-
pending on the model, this may be e.g. an area or cell.

Step 2) Time For each Hyperedge, define an social activity period during
which the edge counts as active. This is the time interval during which the
members of the edge meet at the respective location. The social activity peri-

At the end, it may happen that there are not enough stubs of different nodes left. In that case,
we simply decrease the cardinality of the edge to fit the number of remaining stubs. This should
only have insignificant influence on the sample of edge cardinalities.
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ods of adjacent edges (edges sharing one or more nodes) should not overlap.
Assigning a given number of non-overlapping activity periods to edges, is an
edge coloring problem. Note that the the smallest number of colors needed
for a valid coloring (i.e., the edge chromatic number) must be smaller than
the number of activity periods available.

Step 3) Synchronization When no edge of a node is active, it moves
according to the normal rules of the mobility model. As one of its edges is
active (during the social activity period), the behavior of the node changes
such that it visits the location of the respective edge, thereby synchronously
meeting the other members of the edge. The rules according to which a node
moves during the social activity period of one of its edges can again be cho-
sen specifically for a certain model (two clarifying examples will be given in
Sec. 5.6.2 and 5.6.3).

We deliberately keep these points very generic in order to make them
applicable to many different mobility models. However, there are certain pre-
requisites for a model in order to make the SO applicable. First, the model
must have distinguishable nodes, so that we can assign them to nodes of the
Hypergraph. While this is the case for the majority of mobility models, there
may be models for which nodes are not distinguishable (e.g., [8] which mod-
els the size distribution of clusters without accounting for which nodes are
part of a cluster). Second, the mobility model must have a notion of time and
location in order to assign the activity period and location to the Hyperedges.
This is also fulfilled by the majority of models, exceptions being for instance
pure contact models which do not care where and/or when nodes meet, but
merely that they meet.

5.6.2 TVCM:SO

In the following, we describe the application of the social overlay to TVCM.
As a basis, we use the scenario described in Section 5.2. For the social over-
lay, we create a Hypergraph of 505 nodes according to the parameters and
configuration model described above (geometric distributions of edge cardi-
nality and node degree with parameters p1 and p2). Having the Hypergraph,
what remains is to implement the three steps described in Sec. 5.6.1. We use
TVCM specific mechanisms to do so (i.e., the grid of the simulation scenario
and Markovian node behavior) in order to modify the simulator and the orig-
inal characteristics of TVCM as little as possible.
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Figure 5.8: Edge spread of bridging links.

2 4 6 810−2

10−1

100

X

Pr
[C

liq
ue

 S
iz

e]
 >

 X

(a) Clique Size CCDF.

0 5 1010−3

10−2

10−1

100

X

Pr
[C

liq
ue

s 
pe

r N
od

e]
 >

 X

(b) Cliques per node CCDF.

Figure 5.9: Synchronization of node locations (TVCM:SO).
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Figure 5.10: Pairwise statistics for TVCM:SO.
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Step 1) Location Since in the scenario described in Sec. 5.2 the simu-
lation area is already split into a grid of 6 × 6 areas, we reuse these areas
and assign one of them to each edge of the Hypergraph. In order to ensure
to create meetings outside home locations, communities’ home locations are
not eligible for assigning edges.

Step 2) Time To assign the edges to social activity periods, we split every
24 Hours of simulation time in non-overlapping periods of 3′600 sec. (we
empirically choose 1h as a typical duration of social activities). To avoid two
edges of a node being active at the same time, we color edges such that no
two edges of a node have the same color. Each color is then assigned such a
1h period every 24h, during which all edges of the respective color are active.

Step 3) Synchronization To make the nodes of an edge meet we replace
the 2-state Markov Chain (described in Sec. 5.2) of the nodes during edge so-
cial activity periods of their edges: Instead of planning the next trip at its home
location with probability p (and roaming with probability 1 − p), the node
plans a trip to the location of the active edge. Once arrived there, it moves
within the edge location area according to normal TVCM rules (i.e., random
waypoint). After the social activity period, the next trip is again planned ac-
cording to the “regular” 2-state Markov Chain.

To validate the social overlay for TVCM, we run the TVCM:SO model
and analyze the resulting contact trace. We want to ensure that the described
mechanisms create realistic social meetings outside the communities’ home
locations. Additionally, we verify that the original typical characteristics of
TVCM (e.g., inter-contact time and contact duration distribution) do not change
qualitatively.

As a first step, we measure the spread of the links between communities,
to see whether TVCM:SO creates the desired bridging links. Fig. 5.8a (com-
pare to TVCM in Fig. 5.5c) shows that indeed we now observe links with
small spread. The mean value of the spread is with m = 0.31 comparable to
the values we find in traces (see Fig. 5.5c). This is a first evidence that we
now obtain more realistic bridges between communities.

In order to check whether the synchronization mechanism described above
indeed synchronizes the social meetings as desired, we repeat the measure-
ment of Sec. 5.5, using the trace obtained from TVCM:SO. We compute the
overlap of time spent in areas (on the 6×6 grid of our scenario) which are not

Note that several edges can be assigned to the same location. Since edges of different colors
have different activity periods (see point ii), chances that different edges overlap in time at the
same location are small.
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home locations to a community. For each of these locations, we determine the
synchronicity graph and determine the cliques. This gives us the clique sizes
and the number of cliques of which a node is part. Fig. 5.9 shows the re-
spective distributions. From the straight lines we conclude that they follow
geometric distributions and the Kolgomorov-Smirnov tests does not reject
this at a significance level of 0.05. The parameters we get from a maximum
likelihood estimator are p1 = 0.62 and p2 = 0.28, thus, they match the con-
figured values for the social overlay very well. Hence, we conclude that the
TVCM:SO indeed creates realistic meeting patterns outside community loca-
tions.

The question remains how much we have changed the general characteris-
tics of the model by our modification. To check this, we compare the pairwise
inter-contact time and contact duration distributions of the original TVCM
to TVCM:SO. Fig. 5.10 shows that the CCDFs of both features follow each
very closely. Note that comparing the pairwise statistics to the traces is out
of scope of this paper. We assume that the models to which we apply the so-
cial overlay are designed to realistically reproduce such features (for TVCM
a detailed evaluation can be found in [5]).

Further, we verify that the social overlay does not distort the community
structure of the original TVCM. Detecting the communities in the TVCM:SO
trace, we find that nodes are assigned to the same communities as before.
However, we notice that the modularity was reduced a bit, from Q = 0.73
to Q = 0.70. This reduction is explicable, since the social overlay takes the
nodes out of their “daily routing” (which creates communities) and creates
bridges. However, a modularity of 0.7 is still high and comparable to the
modularity of the measured traces.

Thus, we conclude that TVCM:SO creates more realistic community in-
terfaces than TVCM, while maintaining the original TVCM characteristics.

5.6.3 HCMM:SO

As a second proof of concept, we apply the social overlay to HCMM, us-
ing HCMM specific mechanisms to create the synchronized social meetings.
Again, we base the our scenario on the one described in Sec. 5.2, and create a
Hypergraph of 100 nodes with the parameters determined in Sec. 5.5. We use
the following mechanisms to integrate the social overlay into HCMM.

Step 1) Location In HCMM, the simulated area is divided into home-
cells, in our case a grid of 6 × 6 cells. We reuse this structure by assigning
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Figure 5.11: Pairwise statistics for HCMM:SO.

Hyperedges to home-cells.
Step 2) Time As in TVCM, we divide every 24h of simulation time into

1h periods and assign edges to them.
Step 3) Synchronization In HCMM, the nodes plan trips to cells other

than their home-cells based on node specific attraction values. During normal
operation, these attraction values are based on the number of “friends” (in the
social caveman graph) a node has in a given cell. During the social activity
period of an edge, we increase the attraction of the respective cell for the
edges’ nodes to 1 and set the attraction for all other cells to 0. Consequently,
the nodes will plan their next trip to the respective cell and meet there. Once
the social activity period is over, the attractions are again set according to
normal HCMM rules.

Fig. 5.8b (compare to Fig. 5.5d) shows the edge spread of the strong inter-
community links of HCMM:SO. We observe that the social overlay creates
links with small spread as desired. The mean of the spread is 0.35, similar to
the one for TVCM:SO, and comparable to the traces (e.g., ETH with 0.31).
Again, we also compare the inter-contact time and contact duration distribu-
tions of HCMM and HCMM:SO, to verify that the social overlay does not
interfere to much with the original HCMM characteristics. Fig. 5.11 shows
that the contact duration distribution is maintained (the two curves are not
distinguishable because they overlap) and also the the inter-contact time dis-
tributions are very close to each other. Similarly to TVCM:SO, we also ob-
serve a reduction of modularity from 0.76 to 0.67 which is, however, not
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severe as the value is still in the range of what we observe in the traces.

In conclusion, we have seen for two models, how the social overlay can
be implemented as an extension, creating realistic inter-community interfaces
while largely maintaining the properties of the original model. We believe that
the social overlay can and should be integrated also in other mobility models.

Finally, we want to mention that the shortcoming of the models under
scrutiny may not be very surprising – after all they were most likely not de-
signed with inter-community interfaces in mind. However, we argue that it is
time to pay more attention to this issue when running simulations or creating
mobility models. In the past, mobility models had to master the benchmark
of creating realistic inter-contact time and contact duration distributions, we
believe that in the future, other statistics such as edge spread between com-
munities and cluster sizes for social meetings should not be neglected. The
proposed social overlay is a first step in this direction.

5.7 Conclusions

Comparing the contact graphs of various measured contact traces and several
mobility models, we have identified that mobility models do not correctly
reflect the way communities are connected to each other: While traces tend
to manifest bridging links between communities (i.e., narrow interfaces of
only few strong edges connecting two communities), models tend to connect
communities by bridging nodes (i.e., broader interfaces where community
members are linked to many other nodes in the peer community).

To explain this difference, we have performed a detailed analysis of con-
tact data, focusing on context (e.g., home, work), location and timing of con-
tacts, discriminating between intra-community and inter-community contacts.
This analysis provides notable insights into the nature of mobility and con-
tacts: (i) Inter-community contacts and intra-community contacts happen in
different contexts. (ii) Bridging links tend to happen outside the home lo-
cation of the respective communities, whereas bridging nodes tend to visit
the location of the peer community. (iii) Inter-community contacts happening
outside community locations are often not random meetings but synchronized
visits of two or more nodes. From experience with mobility models, we know
that such synchronized meetings of pairs or small groups across community
boundaries (but happening outside the realm of the respective communities)
are usually not modeled, hence the different community interfaces.
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To model such meetings of pairs or groups, we have proposed a Hyper-
graph model, where edge degree and node degree distributions can be cali-
brated from a contact trace. Assuming that a given mobility model correctly
reflects communities (but fails to correctly model the community interfaces)
this Hypergraph can be used as an extension which we call social overlay.
With the examples of TVCM:SO and HCMM:SO we have demonstrated the
application of the social overlay to two models and shown that it introduces
bridging links in the contact graphs of both models, while largely maintaining
other features of the original model.

In the future, we intend to automate the process of creating the Social
Overlay for a specific scenario (e.g., trace) that needs to be emulated by a
synthetic model. Further, we plan to investigate the impact of different inter-
community interfaces (bridging nodes or bridging links) on the performance
of dissemination processes.

Acknowledgments

We thank Cristian Tuduce for providing us with the ETH access point trace.
Further, we thank our shepherd Randall Berry and the anonymous reviewers
for their advice in improving the paper.

Bibliography

[1] T. Camp, J. Boleng, and V. Davies, “A survey of mobility models for ad
hoc network research,” WCMC, 2002.

[2] A. Chaintreau, P. Hui, J. Crowcroft, C. Diot, R. Gass, and J. Scott, “Im-
pact of human mobility on the design of opportunistic forwarding algo-
rithms,” in IEEE Infocom, 2006.

[3] C. Song, Z. Qu, N. Blumm, and A.-L. Barabási, “Limits of predictability
in human mobility,” Science, 2010.

[4] A. J. Nicholson and B. D. Noble, “Breadcrumbs: forecasting mobile
connectivity,” in ACM MobiCom, 2008.



5.7 Conclusions 139

[5] W. J. Hsu, T. Spyropoulos, K. Psounis, and A. Helmy, “Modeling time-
variant user mobility in wireless mobile networks,” in IEEE Infocom,
2007.

[6] C. Boldrini and A. Passarella, “Hcmm: Modelling spatial and tempo-
ral properties of human mobility driven by users’ social relationships,”
Elsevier Computer Commununication, 2010.

[7] K. Lee, S. Hong, S. J. Kim, I. Rhee, and S. Chong, “Slaw: A mobility
model for human walks,” in IEEE Infocom, 2009.

[8] S. Heimlicher and K. Salamatian, “Globs in the primordial soup: The
emergence of connected crowds in mobile wireless networks,” in ACM
MobiHoc, 2010.

[9] Delay tolerant networking research group. [Online]. Available:
http://www.dtnrg.org

[10] V. Conan, J. Leguay, and T. Friedman, “Characterizing pairwise inter-
contact patterns in delay tolerant networks,” in ACM Autonomics, 2007.

[11] H. Cai and D. Y. Eun, “Crossing over the bounded domain: from expo-
nential to power-law inter-meeting time in manet,” in ACM MobiCom,
2007.

[12] T. Karagiannis, J.-Y. Le Boudec, and M. Vojnovic, “Power law and ex-
ponential decay of inter contact times between mobile devices,” in ACM
MobiCom, 2007.

[13] P. Hui, J. Crowcroft, and E. Yoneki, “Bubble Rap: Social-based forward-
ing in delay tolerant networks,” in ACM MobiHoc, 2008.

[14] T. Hossmann, T. Spyropoulos, and F. Legendre, “A complex network
analysis of human mobility,” in IEEE NetSciCom, 2011.

[15] E. M. Daly and M. Haahr, “Social network analysis for routing in dis-
connected delay-tolerant MANETs,” in ACM MobiHoc, 2007.

[16] W. Gao, Q. Li, B. Zhao, and G. Cao, “Multicasting in delay tolerant
networks: a social network perspective,” in ACM MobiHoc, 2009.

[17] T. Hossmann, T. Spyropoulos, and F. Legendre, “Know thy neighbor:
Towards optimal mapping of contacts to social graphs for DTN routing,”
in IEEE Infocom, 2010.



140 5 Putting Contacts into Context

[18] T. Henderson, D. Kotz, and I. Abyzov, “The changing usage of a mature
campus-wide wireless network,” in ACM MobiCom, 2004.

[19] C. Tuduce and T. Gross, “A mobility model based on WLAN traces and
its validation,” in IEEE Infocom, 2005.

[20] N. Eagle, A. Pentland, and D. Lazer, “Inferring Social Network Struc-
ture using Mobile Phone Data,” PNAS, 2009.

[21] M. Musolesi and C. Mascolo, “A community based mobility model for
ad hoc network research,” in ACM REALMAN, 2006.

[22] M. E. J. Newman, “The structure and function of complex networks,”
March 2003.

[23] I. Rhee, M. Shin, S. Hong, K. Lee, and S. Chong, “On the levy-walk
nature of human mobility.” in IEEE Infocom, 2008.

[24] H. Dubois-Ferriere, M. Grossglauser, and M. Vetterli, “Age matters: ef-
ficient route discovery in mobile ad hoc networks using encounter ages,”
in ACM MobiHoc, 2003.

[25] A. Scherrer, P. Borgnat, E. Fleury, J. L. Guillaume, and C. Robardet,
“Description and simulation of dynamic mobility networks,” Elsevier
Computer Networks, 2008.

[26] S. Fortunato, “Community detection in graphs,” Phys. Reports, 2010.

[27] E. Jaho, M. Karaliopoulos, and I. Stavrakakis, “Social similarity as a
driver for selfish, cooperative and altruistic behavior,” in AOC, 2010.

[28] V. D. Blondel, J.-L. Guillaume, R. Lambiotte, and E. Lefebvre, “Fast
unfolding of communities in large networks,” J.STAT.MECH., 2008.

[29] M. E. J. Newman, “Modularity and community structure in networks,”
PNAS, 2006.

[30] A. Y. Ng, M. I. Jordan, and Y. Weiss, “On spectral clustering: Analy-
sis and an algorithm,” in Advances in Neural Information Processing
Systems 14. MIT Press, 2001.

[31] T. Hossmann, T. Spyropoulos, and F. Legendre, “Social network anal-
ysis of human mobility and implications for dtn performance analysis
and mobility modeling,” ETH Zurich, Tech. Rep., 2010.



5.7 Conclusions 141

[32] C. Boldrini, M. Conti, and A. Passarella, “Contentplace: social-aware
data dissemination in opportunistic networks,” in ACM MSWiM, 2008.

[33] L. A. Cutillo, R. Molva, and T. Strufe, “Safebook : a privacy preserving
online social network leveraging on real-life trust,” IEEE Communica-
tions Magazine, 2009.

[34] A. Picu and T. Spyropoulos, “Minimum expected *-cast time in DTNs,”
in Bionetics, 2009.

[35] C. Berge, Graphs and Hypergraphs. Elsevier, 1985.

[36] W. Aiello, F. Chung, and L. Lu, “A random graph model for massive
graphs,” in STOC, 2000.





Chapter 6

Conclusions

Opportunistic networks formed by smart phones can complement infrastruc-
ture networks by offloading some of the traffic, by providing service where
infrastructure is broken or infeasible (technically or economically), or by en-
abling applications based on the shared context of users in proximity. While
the applications and scenarios are diverse, they have some common denomi-
nators: communication opportunities are driven by mobility, and mobility is
driven by the social nature of humans. As a result, across various scenarios,
contacts between devices manifest a particular social structure. This structure
can be captured in the contact graph and exploited to solve various prob-
lems, when designing opportunistic networking solutions. In this dissertation
we have presented several original contributions for inferring contact graphs
from observed contacts as well as for contact graph analysis and modeling.

Inferring Contact Graphs

We have started by analyzing different routing protocols [1,2], which use met-
rics and tools from complex network analysis (node centrality, communities,
etc.) to assess the utility of a node to carry a piece of content. Our simulations
show that the question of how to construct the contact graph out of observed
contacts is of great importance, for such protocols to manifest their optimal
performance. Simple time window based aggregation of contacts (where two
nodes are connected if they have at least one contact within a certain time
window) as observed in the literature can lead to graphs which are unsuitable
for routing. For example, in a time window of 6 hours, every node pair may
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Figure 6.1: Delivery ratio for SimBet/Bubble Rap vs. Direct Transmission.

have at least one contact in a dense network, whereas only very few contacts
may happen in a sparse network. Furthermore, a fixed time window does not
account for varying numbers of contacts during day and night. This makes
choosing the right time window a challenging problem.

With extensive simulations, we have shown in Chapter 2, that density
based aggregation can solve this problem. In density based aggregation, we
prune the contact graph and include only the strongest links, up to a fixed
graph density. To implement density based aggregation, we need a metric for
link strength. We have used two metrics in our simulations: (1) the time since
the last contact and (2), the frequency of contacts. Which one to choose de-
pends on the scenario at hand: including only the most recent contacts as links
is particularly well suited for scenarios which are strongly dynamic (since in-
formation is aged quickly), whereas connecting only the pairs with the most
frequent contacts is better suited for scenarios in which the core of the con-
tact graph is rather static. By varying the graph density, we have found that
there is an optimal aggregation density for each simulated scenario and link
quality metric. If not operated within a window of suitable densities, routing
performance degrades rapidly, as can be seen in Figure 6.1 where the message
delivery ratio at different contact graph densities is shown.

In Chapter 2 we have determined this optimal density offline (by simu-
lating recorded contact traces) for different scenarios. However, in a real net-
work, the nodes need to construct the contact graph online (with local knowl-
edge and in real time), as they observe contacts. Thus, in Chapter 3, we have
proposed an online algorithm for the nodes to determine the desired aggrega-
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tion density. Our algorithm is based on the assumption that a node meets two
classes of peers as it moves around: regular peers, which it sees frequently
and shares many neighbors with (e.g., people in the social community of the
device carrier) and random peers, which are met by chance and with which
it does not share many connections. Ideally, the contact graph includes links
between all regular peers and no links between random peers. To find this
ideal contact graph, we rely on the following observation about the similarity
– the number of common neighbors – of a node to its regular and random
peers. If the graph is too sparse (i.e., the density too low), not all regular peers
are connected by a link. Thus, in this case, a node will only meet nodes with
low similarity, whether they are in fact regular or random peers. In the other
extreme, if the graph is too dense, even many random peers are connected by
a link. In this case, even random peers will have many shared neighbors and
a node will only meet peers with high similarity. In between these extremes,
lies the density at which we can distinguish the two classes of peers: regular
peers with many shared neighbors (in the contact graph) and random peers
with only few shared neighbors. To find that “happy medium”, the node ex-
amines the contact graph at different densities by creating different instances
of the graph, pruning it with different thresholds on the link strengths. In our
algorithm, each node maintains a set of observed similarity values for each
density under test. For each of these sets it applies a clustering algorithm to
group the similarity values into two classes. The set for which the two clus-
ters are best distinguishable corresponds to the best density since it means that
regular and random peers have clearly distinguishable similarity values. We
have used two techniques to measure how distinguishable similarity values
are: (1) the centroid distance of a 2-means clustering and (2), the algebraic
connectivity of the similarity matrix. Choosing the density is regularly re-
peated in order to adapt to modifying circumstances. Using the contact graph
created with this algorithm for the SimBet and Bubble Rap routing protocols,
we have shown that they perform close to what is possible with the optimal,
offline determined density.

Contact Graph Analysis and Modeling

In order to design efficient contact graph based algorithms and protocols, we
need a thorough understanding of the properties of contact graphs. To this
end, we have analyzed contact graphs derived from four mobility traces of
various origins (Bluetooth [3], WiFi access point associations [4, 5] and self-
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Figure 6.2: Example of a contact graph (from the DART trace).

reported checkins) and various scales (∼ 100 to ∼ 1000 nodes) in Chapter 4.
Based on this analysis, we have drawn conclusions for the design of oppor-
tunistic networking solutions. First, we found that across all scenarios, the
“core” of strong ties in a contact graph manifest small world properties, that
is, small average shortest path length. Short path lengths in the core (the sub-
set of edges which are strong ties) is an important indicator that opportunistic
networks can potentially achieve short delays. However, for these short delays
to be achievable, they must also be discoverable by a routing protocol. For the
paths to be discoverable, it is important that the strong edges are not randomly
distributed among nodes. In the example contact graph shown in Figure 6.2
(where the nodes are colored according to their community membership),
we can see that connections are by no means random, but nodes are largely
clustered in groups. Indeed, we have measured high clustering coefficients
across all scenarios, which confirms this visual impression. Such structure in
the strong links of the contact graph implies that suitable routing algorithms

Crawled from http://gowalla.com
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are, in fact, able to identify short paths with small delays. Further, we found
high modularity in all contact graphs (i.e., strongly connected sub-groups),
a second property which is typically observed in social networks. However,
degree and weight distributions show that communities are not homogenous
entities. Instead, they themselves have intricate structures which implies that
intra-community routing is necessary.

The contact graph of a scenario reflects properties of mobility, which im-
pact the performance of processes (e.g., routing) running in an opportunis-
tic network. For example, bottlenecks between weakly connected groups of
nodes are reflected in small cuts (small number and weight of links) between
communities in the contact graph. Since the performance of new algorithms
and protocols is predominantly evaluated using simulations with synthetic
mobility, it is important to have mobility models which accurately reflect the
social structure of real contact graphs. In Chapter 5 we have compared contact
graphs from measured contact traces to contact graphs obtained from state-
of-the-art synthetic mobility models. For this comparison we have used three
mobility models, all of which claim to realistically reproduce community be-
havior. Two models, TVCM [6] and SLAW [7], are location-driven (i.e., they
create social structures by making nodes visit specific locations). The third
one, HCMM [8], is explicitly social-network-driven(i.e., the social network
of the nodes is given as an input to the mobility generator). We have used
the respective parameters of each model to tune them, to reproduce structural
properties, such as community size distribution and modularity (a metric for
how strongly connected communities are internally), observed in the mea-
sured traces. This analysis has shown that at least two of the models (HCMM
and TVCM) are able to reproduce these basic metrics, as well as some more
complicated properties of contact graphs, such as skewed distributions of tie
strengths within a community.

However, all the models fail to realistically reproduce what happens be-
tween communities. In measured contact graphs, communities are often con-
nected by very “narrow” interfaces: large shares of tie strength is concentrated
in very few links (we have termed these bridging links). In synthetic mobil-
ity models on the other hand, interfaces are much “broader”: the tie strength
between two communities is often concentrated on few nodes which create
many links between the communities (we have termed these bridging nodes).
Note that whether two communities are connected by a narrow or a broad in-
terface has important implications, for example, for resilience of the network,
energy consumption of the nodes involved in bridging the communities and
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routing information between the communities.
Digging into the reason for this difference, we observed that, in synthetic

mobility models, two communities are typically bridged when a node from
one community visits the location of another community – a process which
creates many links between the one node and all nodes of the other commu-
nity. In reality, there is a second process that bridges two communities: two
(or more) members of different communities socialize outside the context and
location of their communities (e.g., in a bar or restaurant). Analyzing the lo-
cation and context of contacts, we were able to show in measured traces that,
indeed, the contacts creating narrow community interfaces happen outside the
set of locations where a community usually meets, while contacts leading to
broad interfaces happen within those locations.

To align synthetic with real mobility, we have proposed the social overlay,
a model where cliques of nodes meet outside their respective home commu-
nities. The social overlay is a hypergraph (a generalization of a graph where
an edge can connect an arbitrary number of nodes), which assigns the nodes
to hyperedges, that represent groups socializing outside their respective nor-
mal community. We have used a random hypergraph model and calibrated
it to reproduce realistic edge cardinality distribution (distribution of number
of “members” of an edge, for which we found a geometric distribution in
the traces) and distribution of node degree (number of edges a node is part
of, which is geometrically distributed as well). We have applied the social
overlay to two models, HCMM and TVCM, and showed in simulations that
these extensions called HCMM:SO and TVCM:SO are indeed able to create
realistic interfaces between communities, while qualitatively maintaining the
properties (such as inter-contact time and contact duration distribution) of the
original models. To the best of our knowledge, these are the first models that
connect communities in a realistic way.

We believe that these contributions pave the way to understanding the
structure in wireless contacts, modeling it, and exploiting it to design efficient
solutions for opportunistic networking.

6.1 Remaining Issues and Future Work

There are various directions for future research related to this dissertation.
These include, among others, how the contact graph can be used for solu-
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tions beyond routing, how the contact graph could be used for other mobility
scenarios (from disaster mobility to vehicular or wildlife networks and even
controlled mobility). After discussing these below, we conclude by briefly
touching on other technical and non-technical issues to be solved, in order to
make social opportunistic networks a reality.

Beyond routing

In this dissertation, we have mainly used unicast routing as an example of
contact graph based solutions to opportunistic networking problems. Yet, the
contact graph can help solve other problems in opportunistic networks as
well.

Generalizing from unicast to other forms of routing, the contact graph can
improve *-cast routing (multicast, broadcast, anycast, etc.) [9]. For example,
in dissemination applications such as PodNet [10], where content is multi-
casted to all subscribers of a channel, information about the social structure
could help bridge bottlenecks between communities or allocate buffer space
such that all communities are served. In general, information about the so-
cial structure can be beneficial for resource allocation (e.g., allocating buffer
space for content to be served within a community).

Another problem where the contact graph can be of use is the establish-
ment of trust and reputation [11]. To which extent a strong mobility tie relates
to trust and how the structure of the contact graph correlates with the structure
of the trust network could be an interesting topic of research.

Scenario specific mobility

To ensure that the results of our analyses are as general as possible, we have
used various mobility traces and models. However, the traces all originate
from campus and city scenarios, and the models are designed based on obser-
vations of mobility of similar nature. Yet in some scenarios which motivate
opportunistic network research – in particular disasters and remote regions –
mobility may differ from these scenarios. Especially, for the case of natural
disasters, it is very difficult to foresee how mobility is structured.

There are currently no publicly available traces reflecting disaster mobil-
ity, from which we could gain concrete insights. Hence, we can only specu-
late about similarities and differences between mobility in disaster scenarios
and the traces we use for our analysis. On the one hand, mobility patterns
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may differ considerably in a disaster scenario (see e.g., [12] where post dis-
aster mobility is modelled by different roles such as civilian, police) due to
the special circumstances. On the other hand, one could argue that, since we
spend most of our time in our social circles, it is likely that at the time of a
disaster we are with one of our communities. It seems unlikely that people
leave their social circles in the dangerous and chaotic aftermath of a disaster.
Thus, it could happen that the usual communities are preserved.

Applying the analysis techniques we have used in Chapter 4 to appropri-
ate datasets of disaster mobility and confirming or refuting such hypothesis
would be very desirable. Furthermore, it would be interesting to test to which
extent mobility models, as we have used them in Chapter 5, are able to reflect
disaster mobility (provided appropriate settings of their parameters). Inves-
tigating whether the contact aggregation algorithm presented in Chapter 3
works also in disaster scenarios, i.e., whether the assumptions we make about
regular and random neighbors still holds in such a scenario, could also be an
interesting direction of future research. If the techniques are applied to disas-
ter mobility, appropriate tie strength metrics and parameters should be found
to adapt the contact graph quickly when a disaster strikes.

Beyond smart phone based opportunistic networks

In this dissertation, we discussed opportunistic networks formed by human-
carried devices, for which the motivation of representing the network as a
contact graph stems from the social behavior of people. Yet, an open question
is to which extent and with which modifications this approach could also im-
prove other types of opportunistic networks such as wildlife networks [13,14],
vehicular networks [15] or networks based on public transport [16]. Without
measuring contacts for such networks, we can at best speculate about similar-
ities and differences in the social structure.

For animal networks, the similarity of social behavior between humans
and animals may lead to similar social structure as we have observed it in
human networks. In particular, we can assume that contacts between animals
are structured in communities (according to the social structure of families,
herds, flocks, etc. of various species) as well. Yet, there may be also differ-
ences. For example, humans are typically members of several communities,
whereas this may be true to a smaller extent for animals. Such a difference
could influence the bridging properties between communities.

In the case of vehicular networks, the structure is certainly influenced by
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the people driving the cars. However, there may be an important difference:
while the social contact network of humans is, to a large extent, influenced
by the contacts happening while we stay at the locations of our communities
(home, work, etc.), the network of cars may rather be influenced by the tran-
sitions among these locations (driving from home to work and vice versa).
During the stay at these locations (where the car is parked), the car may not
be part of the network since it is not occupied. To which extent this makes the
network more random or imposes a different structure would be interesting to
observe.

Potentially even more different is the network of public transport, de-
signed to efficiently transport a large number of people with different needs.
Often, public transport is organized hierarchically, with local transport being
responsible for collecting and distributing people and hubs being responsible
for long and fast travel. The question of how such structures translate into
network structures would be interesting to answer with measured contacts.

Controlled mobility

Yet another open question is how to best move nodes – for example in cyber-
physical systems – in order to obtain a contact graph which is beneficial for
solving a certain problem. Given a goal (e.g., to collect information from
uniformly-distributed locations and to transport the information to a sink),
how should the nodes move in order to create suitable contact structures?
While the exact structure may depend on the problem at hand, there may
be generic structures (such as the hierarchical structure of the public trans-
port network) useful for most problems. Investigating such scenarios from
the contact graph perspective would be an interesting direction of research.

Mobility and traffic

Beyond realistic mobility, realistic traffic models should be considered when
designing and evaluating opportunistic networks. To date, due to the lack of
practical experience with traffic in opportunistic networks, this issue is often
neglected and proposed protocols are evaluated with random traffic, not ac-
counting for node heterogeneity. In [17], we argue that traffic in future oppor-
tunistic networks may be similar to traffic in today’s online social networks
(Facebook, Twitter). Our analysis [17] shows that mobility, communication
and social relations are strongly correlated in these platforms (e.g., nodes
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who meet are much more likely to communicate than nodes without meet-
ings). In fact, the social graph, communication graph and contact graph show
very similar structure. Incorporating this correlation into traffic models would
lead to more realistic performance evaluation and better systems.

Putting opportunistic networks in practice

Given the large amount of research that has been done in the field, one might
ask why opportunistic networks have not been deployed at scale. One main
problem that hindered deployment so far lies at a very low level: simple con-
nectivity of two devices. Despite ad hoc technology (Bluetooth, WiFi Direct)
being available in practically all modern smart phones, it is poorly supported
by today’s mobile operating systems (Android, iOS). While the mobile phone
users can manually connect two devices, the operating systems do not support
scanning and connecting as a permanent background task. To overcome these
practical limitations solutions have been proposed, e.g. in [18], but are not
(yet) widely adopted. Such solutions let devices connected to the same public
WiFi access point connect to each other. In case no suitable access point is
in reach, they also automatically enable the access point mode on phones, so
that subsequently met devices can connect.

Yet, to overcome the poor support for ad hoc connectivity, the most promis-
ing solution would be of non-technical nature. Raising awareness about op-
portunistic networking solutions for disaster relief should motivate policy
makers to put pressure on device manufacturers and operating systems de-
velopers to provide better support for ad hoc connectivity and make a new
generation of “disaster-ready” mobile devices.
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Twitter in disaster mode: Opportunistic
communication and distribution of sensor data in
emergencies

T. Hossmann, F. Legendre, P. Carta, P. Gunningberg, and C. Rohner
ExtremeCom 2011 - The Amazon Expedition, 2011

To demonstrate the usefulness of opportunistic communication for disas-
ter relief, we have implemented Twimight, a Twitter client for Android mo-
bile phones. In normal operation (see Figure A.1a), Twimight uses the Twitter
API to let the user login to their Twitter account, show and post tweets and
use all the usual Twitter functionality (hash tags, re-tweets, favorites, direct
messages, etc.). When the infrastructure network is unavailable, the user can
enable the disaster mode in the settings of the application (see Figure A.1b).

Once in disaster mode, newly entered tweets have the special status of
“disaster tweets” (see Figure A.1c) and are spread opportunistically from
phone to phone using Bluetooth. In the current implementation, Twimight
uses simple epidemic spreading of tweets and direct messages. To avoid con-
gestion, old messages are dropped (using a simple FIFO strategy). As an ad-
ditional mechanism, a user can put an older tweet back on top of the buffer
by re-tweeting it. Thus, we use the simple but versatile Twitter feature of re-
tweeting to collaboratively keep important news in the buffer. However, in the
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(a) Normal mode (b) Settings (c) Disaster mode

Figure A.1: Twimight normal and disaster mode.

future we plan to implement smarter, contact graph and interest graph based
dissemination strategies for unicast routing of direct messages and searches
using hash tags.

To make Twimight even more useful in disaster situations, a plugin al-
lows to automatically tweet information about the user location, activity (still,
walking, running) and environment (silent, conversation, etc.). To infer these,
the plugin uses the mobile phone’s sensors (GPS, accelerometer, microphone).

When moving from normal to the distributed disaster operations, authen-
tication and integrity and confidentiality of tweets and direct messages can
no longer be ensured by Twitter. Thus, we have implement our own secu-
rity mechanisms. Since we are dealing with a hybrid network (centralized
and distributed), we can make use of the normal operation to prepare all the
cryptographic means required once connectivity is lost. To this end, we have
implemented the Twimight server, a PKI that issues certificates to the clients
keys and distributes the public keys to potential message senders. These are
then used to sign disaster tweets and to encrypt direct messages.

Twimight is an open source project, the code can be found at
http://code.google.com/p/twimight/.
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Collection and analysis of multi-dimensional
network data for opportunistic networking
research

T. Hossmann, G. Nomikos, T. Spyropoulos, and F. Legendre
Elsevier Computer Communications, 2012

While we have studied the contact graph (who meets whom) extensively,
other aspects of social relations matter as well for the design and evaluation
of opportunistic networks. In particular, we want to analyze the relation of
the contact graph to the social network (who knows whom – this is relevant
for establishing trust) and the network of communication (who communicates
with whom – relevant for example for routing). Due to a lack of good datasets,
the interplay of these three aspects to each other has not been extensively
studied in the field of opportunistic networking.

In this paper, we analyze two datasets. The first dataset we have collected
in an experiment called Stumbl. Using the Facebook API we have imple-
mented an application for Facebook which asks the users every day how of-
ten and for how long they meet their Facebook friends. Together with the
social network of friends in Facebook and communication events (wall posts,
likes, etc.) among them, we have information about all three dimensions of
relations.

The second dataset originates from two online social networks, Gowalla
and Twitter. Using their respective APIs, we have crawled publicly available
data about co-location (Gowalla checkins at the same time to the same place),
social ties (Gowalla friendships) and communication ties (on Twitter), for the
same set of nodes.

In our analysis we found that in both datasets, all three dimension are
tightly coupled. We have used metrics from complex network analysis to
show that the structure of the social, meeting and communication graphs man-
ifest very similar structure. Not only do they all show small-world properties
(short average path lengths and high clustering), but the nodes play similar
roles across tie type: the hubs of one dimension are also hubs in the other
dimension, and the communities of one dimension are also communities in
the other dimension.
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