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Abstract. For software development, testing is still the primary choice
for investigating the correctness of a system. Automated testing is of ut-
most importance to support continuous integration and regression tests
on actual hardware. For embedded systems, power consumption is a chief
performance metric, which is tightly coupled to the hardware used and
the software exploiting low power modes. Automated testing of power
consumption requires to investigate its conformance to a specification.
We employ timed automata for specifying the expected behavior of a
real sensor node application, as well as for describing the power measure-
ments obtained from its real-world implementation. Introducing compu-
tational optimizations, the presented approach allows to utilize standard
model checkers for automated conformance testing of modeled systems
and monitored power consumption of their implementations.

1 Introduction

This paper aims to develop a methodology for utilizing non-intrusive power
measurements of low-power embedded systems to reason about their correct-
ness. In the following, employed measurements are referred to as power traces,
i. e., as timed traces [1] annotated with power measurements. Visual inspection
of power traces or reference measurement-based methods are not suitable for
the large amount of tests required for analyzing the various properties of soft-
ware on several hardware platforms or in different test environments. Rather
we aim at employing formal methods for an automated approach. However, we
have to consider two challenges which often hamper exhaustive verification, if
not making it infeasible in practice: (1) formal verification may suffer from the
state space explosion problem and (2) power consumption of a system is a non-
functional property with intrinsic uncertainty of measurements, i. e., variance in
power consumption of hardware components, e. g., due to noise. Nevertheless
formal methods support an expressive, concise and often compositional formu-
lation of expected system behaviors. In this paper we employ timed automata
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for specifying a sensor node application and cross-check it with power traces
obtained from a real-world implementation of the modeled system. Overall this
targets to verify the conformance of a real system and its expected behavior
by using standard model checkers. In case of a fail of such conformance tests,
a diagnostic (debugging) trace is presented to the test engineer, who needs to
determine whether the error is due to an implementation flaw or a modeling
error in the specified expected behavior. Errors in the latter are exploited for
incremental improvements on the model of expected behavior and refine the
understanding of the actual system.

The main objective of the here presented methodology is to non-intrusively
detect implementation errors within the running system’s hard- and software by
exploiting power measurements. However, especially when it comes to embedded
system this is challenging:
– The concrete state of the system is hidden, often it can solely be guessed,

e. g., that all components are switched off.
– The individual hardware components have different power modi, but it is

only the sum of the individual power consumptions which can be measured.
– Hardware components have differing non-functional properties, e. g., power

consumption depends on manufacturing or environmental conditions.
– Power consumption is continuous and closely coupled to interaction with the

environment, e. g., if there is communication with neighboring sensor nodes.
– Power measurements and the complexity of a system yields a high-degree of

non-determinism, ruling out a comparison of pre-defined power traces and
scenarios with the actual power consumption measured over time.

– Measurements are subject of uncertainty and measurement inaccuracy.
Our ultimate goal is to investigate the conformance between a power trace of
a wireless sensor network application running on actual hardware and a speci-
fication of the expected behavior of the system. We exploit timed automata [2]
for the power measurements and the specification and utilize a standard model
checker for proving conformance, namely Uppaal [1]. To this end, the main con-
tribution of this work can be summarized as follows:
– We demonstrate the feasibility of conformance tests of power measurements

of an embedded system, e. g., a sensor node running a standard wireless sen-
sor network (WSN) application [3], to a specification of its assumed behavior.

– We present our timed automata-based approach, which allows for automat-
ing the conformance test.

– We discuss optimizations towards computational efficiency which is required
when dealing with realistic scenarios as described in our case study.

2 Main ideas

Power Trace Testing (PTT) as presented in this paper is the first approach to
exploit physical attributes for testing the conformance of an embedded system
implementation to a specification of its assumed behavior. In the following we
outline the main ideas and mechanisms, which allow for fully automatizing the
proposed procedure.
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Fig. 1. Power Trace based Testing overview

Figure 1 provides an overview of PTT. It requires a formal model of the actually
monitored power consumption and of the system. The system to be analyzed
consists of its physical realization and embedding (lower left) and a specification
of the assumed behavior (lower right). From the system’s implementation we can
obtain measurements describing its power consumption over time, which can be
automatically transformed into a formal model (left part) PT . Analogously, the
specification of the assumed behavior can be formalized, yielding the system
model (right part) Sys. Rather than a specification defined at design time, the
formal model of the system specifies the behavior of the system as it is assumed
by the design or test engineer. Investigating whether an execution of the system’s
implementation complies to this formal specification requires to check if the
monitored power trace (PT) is a valid behavior included in the system model.
Hence, a joint analysis on the combined models is carried out which allows for
testing the conformance between power trace and modeled behavior.

2.1 Foundations

In general, an embedded system including its power consumption is a hybrid
system. The power consumption constitutes the continuous behavior and the
discrete behavior are state transitions of hardware (HW) and software (SW).
HW and SW additionally include timing constraints for individual states. Dif-
ferent to hybrid systems, power consumption cannot be simply described by
single trajectories as their descriptions need to include state-dependent vari-
ances. These variances are introduced by noise inherent in measurements and
HW variances imposed by manufacturing and environmental conditions. Hence,
expected power consumption of HW modes is better specified by bounded in-
tervals rather than single values. We propose the usage of timed automata (TA)
[2] extended with data variables [1] mainly for the following reasons:
– Reachability on timed automata is decidable,



– Mature tools for timed automata verification are available and
– Data variable annotations on locations allow a straight-forward formulation

of upper and lower bounds on power consumption.

In the following we detail on the employed models and their composition for
executing the conformance test on the basis of a reachability query.

System model For structuring the system model Sys, we assume that it consists
of a HW-oriented specification, capturing all states with varying power consump-
tions and a SW-oriented specification including the SW running on the target
system and a specification of the system environment and specific tests. By com-
position of these models, we obtain a system model which describes all possible
runs of the system under test. This includes the required timing behavior and
the power consumption in different system states.
1. The HW-oriented parts of the model capture the essential states of the HW

including the power consumption bounds of different operational modi and
physical timing attributes. It may also include the associated low-level SW,
e. g., HW component drivers, which refines the HW-oriented model by defin-
ing specific HW sequences and corresponding timing behavior. Our compo-
sitional modeling style supports a partitioning of the HW according to its
different physical and low-level, logical units, e. g., by separately modeling a
radio component and the microcontroller as described in the case study. In
the following we denote such components, the corresponding TA respectively,
as HW modules.

2. For the SW-oriented models, one approach would be to split the correspond-
ing specification into SW automata that capture the behavior of different
logical units of an application running on a target platform and into envi-
ronment automata that capture the test specification and the behavior of the
system environment. However, this strategy may result in a highly complex
system model, the size of which hampers an efficient analysis. Therefore, we
advocate the usage of a SW model which integrates the environment and
the test specification in form of dedicated testcases. Employing testcase au-
tomata yields the advantage that one may restrict reachability to a subset
of locations of the SW automata, yielding a lower complexity of the system
model. It additionally tightens the specification of the expected behavior,
i. e., it reduces the possible behaviors of the system. As an example the
timed automaton in Fig. 7 models the application’s communication require-
ments to periodically turn on the radio for sending, receiving and otherwise,
listen on its radio channel. For a testcase which does not allow for sending
nor receiving as shown in Fig. 2, this reduces the SW automaton to mere
wake-ups and hence can detect excessive radio on-time.

HW modules and SW automata cooperate by synchronizing over dedicated tran-
sitions.

Power Trace model The core of our approach is the automatic generation of
a timed automaton PT from a time series of power measurements. The mea-
surement instrument provides a time series of discrete samples at equidistant



sample points. This time series can be converted into a state-based representa-
tion (cf. Sec. 2.4), i. e., a sequential timed automaton where sequential denotes
that the model solely provides a single (timed) path of transitions leading from
the initial to a terminal location.

Testing for conformance As pointed out above Sys is modeled as a network of
co-operating timed automata extended with data variables. We define allowed
power consumption for each component in Sys as an interval hs = [hlow

s , hup
s ]

using variables for the lower and the upper bound. Power consumption and hence
power bounds of the composed overall system Sys are the additive composition
of the lower and upper bounds of the individual components (cf. Sec. 2.3 for
details). For carrying out the conformance test, we jointly execute PT and Sys,
where power measurements are introduced in PT using a variable, p. Hence,
location changes within the concurrently executed PT and Sys model are only
possible as long as the value of p complies with the upper and lower bound of
the composed overall system Sys. This is achieved by making variable p global
and employing location invariants for the HW modules of Sys. With respect to
the semantics of Uppaal’s timed safety automata [1] this yields the following
possibilities for the overall system to evolve:

1. The current system state accepts the current power consumption as defined
by p, i. e., all location invariants are satisfied.

2. The set of potential target locations, connected to the currently held lo-
cations by an enabled transition, satisfy the current power consumption.
Non-deterministically any TA of Sys may move to such a location. It is in-
teresting to note, that this “unconstrained concurrency” is the reason that
we do not employ synchronization for composing PT and Sys. Consequently
Sys may freely change locations as long as the power consumption invariant
holds.

3. The measured power consumption changes, which is implemented by enforc-
ing a respective transition within TA PT and thereby updating p.
(a) Either the invariants of the currently held locations are still valid, i. e., the

HW modules reside in locations which conform to the update in power
consumption.

(b) Or a change of p would violate at least one location invariant of Sys, for-
bidding the execution of the respective transition within PT . For avoid-
ing a deadlock HW modules make use of update locations which we
implement with Uppaal’s urgent locations (cf. Fig. 6), where no time is
allowed to pass. While being in an update location and experiencing an
update of p, i. e., a change in location in PT , the respective HW module
may traverse to the next location, as long as the invariant of the target
location is satisfied. Otherwise the overall system deadlocks which is ei-
ther imposed by preventing PT from executing its next transition or by
Sys being trapped in an update location.

This allows for executing a reachability analysis on the composed overall model
(PT ||Sys), where we check for the reachability of the terminal location of PT.
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Fig. 2. Harvester PT: (Large Peaks): Periodic wake-up of the radio every 1000 binary-
ms listening for ongoing traffic. (Small Peaks): Timer interrupts.

A negative outcome may imply typical design and implementation flaws, but it
can also be due to misconceptions in the modeled behavior. For negative answers
model checkers commonly provide the fastest or shortest counterexample. How-
ever, in case of the Power Trace Testing we are interested in counterexamples of
maximal length w. r. t. PT . Such a counterexample represents the longest execu-
tion path that does not lead to an inconsistency between the system specification
and the power measurements. This means all previous power measurements are
explained by specified states, so the error most probably happened after this ex-
ecution as exemplified in the testcases in Sec. 3.4. A possible method to receive
this information is to first label the locations of PT , and subsequently repeat-
edly check for the reachability of a state carrying the label of the next location
utilizing some search strategy such as binary search.

2.2 Computational efficiency
In order to apply PTT to realistic scenarios, techniques need to be devised that
allow for reasonable computational effort. The complexity of PTT is caused by
the solution of the underlying reachability problem and is sensitive to the size
of the input model, especially of PT . The following techniques and assumptions
help to reduce the complexity:

(A) Distinguishable consumers. Each power measurement in a power trace
describes the power consumption of several individual components. If each indi-
vidual component has a comparable power contribution, the PT values cannot
be directly associated with the internal states of the system. Hence, the num-
ber of paths that need to be considered in the reachability analysis increases,
as more locations must be considered as potential target locations. This is due
to the fact that the power consumption of the composed model is the sum of
the individual contributions of each component. In heterogeneous embedded sys-
tems such as wireless sensor nodes, there are very often components with vastly
different power consumptions: The radio in a sensor node consumes an order of
magnitude more power than the microprocessor. This is exploited in our radio
models where the characteristic power-on pattern (cf. Fig. 5 (left)) allows for
exposing internal state. Note that this is not an inherent feature of our approach
but rather a characteristic of a given class of systems the considered sensor nodes
are a part of.

(B) Annotating the PT. A system residing for most of its lifetime in a
dedicated lower-power state provides a dedicated system state, which we can



use for annotating the PT. In addition, further measurements, e. g., externally
accessible input/output signals, may be used to restrict the set of potential
system states. This information can either be collected in an additional timed
trace or to directly annotate the PT. The size of the composed timed automata
models is dominated by the PT model. The size of a measured power trace is
prohibitive as (a) typical lab instruments provide a resolution in the order of
microseconds (us) down to nanoseconds (ns), (b) the measurement noise leads
to frequent changes of the power level which leads to frequent state transitions.
As a result, compressing millions of data points into a processable number of
locations in PT is substantial for utilizing a standard model checker. In order
to reduce the number of locations in the sequential PT, we segment the value
range of power measurements into intervals and use for representation only the
average value of the interval in which a particular measurement is included.
We show a technique for minimizing such an interval-based representation in
Sec. 2.3. An additional benefit is that consecutive readings inside an interval can
be represented by a single power consumption value and the number of readings.
We refer to these 2-tuples of value representation and according duration as
power locations. Each power location creates one location in PT , where the power
consumption annotation is assigned on its entering transition. The duration is
annotated by clock invariants on the location and its exit transition. An example
is shown in Fig. 4, where the first power location holds a value of 100uA for 70
consecutive samples, i. e., 1.4ms.

2.3 Bounded power consumption of composed HW modes
We annotate each HW mode with an interval in order to allow for variances
in power consumption. Each location of a TA modeling some HW component is
associated with a respective interval. The intervals of TA j build a a set of power
intervals Hj with members Hj,k := [hlow

j,k , hup
j,k], where k is the index of the respec-

tive component-local interval. When executing the network of TA describing the
HW of a system, the overall system state must be annotated with its power con-
sumption interval. This is achieved by summing over the upper and lower bounds
of the locations currently held by the composed system. As an example, in our
case study we compose two concurrent components, a microcontroller and a radio
component. Additive composition for these two components is straightforward,
e.g. in case of the two modules we have: H1,j +H2,k := [hlow

1,j +hlow
2,k , hup

1,j +hup
2,k],

where j and k are the indices of the power intervals to be composed. This is used
in our case study for a sensor node with two components, a radio and a micro-
controller as depicted in the invariant function in the upper left of Fig. 6. Since
bounds are additively composed, power intervals may not be disjoint. Hence,
the number of power intervals is bounded by the product of the cardinality of
each component model: nHW ≤

∏
1≤j≤ncomp

|Hj |, where ncomp is the number
of HW-modules, or TAs respectively, to be composed. The intervals need to be
determined before generating the PT automaton. The intervals and in partic-
ular their bounds are an input to Alg. 1 (GCI), which generates PT from the
measurements. For keeping the number of power intervals as small as possible
we exploit the concept of greatest common intervals (GCIs) [5], whereby a set of
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non-disjoint intervals is transformed into a (minimal size) set of disjoint intervals.
Fig. 3 exemplifies the procedure when transforming a non-disjoint partitioning of
a finite domain into a disjoint partitioning by introducing GCIs. The (possibly)
non-disjoint power intervals are indicated by solid lines, i. e., in the left picture
we have a single power interval hHW,1, and two non-disjoint power intervals
in the middle and right part. By introducing a set of GCIs we can transform
the non-disjoint into a disjoint partitioning, where the GCIs are indicated by
dashed lines; superscripts and iteration variable i refer to the number of added
power intervals. As exemplified by Fig. 3 and easily proven by induction the
number of GCIs is bounded by 2nHW + 1. If we further consider the number of
boundary coincidences ncoinc, which can be determined by simply counting the
number of coincidences in power interval boundaries, we can refine the bound
to 2nHW + 1− ncoinc.
Power measurements are in principle samples from a continuous domain but
analog-to-digital conversion of measurement equipment provide a discrete rep-
resentation. This results in a transformation of the obtained measurements, re-
sulting in a granularity of step-width δ and yielding a finite discrete domain D
for the power values (D ⊂ N0), where the introduced power intervals need to
respect this, i.e. hlow

j,k = u · δ and hup
j,k = v · δ, for some u, v ∈ D : u < v and the

chosen step-width δ. Power intervals and δ typically have a unit such as mW ,
but we can safely abstract from this, justified by a consistent transformation of
power intervals bounds and obtained measurements.
As shown in our case study, we can significantly reduce the size of the repre-
sentation of a power trace utilizing a GCI-based interval approach. Table 1 in
Sec. 3.4 shows the significant difference to a simple segmentation representation
using discrete steps with δ = 100 and D = {x : x ∈ N ∧ 0 ≤ x ≤ 30000} (in
uA)), which results in significantly larger models (3 to 6.7-times larger).

2.4 Power trace automaton PT

In order to decrease variance introduced by noise, we perform moving average
filtering.1 The techniques described in Section 2.2 and 2.3 have been used to
construct PT from the filtered samples. In particular, the mentioned abstrac-
tion mechanisms allow for reducing the complexity of a trace, which compresses
1 The moving average filter is optimal for reducing random noise yet maintaing sharp

step responses. The parameterization of a window of 16 consecutive samples is chosen
based on the ratio of hardware operation lengths to the short sample time of 20 us.



millions of data points into a processable number of locations. For automat-
ing this procedure we employ the following algorithm, which creates a list of
power locations given the measurement samples and the GCI boundaries dis-
cussed in Sec. 2.3. Each power location, consisting of the value representation

Algorithm 1 Generating power trace automaton PT
powerV alue, crrV alue← 0, crrDuration← 0, powerLocations = [], j ← 0
for all measurements m do

i← 0
while m > GCI[i] do

i← i + 1
end while
powerV alue← 0.5 · (GCI[i] + GCI[i− 1])
if j == 0 then

crrV alue← powerV alue
end if
if crrV alue == powerV alue then

crrDuration← crrDuration + 1
else

powerLocations[j] = newpowerLocation(crrV alue, crrDuration)
crrV alue← powerV alue, crrDuration← 1, j ← j + 1

end if
end for

(crrV alue) and its duration (crrDuration) yields a location of PT . The array
of power locations is added to a given Uppaal model using ruby and REXML.
For exemplification please refer to Fig. 4.

y<=0 y<=70 y<=117y==0

crrValue=100, y=0, stateTrace = 0

y==70

crrValue=100, y=0, stateTrace = 1

y==117

crrValue=200, y=0, stateTrace = 2

Fig. 4. Extracted example trace. Current draw in uA, clock ticks represent 20 us.

3 A sensor node case study
In this case study, we consider a typical wireless sensor node, a Tmote Sky, fea-
turing a TI MSP430 low power microcontroller and a packet-based, TI CC2420
radio. We choose a standard WSN application, Harvester [3], which collects data
from individual sensor nodes to one or more data sinks for monitoring. Harvester
is an open-source project running on the TinyOS 2 operating system. Harvester
is based on the standard TinyOS multi-hop routing protocol and an adapted,
synchronized Low Power Listening (LPL) MAC protocol.

3.1 Experimental setup
In this paper we use a simplified version of Harvester, which does not use the
analog-to-digital converter to read sensor values but simply sends a given value
periodically. Thus we can reduce the components modeled to the two main con-
tributors, the microcontroller and the radio. Other components such as LEDs,



sensors or the external flash are persistently powered off and are not included
within the analysis. In our tests the power consumption of a sensor node is
monitored by the voltage drop across a MHP201R0F 1Ω (±1% tolerance) shunt
resistor measured by a digital multimeter (Agilent 34411A). We measure cur-
rent consumption under a constant supply voltage and use current draw and
power consumption interchangeably in the following. A node is monitored for 20
sec, due to the limited storage depth of samples by the multimeter at 106 data
points. A series of measurements is presented in Fig. 2. As can be seen from
these wake-ups, Harvester is configured with a wake-up period of 1000 binary
ms or approximately 0.977s.

3.2 Modeling the Harvester
We model the Harvester as networks of timed automata and use reachability
queries in (T)CTL as accepted by Uppaal. The Harvester is a complex system
running an intricate SW stack on top of a heterogeneous embedded system. We
manage the complexity of the system through an abstract representation of ex-
pected behavior and component decomposition. In particular, we differentiate
between HW-oriented models capturing the low-level behavior of individual HW
components and the corresponding low-level SW, SW-oriented models, repre-
senting the application-level SW as well as the environment and testcase. Note
that there is no claim on the soundness of abstraction and decomposition. As
previously described, our system model is not a formal specification, but rather
a specification of assumed behavior which is itself subject to refinements or im-
provements as pointed out in the previous section.

Modeling the hardware The sensor node HW is modeled as a network of
timed automata. Each location in a HW component automaton has associated
power bounds. Power consumption values for annotating the power bounds of the
timed automata are based either on the data-sheet provided by the manufacturer
or on characterization measurements. The system power consumption is the sum
of the individual contributions as shown in the invariant in the upper left of
Fig. 6.

For the analysis of the Harvester, we need to model the microcontroller and
the radio focussing on their power modi aspects to distinguish whether they are
performing work, are idle or are powered off. The microcontroller has three loca-
tions: a low power location (OFF and LP), which represents the processor turned
off or in one of the MSP430 low power modes (lpm1-4). In the IDLE location,
the CPU is active and all clocks are enabled, but no computation is performed.
The ON location denotes the power consumption of the microcontroller while per-
forming computations. We refrain from timing models for the microcontroller as
transition times between the different modes are small.

Figure 6 shows the model of the CC2420 radio. On the lower left of the figure
is the initial location, which represents the radio being powered off. The lower
half of the automaton models the startup of the radio (cf. Fig. 5 (left)) until it
reaches the default power-on location to the lower right (LISTEN AND RECEIVE).The
upper half describes the power consumption during the sending of a packet. The
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bool IsInBounds(){
 if(crrValue >= RadioUp+MCUp or
    crrValue < RadioLow+MCLow)    
    return(false);
 return(true);
}

Fig. 6. Timed automaton model for the radio component (Chipcon CC2420) of the
sensor node. Current consumption in uA, clock ticks represent 20 us.

sequencing of steps in a single transmission uses a specification of the low-level
radio driver of the radio to restrict possible state sequences. The naming of the
locations is chosen accordingly: AttemptSend is the location where the clear
channel assessment is performed. ActualTransmit is the location where the
packet is transmitted, while EFD signifies a detected End Frame Delimiter, the
end of the transmission.

Modeling software In our SW model we make use of binary channels for
controlling the HW model. In Uppaal binary channels implement a rendezvous
mechanism, i. e., a sender and receiver jointly execute the respective transitions.
For exemplification one may refer to Fig. 6, where turning on and off the radio is
achieved by binary channels. Sending is indicated with a channel label followed
by an exclamation mark, e. g., the SW turns on the radio via the symbol on!
in Fig. 7. Each binary synchronization requires an enabled sender and receiver
transition, i. e., when the SW requires a transition of the radio, the receiving edge
in the radio model must be enabled. If this is not the case the respective transition
is blocked from execution due to the Uppaal synchronization semantics.

Due to the event-based, interrupt-driven nature of embedded systems, a rep-
resentation of every possible program flow is difficult and error-prone. Numer-
ous possible interleavings are incurred by SW running in a preemptable context.
Moreover, differing semantics of the operating system scheduler considering HW
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Fig. 7. Software formulation of the radio functionality

interrupts, SW interrupts and deferred procedure calls as in TinyOS 2 make a
comprehensive representation of a sensor node application impractical. Instead,
we focus on certain aspects of the system, which considerably simplifies the SW
modeling. In the following we therefore focus on the LPL MAC protocol of the
Harvester. The MAC protocol is merely dependent on the radio HW. Its simpli-
fied operations, i. e., its use of the radio HW, may be described in a declarative
way: The radio should listen to the channel every second, if it is neither receiv-
ing nor sending. The on period should maximally last for 4 ms. In any other
case, the radio should be turned off. This behavior is modeled in the automaton
illustrated in Fig. 7. It consists of four distinct locations OFF, RadioOn, Send and
Receive. When no communication is performed, the system toggles between OFF
and RadioOn which is achieved in Fig. 7 with the cycle containing the respective
locations. As the specification describes, the SW is expected to exit the OFF
mode about every second, which is modeled as an invariant on the OFF location.
Secondly, the invariant is added to have the radio in RadioOn for at most 4 ms.
Note that this cycle within Fig. 7 includes a mode switch: Strict timing require-
ments are only enforced on consecutive wake-ups. Initially and on intermediate
send and receive operations, the requirements on being turned off for most of
the period is disabled using the boolean variable initial on exiting OFF location.

The remaining part for the given SW model is dedicated to the radio’s re-
ceiving or sending. This is achieved by equipping location RadioOn with two
outgoing transitions send? and receive?. However, as enforced by Uppaal’s syn-
chronization semantics, these transition can only be executed, if the signals send!
and receive! are present. To do so one may specify some testcase automaton.
Such a testcase automaton may non-deterministically emit the required signals
or impose some restrictions on the timing. The illustrated Harvester LPL SW
model is simple due to its focus on a single functionality. Nevertheless it is a
representative example of a SW model in that it (1) defines the (de)activation of
components (on!/off! ), (2) defines a sequence of locations (e. g., OFF- RadioOn-
OFF- . . .), (3) features an additional, restrictive time bound on HW locations
(RadioOn) and (4) specifies intervals between locations.

Modeling test specifications As pointed out before we emphasize the usage
of testcase automata for reducing the set of possible behaviors. For the ’Wake-up’
testcase (cf. Fig. 5 (left)), we use an empty testcase automaton, which yields that
the LPL MAC protocol as specified in Fig. 7 is restricted to the locations IDLE



and RadioOn. This is because the SW model never receives a signal from the envi-
ronment to synchronize with. This basically models that the radio silently waits
for incoming traffic. For analyzing a complex scenario (cf. Fig. 5 (right)), where
packets are sent and received non-deterministically, we add testcase automata
for emitting the respective send! and receive! signals.

For the sake of simplicity, the HW and SW models shown exhibit a single
initial location such as the OFF location for the radio SW model (cf. Fig. 7).
In general, the PT may start at any system location and the system models
need to accommodate for this fact. A single initial location is entered, which can
unconditionally traverse to any other automaton location and setting required
context along the initial transition, e. g., the power bounds for a HW automaton
or the required synchronization for the SW models.

3.3 Power trace-based testing

PT is coupled to the system model Sys through its power consumption anno-
tation: crrValue in Fig. 4. The invariant IsInBounds (cf. Fig. 6) enforces that a
power consumption measurement in a given power location is explained by the
specification.

Uppaal is used to compute whether the final location of the PT is reachable.
For simplicity we enumerate the locations PT (stateTrace in Fig. 4) and define a
Boolean variable traceTerminal which is set to true once PT enters its final loca-
tion. The reachability query can be formulated in Uppaal as E<> traceTerminal.
In case the terminal location of the PT is not reachable, Uppaal also provides a
counterexample for the query. However, Uppaal provides any path, or the short-
est paths in time or number of transitions leading to the respective deadlock,
where traceTerminal == false holds. For debugging, we are interested in the
longest counterexample which is still accepted by our model. The longest coun-
terexample cannot be directly determined, i. e., searching for the longest coun-
terexample is an optimization problem. We use binary search to find the longest
path based on the enumeration of power locations. We employ scripted, iterative
calls of Uppaal with an auto-generated query-file consisting of the reachability
analysis for a location carrying the respective state enumeration.

3.4 Results of the case study

We discuss five different testcases in the following section. Overall performance
results are summarized in Table 1 comparing our interval-based approach to a
simple segmentation of power measurement values in 100uA steps. First, the
number of locations in PT is presented, which can be compared to the number
of power measurement samples on the left. The interval-based approach con-
siderably reduces the number of locations in PT , which results in a significant
performance gain, i. e., a one order of magnitude speed-up for the reachabil-
ity analysis. Secondly, for complex scenarios as the ’Complex Trace’ testcase, a
simple representation of the power measurements yields a model, which is too
large as Uppaal only allows for models with maximally 65535 locations. Only
the optimized interval-based approach allows for a reachability analysis.



Radio software testing First, we test the ’Wake-up’ PT in Fig. 2. After vali-
dating the PT, we create a new trace by manually injecting an error (’Inject’).
We remove a single wake-up in the trace, between 11.6 and 11.62 seconds, which
is marked in the figure. This injection models differences in temporal behavior.
Hence, we prolong the sleep interval representing defects such as missed inter-
rupts or not setting the timer correctly. Uppaal verifies that this trace does not
accord to its specification. We use binary search to determine the last valid state
that can be reached as 11.63s. This is shortly after the missing wake-up. Hence,
we can conclude that a temporal requirement of the specification is not met due
to a missing wake-up.

Note that we are not restricted to simple examples. The elaborate trace
(’Complex Trace’) shown in Fig. 5 (right) is analyzed using our general SW
model as presented in Fig. 7. In this case, we utilize additional testcase automata,
which allow for receiving and sending at any instant in time.

Testing microcontroller low-power states One of the common errors in
programming low power embedded systems is to forget to transfer the HW into
a low power state. Given a testcase where no substantial processing is performed
(’MC state’), we can formulate a declarative specification of microcontroller op-
eration: The processor should be maximally turned on for 10 ms at a time. Sub-
sequently it should be in a low power state for at least 2 ms. We can determine
whether the microcontroller is operated correctly in a given PT. For validating
this approach, we inject an error into the low power scheduler by sometimes
substituting lpm4 with a regular idle mode. In these specific sleep intervals, the
system draws an additional current of about 1.8mA. This is detected by our
PTT, since a prolonged current draw can only be explained by an idle processor,
which is prohibited by the specification.

Specification error As a final testcase for our approach (’Specification’), we
show an application of PTT detecting an unexpected use of a HW component
which has not been modeled. This illustrates the capability of our approach
to detect issues related to failures in the HW and/or SW modeling. In partic-
ular, we analyze the execution of a development version of Harvester. During
the sampling routine of the sensors, the development code turns on one of the
LEDs for visual inspection. Since the LED is not included in our HW model,
the reachability query fails. We determine the last reachable state in interval
[14.592s, 14.617s].This is exactly where the development code switches on the
LED. Hence, we can identify HW model issues, which can be revealed by an
unexplainable power consumption pattern as in the case of the LED.

4 Related Work

In [4], we showed a first approach for testing using power traces: By using pre-
vious measurements or a linear model of power consumption, a reference trace
can be defined. By allowing for deviation in time and measured value, upper
and lower bounds can be determined, where monitored power traces must be in-
cluded. This approach is valid as long as there is a single, deterministic testcase



Model
Samples Compression Runtime

Intervals 100uA steps Intervals 100uA steps

Wake-up 1000000 2089 13812 8s 182s

Inject 990000 2040 13666 5s 167s

Complex Trace 310000 21811 89678 15min Fails

MC state 1000000 1086 5539 4s 22s

Specification 1000000 1478 4578 7s 22s

Table 1. Comparison of interval-based partitioning and for fixed 100uA steps.

or execution. However, this is a significant restriction as described in Sec. 1. Our
work is related to the Uppaal-based conformance testing framework TRON [6].
TRON is a tool for black-box conformance testing of timed systems based on
Uppaal. TRON checks whether the timed sequence of output symbols of a trace
is producible by the specification at the same instant in time. In our approach
power consumption is associated with locations, where the current level of power
consumption must hold for all locations in Sys to be visited until PT changes its
location, i. e., power consumption. For achieving this within TRON one would
need to model power consumption as state invariant, which must hold until the
PT automation defines a new level of power consumption. This can be achieved
by discretizing time, possibly blowing up the complexity of the procedure. Due
to this difference, we refrain from a TRON based implementation.

5 Conclusions
In this work, we have presented a new approach to automatically test the power
consumption of embedded systems. We use a formal specification of the system
under test. The models contain the power consumption of individual hardware
components of an embedded system as well as their functional dependencies.
The compliance of test runs of the embedded systems with the specification is
analyzed by checking its conformance based on passively collected power mea-
surements. The specification as well as the trace are described as timed automata
extended with data variables. The Uppaal model checker is used for investigating
the conformance of power measurements to the system model. In future work,
we will attempt to remove some of the current limitations and shortcomings of
the Power Trace Testing, and further improve the computational efficiency.
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