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Abstract

The phenomenal success of the mobile Internet and the increasing penetra-
tion of powerful mobile devices has led to an exponentially growing demand
for ubiquitous connectivity and access to data. More and more services are
based on a cloud infrastructure and people expect them to be accessible all
the time, from wherever they are, without delay. Although mobile network
operators are continuously required to invest in new and better technology to
keep up with the traffic demand, this effort becomes increasingly difficult and
costly. Coping with peak demands during flash crowds and events is already
impossible for many network operators. In addition, network infrastructure is
highly vulnerable to ever more frequent natural and man-made disasters, such
as earthquakes and wars, which can break connectivity in whole regions when
it is most required. Moreover, the lack of economic incentives leaves remote
and developing regions without mobile connectivity thus denying them the
benefits of access to information.

Opportunistic networks are envisioned to mitigate the shortcomings and
lack of infrastructure and to provide connectivity in the above mentioned sit-
uations. Mobile devices communicate directly with each other whenever they
are in range of ad hoc communication technology such as Wi-Fi Direct or
Bluetooth to disseminate data in a peer-to-peer fashion, bridging communi-
cation opportunities via mobility. In this way, asynchronous communication,
prone to delays, can be provided, which may be acceptable for many applica-
tions. However, opportunistic networks have yet to live up to their potential,
as they have not, until now, left the labs they are researched in. While the
concept of opportunistic networks is already a decade old, there are still two
main challenges that prevent them from materializing.

The first and most important challenge is the consumption of energy, a
scarce resource on mobile devices. Users in an opportunistic network not
only use the communication service, they are actually also providing the con-
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nectivity. Current ad hoc communication technologies however, consume too
much energy, divide the energy consumption in a very unfair manner, and
do not provide the flexibility to operate in a smart way without human inter-
vention. The second big challenge is to provide security and trust in such a
distributed and highly dynamic environment. Traditional trust infrastructure
is not necessarily reachable and distributed trust establishment mechanisms
are unable to cope with an environment where the identities one meets may
constantly change. Establishing trust is crucial to secure the dissemination of
content and avoid an overflow of spam and digital waste. It is therefore a pri-
mary goal of this thesis to address these two challenges and clear the path to
the realization of opportunistic communication. We reach this goal with the
following four contributions.

We start in the first contribution, by proposing WLAN-Opp, a flexible ad
hoc communication protocol based on traditional IEEE 802.11 technology.
It leverages the smartphones’ ability to become a WLAN-based access point
(AP) to provide connectivity to neighboring devices that associate as stations.
Discovery and flexibility are achieved by randomizing and duty cycling the
transitions between AP and station mode. We optimize the probabilistic op-
erations of WLAN-Opp to maximize the communication opportunities and
then simulate it on real world traces. We find that by carefully duty cycling
WLAN-Opp, it can utilize up to 80% of the contact time while saving up
to 90% of the energy Wi-Fi ad-hoc would consume. Finally, we implement
WLAN-Opp on out-of-the-box Android phones and demonstrate in a field
trial with 34 users over 5 days that WLAN-Opp can provide a practical solu-
tion in a realistic setting.

In the second contribution, we analyze energy consumption of device-to-
device communication in opportunistic networks on a more detailed level.
All ad hoc communication protocols such as Bluetooth, Wi-Fi Direct, and
WLAN-Opp, feature a host and a client role which consume amounts of
energy differing up to a factor of five. Such unfairness is unacceptable and
easily remedied by role switching. However, in opportunistic networks this
approach faces two big challenges: (i) how to switch roles in an arbitrary
topology in the most efficient way while guaranteeing connectivity, and (ii)
when to switch during non-deterministic contacts to constantly remain as fair
as possible while minimizing the overhead of switching too often. We address
the first problem by formulating the optimal role assignments as an optimiza-
tion problem to globally determine role assignments. More appropriate to the
distributed setting, we also propose two distributed role switching heuristics,
a randomized and a deterministic one. While the random switching scheme
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is very easy to implement, the deterministic one is nearly as fair and efficient
as the optimal solution. To solve the second problem, we make use of the fact
that the distribution of contact durations have been shown to be heavy tailed,
which allows us to estimate the residual connection time at every point dur-
ing a contact. We enhance our role switching algorithm to base the switching
frequency on this estimate which in real contact traces allows to save up to
69% of the switching energy cost without sacrificing on fairness.

In our third contribution, we aim at laying the foundations of trust in op-
portunistic networks by showing how the inherent social structure in such
networks allows fending off the most devastating threat: the Sybil attack. In
a Sybil attack the adversary tries to build many identities and infiltrate them
into the available social structure to gain influence and outvote honest users.
Up to this date, opportunistic networks were considered the perfect target for
Sybil attacks as fake identities are easily created and thanks to the constant
dynamics in the network they are indistinguishable from users just passing
through. However, we show that by applying state of the art social Sybil de-
tection schemes on the underlying social graph of opportunistic networks,
creating Sybil identities incurs a significant cost in terms of time required to
be co-located with the target. Further, we show how the natural community
structure of opportunistic networks significantly limits number of targets an
attacker can influence.

Finally, in the forth contribution, we propose Trust-Based Spreading (TBS),
a content dissemination scheme for opportunistic networks that uses its inher-
ent trust structure to assure the quality of the distributed content and to fight
spam. While traditional spreading schemes outsource security to a reputation
or trust establishment system, we show that in opportunistic networks this
approach is not sufficient and trust has to be considered at every step of the
dissemination process. Thus, TBS allows trusted nodes to opportunistically
exchange assessments to promote the spreading of content or block spam at
the source. To deal with the possibility of a not yet established trust struc-
ture in such a dynamic environment, TBS can be initialized with a random
trust structure and remains effective by being extremely resilient to inaccu-
rate assessments. By replaying real-world traces we demonstrate that TBS
significantly limits the reach of spam while legitimate content spreads freely.

All in all, these contributions prepare opportunistic networking for take-
off into the real world by improving its enabling technology and securing its
usage.





Kurzfassung

Der phänomenale Erfolg des mobilen Internets und die zunehmende Verbrei-
tung von mobilen Geräten haben zu einem exponentiell wachsenden Bedarf
nach Datenkommunikation geführt. Eine zunehmende Anzahl von Diens-
ten basieren auf der Cloud, und Benutzer erwarten, dass diese jederzeit und
von überall her verfügbar sind. Die dazu notwendige, kontinuierliche Er-
neuerung der Infrastruktur sind mit immer höheren Kosten verbunden. Schon
heute können Mobilfunkbetreiber die Datenflut dichter Menschenansamm-
lungen kaum bewältigen. Zusätzlich gefährden Naturkatastrophen und von
Menschen verursachte Desaster wie Erdbeben und Kriege die Kommunikati-
onsinfrastruktur. Ausserdem fehlt es in armen und kaum besiedelten Gebieten
an wirtschaftlichem Anreiz, eine Internetinfrastruktur aufzustellen.

Um diese Probleme der Internetinfrastruktur zu bewältigen wurde das
Konzept von opportunistischen Netzwerken entwickelt. Dabei kommunizie-
ren mobile Geräte direkt untereinander, sobald sie sich in Reichweite von
Ad-hoc-Kommunikationstechnologien wie Bluetooth oder Wi-Fi Direct be-
finden. Auf diese Art kann eine asynchrone und verzögerte Kommunikati-
on hergestellt werden, welche für gewisse Applikationen, wie beispielsweise
Email, genügen würde. Dennoch sind aktuell weltweit keine opportunisti-
schen Netzwerk zu finden und nach zehn Jahren Forschung gibt es immer
noch zwei fundamentale Probleme, die einer erfolgreichen Lancierung von
opportunistischen Netzwerken im Weg stehen.

Die erste und grösste technische Herausforderung ist die limitierte Bat-
teriekapazität mobiler Geräte. Benutzer von opportunistischen Netzwerken
stellen gleichzeitig auch die Kommunikationsinfrastruktur zur Verfügung, was
zu einer starken Energiebelastung führt. Ausserdem belasten verfügbare Kom-
munikationsprotokolle die Teilnehmer unterschiedlich, was zu einem unfai-
ren Energieverbrauch führt. Die zweite Schwierigkeit besteht in der Bereit-
stellung einer Sicherheits- und Vertrauensstruktur in diesem dezentralisierten
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und sehr dynamischen Umfeld. Die existierende Sicherheitsinfrastruktur ist
generell nicht abrufbar und dezentralisierte Vertrauen herstellende Mechanis-
men können in der Regel nicht mit dem konstanten Wechsel von Identitäten
umgehen. Die Fähigkeit, Vertrauen herzustellen ist enorm wichtig, um die
Qualität von verbreiteten Informationen zu sichern und Spam zu verhindern.
Das primäre Ziel dieser Dissertation ist es, diese beiden Herausforderungen
mit Hilfe von vier Beiträgen zu adressieren.

In einem ersten Beitrag entwerfen wir WLAN-Opp, ein flexibles Ad-hoc-
Protokoll basierend auf dem IEEE 802.11 Standard. Es macht sich die Fähig-
keit mobiler Telefone zunutze, einen WLAN Access-Point (AP) zu erstellen,
um mit umgebenen Geräten zu kommunizieren. Um Geräte in der Umgebung
zu finden folgt das Wechseln in den AP Modus einem zufälligen Arbeits-
zyklus. Wir optimieren die probabilistischen Operationen von WLAN-Opp,
um benachbarte Geräte so schnell wie möglich zu finden. Simulationen mit
realistischen Bewegungsdaten bestätigen, dass WLAN-Opp bis zu 80% der
gesamten Kontaktzeit mit Nachbarn ausnutzen kann, indem es bis zu 90%
der Energie spart, welche Wi-Fi ad-hoc benötigen würde. Ausserdem imple-
mentieren wir WLAN-Opp für das Android Betriebssystem und zeigen in
einem Feldversuch mit 34 Personen während fünf Tagen, dass WLAN-Opp
eine praktische Lösung bietet, opportunistische Netzwerke herzustellen.

Als zweiter Beitrag analysieren wir den Energieverbrauch von Ad-hoc-
Kommunikationsprotokollen wie Bluetooth, Wi-Fi Direct und WLAN-Opp,
und stellen fest, dass alle Protokolle zwei Kommunikationsrollen aufwei-
sen, namentlich einen “Client” und einen “Host”, welche unterschiedlich viel
Energie verbrauchen. Dies führt zu einem unfairen Energieverbrauch, der
durch ein Abwechseln der Rollen behoben werden kann. In opportunisti-
schen Netzwerken stellen sich jedoch die Fragen (i) wie die Rollenvertei-
lung in arbiträren Topologien auf eine effiziente Art durchgeführt werden
soll, und (ii) wann die Rollen gewechselt werden sollen, wenn die gesamte
Kontaktdauer nicht bekannt ist und konstantes Wechseln hohe Energiekos-
ten mit sich bringt. Das Problem der Rollenverteilung lösen wir als Optimie-
rungsproblem, welches wir zusätzlich mit zwei verteilten Heuristiken, eine
randomisierte und eine deterministische, approximieren. Die randomisierte
Heuristik ist sehr einfach zu implementieren, kann jedoch zu zertrennten To-
pologien führen, die deterministische ist leicht komplexer, jedoch fast so fair
und effizient wie das Optimum. Um das zweite Problem des Abwechslungs-
zeitpunktes zu lösen, machen wir uns zu Nutze, dass die Kontaktdauer von
Menschen einer Paretoverteilung folgt. Diese erlaubt uns jederzeit während
einer Verbindung die verbleibende Kontaktdauer zu schätzen und anhand des-
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sen die Rollenwechsel zu planen. Dadurch verlieren wir 69% weniger Energie
im Rollenwechselprozess ohne an Fairness einzubüssen.

In unserem dritten Beitrag legen wir ein Fundament zur Schaffung von
Vertrauen indem wir zeigen, wie die soziale Struktur von opportunistischen
Netzwerken es uns erlaubt mit der grössten Bedrohung, nämlich des Sybil-
Angriffs, umzugehen. Ein Sybil-Angriff besteht darin, dass ein Angreifer vie-
le Identitäten erstellt und diese in das bestehende soziale Netzwerk integriert,
um ehrliche Nutzer zu beeinflussen oder zu überstimmen. Bis jetzt wurde an-
genommen, opportunistische Netzwerke seien ein einfaches Ziel, da es trivial
ist, mehrere Identitäten zu erstellen. Wir zeigen jedoch, dass die Integration
von Sybil-Identitäten in die soziale Struktur von opportunistischen Netzwer-
ken mit hohen Zeitkosten verbunden ist, da ein Angriffsziel konstant verfolgt
werden muss. Ausserdem zeigen wir, dass die natürliche Gemeinschaftsstruk-
tur von opportunistischen Netzwerken die Anzahl von Angriffszielen stark
begrenzt.

In einem vierten und letzten Beitrag entwerfen wir ein Protokoll zur Ver-
breitung von Inhalten namens “Trust-Based Spreading” (TBS), welches die
Vertrauensstruktur in opportunistischen Netzwerken nutzt um die Qualität
der Inhalte zu sichern und Spam zu stoppen. Während traditionelle Inhalts-
verbreitungsprotokolle Sicherheitsaspekte an Bewertungs- oder Vertauensbil-
dungssysteme auslagern, zeigen wir, dass dies in opportunistischen Netzwer-
ken nicht möglich ist und während des gesamten Verbreitungsmechanismus
beachtet werden muss. TBS erlaubt es deswegen vertrauenswürdige Bewer-
tungen zu teilen und somit erwünschte Inhalte zu fördern und Spam zu stop-
pen. Falls noch keine Vertrauensstruktur vorhanden ist, kann TBS mit einer
zufälligen Vertrauensstruktur initialisiert werden und büsst dank enormer To-
leranz gegenüber ungenauen Bewertungen kaum an Wirksamkeit ein. Anhand
von Simulationen mit realistischen Bewegungsdaten zeigen wir, dass Spam
schon in der Nähe des Ursprungs gestoppt werden kann während gewollte
Inhalte sich frei verbreiten können.

Zusammenfassend bereiten diese Beiträge opportunistische Netzwerke vor
in der richtigen Welt durchzustarten indem sie energieeffizienter erstellt und
sicherer benützt werden können.
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Chapter 1

Introduction

When Steve Jobs unveiled the first iPhone in 2007 he heralded an era where
the mobile Internet is accessible to the masses by swiping a finger over a
touchscreen. Seven years later, in 2014, smartphone sales surpassed the bil-
lion mark for the first time, totaling more than 1.2 billion devices finding their
way into the pockets of consumers [1]. Mobile devices have become ubiqui-
tous, their computing power is dwarfing supercomputers of 20 years ago [2],
and the demand for data is increasing at an exponential pace, making it hard
or even impossible for data communication technologies like 3G (UMTS)
and 4G (LTE) to keep up [3]. In the developed world, the mobile Internet has
become a victim of its own success. Already, at peak times or during large
gatherings such as sport events or music festivals, mobile communication net-
works are unable to cope with users’ demand to send and receive data with
their smartphones. What is more, while an increasing number of important
and sometimes vital services rely on a working mobile Internet infrastruc-
ture, such infrastructure often breaks in natural or man-made disasters [4],
leaving rescue services and people in need unable to communicate. Further,
in some places, communication might be technically possible but is censored
or unsafe. Oppressive governments may hinder important information from
reaching the people that most desperately need it or silence people that try to
disseminate it nonetheless [5, 6]. Finally, in poor or sparsely populated areas
communication infrastructure might not even be available in the first place,
as its deployment is economically not viable.

To mitigate the shortcomings or lack of infrastructure and provide an
Internet-like service, mobile devices could communicate directly among them-



2 1 Introduction

selves in an ad hoc fashion whenever they are in communication range, form-
ing an opportunistic network (OppNet) [7]. In such OppNet nodes exchange
data using ad hoc technologies such as Bluetooth or Wi-Fi Direct, whenever
they are within each others transmission range (in contact), without the need
to connect to any type of infrastructure. Nodes store the exchanged data lo-
cally, carry it via the mobility of the mobile device’s owners, until a new com-
munication opportunity arises to forward the data. Communication via such
a store-carry-forward principle allows OppNets to disseminate data from one
device to the next and solve the problems mentioned above [8, 9]. However,
as the idea of OppNets is not novel and has already been proposed over ten
years ago, it begs to question: Why are there no OppNets in the wild, solving
these problems right now?

OppNets have been researched for years, the underlying mobility pat-
tern has been modeled with astounding accuracy, countless dissemination
schemes and routing protocols have been proposed, and even several pro-
totypes have been developed. Yet, OppNets have never been used to as a
means to communicate among devices if we set aside the experiments done
in research labs. In our opinion this is due to two main difficulties: Firstly,
the biggest challenge to OppNets is the limited battery capacity of mobile
device as its operation is very costly in terms of energy consumption. Sec-
ondly, whenever OppNets become feasible from an energy perspective, to be
adopted by mainstream users, they need to be secure enough to be usable.
Lacking any centralized control, ensuring that useful information does not
drown in a sea of spam and other digital garbage is not a trivial task. In this
thesis we will address and try to solve these two challenges so that OppNets
may hopefully make the final leap to become reality.

In light of these challenges, there are two basic foundations OppNets rely
on which our work addresses. The first foundation is fairness. As OppNets do
not rely on an infrastructure, every user of the network also has to contribute
to building and maintaining it. This contribution mainly comes in the form
of energy. Energy to announce one’s presence and discover neighbors, thus
establishing the opportunities to communicate. But also energy to relay data
that is not of direct use for the user relaying it. The contribution to the basic
operation of OppNets needs to be balanced fairly among the participants. As
OppNets works better the more people use them, and since below a critical
density they might even be unusable, having users that stop participating due
to unfairness would be detrimental for the whole network. Unfortunately,
basic ad hoc communication technologies such as Bluetooth and Wi-Fi Di-
rect introduce communication roles with very different energy requirements.
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While it is possible to even out unbalanced battery consumption of commu-
nicating devices, doing so needs to be efficient in order not to waste a lot of
energy to establish fair battery usage.

The second foundation is trust. Without trust there is no security in a
distributed participatory environment such as OppNets. Every mobile device
constantly has to decide whether to communicate with a given neighbor, what
data to exchange, and what information to present to the attention of the user.
Every node thus needs to know which neighboring nodes and which sources
of information are trustworthy enough to interact with. Without such knowl-
edge any adversary may flood the network with unwanted content, drowning
all the information users actually want to exchange, and consuming scarce
resources such as energy. While in infrastructure-based networks the verifi-
cation of trust can be outsourced to a central authority that can be queried in
an ad hoc fashion, trust in OppNets needs to be established in a distributed
way and before an interaction takes place. Luckily, mobile devices are carried
by people which move in predictable patterns and usually have stable social
contacts. Trust is thus embedded in the social structure underlying OppNets,
ready to be extracted.

In this thesis, we present four original contributions that address these two
foundations of OppNets. In a first contribution, we propose WLAN-Opp, a
mechanism to discover neighbors and establish ad hoc connections based on
traditional WLAN. Some devices turn on the access point (AP) mode in a
randomized fashion, while others associate to them as stations. While it ap-
pears similar to Wi-Fi Direct it is more flexible in terms of device discovery
and communication role management and fully implementable on the An-
droid platform for smartphones. It is also compatible with infrastructure APs,
making use of open WLAN network to probe for neighbors. If co-located
devices are discovered, the infrastructure AP is also used for local communi-
cation whenever possible. This way mobile devices can save battery power
by avoiding the energy-hungry AP role.

By introducing an additional ad hoc communication mechanism we in-
crease the flexibility to establish and maintain OppNets. However, WLAN-
Opp, just as Wi-Fi Direct and Bluetooth, relies on two communication roles
with very different energy consumptions, a hosting role and a client role. In
a second contribution, we therefore address this fairness issue by proposing
different role switching algorithms that can be applied to any of these com-
munication technologies. These algorithms can find a good tradeoff between
fairness, i.e., equal consumption of energy among all nodes, and configura-
tion efficiency, i.e., minimizing the amount of devices in the energy-hungry
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hosting role, in any underlying topology. Additionally, we propose an adap-
tive switching mechanism that reduces the energy cost of role switching by
continuously adapting the switching interval based on the expected remaining
contact time.

Now that we have the means to fairly establish OppNets we need to make
sure they are secure by establishing trust among users. In a third contribution,
we propose to use the inherent social structure of OppNets as a basis for trust.
We establish the best ways to extract trust and analyze how resilient our trust
establishment is against the most devastating attack in such a setting, i.e.,
the Sybil attack [10]. In a Sybil attack malicious users may create as many
identities as they wish and use them to introduce more unwanted content into
the network, outvote honest users in a reputation system, or evade the blame
after misbehaving. We show that extracting trust from an OppNet’s social
structure is not only easy and readily available, it is also resilient against the
Sybil attack.

Establishing trust, however, is only a means to an end, as trust further
requires a practical application. Thus, in a forth contribution we design a
content spreading protocol called Trust-based Spreading (TBS) that makes
use of an available trust structure to hamper spam in OppNets. The trust
structure allows us to naturally restrict spam to its origin, while letting content
of interest disseminate freely. TBS is designed to perform in the most adverse
situations where attackers constantly change identities to disseminate spam
and even when legitimate users cold-start the system by finding themselves
in a new environment without an already established trust structure.

In this introductory chapter we will give a broad overview of opportunis-
tic networks and related fields, with special focus on energy efficiency and
fairness, trust establishment, and information dissemination. In Section 1.1,
we start by illustrating different use cases of OppNets that have motivated
most research in this field. Then, in Section 1.2, we give an overview of re-
search problems and their state-of-the-art solution within OppNets and related
fields and discuss their potential shortcomings. Finally, in Section 1.3, we
summarize the contributions of this thesis addressing the before mentioned
shortcomings.
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1.1 Opportunistic Networking Use Cases
There used to be a time where access to information was not always available
and if it was, it took a trip to the library, a phone call to a knowledgeable
person, or a slow dial up over an 28k modem to access it. Broadband Inter-
net, especially in its mobile form has changed all that. People in developed
countries are nowadays used to instantaneously access all information the In-
ternet can provide wherever they are, without a delay. Communication has
also become instantaneous, any email or text message is now received by the
smartphones in our pockets only moments after it was sent. With the world in-
stantly available at ones fingertips, it is thus absolutely legitimate to ask why
we need OppNets, why mobile devices should connect directly to each other
to disseminate information or communicate with delay and uncertainty. In
the following we provide a few scenarios where infrastructure networks fall
short, making OppNets an interesting alternative to improve or even enable
communication and information access. These scenarios generally belong to
one of the following four categories: (i) offloading mobile Internet traffic as
the capacity of the cellular infrastructure is limited, (ii) enabling communi-
cation in extreme settings, i.e., where infrastructure is sparse, non-existent,
destroyed or otherwise inoperable, (iii) providing an alternative channel for
communication when the Internet is monitored to a degree where free speech
is censored or even dangerous, and (iv) novel applications that may benefit
from this form of communication.

1.1.1 Offloading Mobile Internet Traffic

Mobile Internet traffic has been increasing exponentially since its beginning,
as ever more mobile devices are being sold and each being ever more data-
hungry. Gartner [1] estimates smartphone sales have reached 1.244 billion in
2014, nearly doubling the 680 million devices sold in 2012. Additionally, by
Cisco’s estimate [3], each smartphone produced on average 819 MB of traffic
per month in 2014, up 45% from 563 MB per month in 2013. At this rate of
increase, the mobile Internet will become the victim of its own success, as its
infrastructure’s capacity will be unable to meet the demand of the users. What
is more, mobile traffic often peaks at certain times of the day or at specific
locations due to special events such as football matches and music festivals.
Even with over-provisioning and introducing ever faster technologies such as
LTE [11], mobile Internet provider have trouble to handle such sporadic peak
demands. For this reason, already in 2014, 46% of total mobile data traffic has
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been offloaded to Wi-Fi or femtocells [3]. However, installing such offloading
infrastructure on a large scale is costly, impractical, or sometimes not possible
as sporadic demand is hard to predict.

To ease the pressure on the infrastructure, offloading can additionally be
done via OppNets [12, 13]. Of course such an approach is only possible
with content that is tolerant to delivery delay and is of interest to multiple
users in a geographic area. The basic principle is that the infrastructure seeds
such content to a subset of users, which then exploit the unused bandwidth
among themselves to spread the content further in an opportunistic fashion.
Of course, content may also have a defined lifetime or a maximal tolerable
delay, which may not always be possible to uphold, but in such a case the
network can fall back to infrastructure transmission [14]. At this point, such
an offloading approach is mostly a software challenge, which could be solved
by implementing smart algorithms selecting appropriate data for offloading,
and it does not require any investment in terms of infrastructure. It could thus
be economically interesting for network operators to use OppNets in this way
to deal with the current data traffic explosion. Additionally, smart algorithms
may even predict what content users may request at a later point in time and
use proactive seeding [15] followed by opportunistic dissemination to prevent
a possible traffic peak, such as when content goes viral.

1.1.2 Enabling Connectivity under Extreme
Circumstances

While in highly populated areas of the developed world the infrastructure can
barely keep up with the demand for data traffic, sparsely populated or eco-
nomically weak regions may not have a mobile networking infrastructure in
the first place, due to a lack of economic incentives to install one. The regions
that generally need it the most, have thus no access to the benefits of the in-
formation allowing for educational possibilities, improvements in democracy,
chances at wealth, and better health. This inequality results in a “digital di-
vide” [16] that increases the gap between developing and developed regions
even more. OppNets may bridge this gap by providing at least intermittent
connectivity and data access to such underprivileged areas in a cost effective
manner and several projects were set up with exactly this goal [8, 17–19].

One does not have to leave developed regions, however, to find extreme
circumstances lacking the possibility to communicate. Natural or man-made
disasters, such as earthquakes and terrorist attacks may disrupt any mobile
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Internet infrastructure and actually occur much more often than generally ex-
pected [4]. One example of such a catastrophic event is the tsunami in Japan
in March 2011 [20] where regions close to the disaster suffered from discon-
nections for periods up to entire days. What is more, during such events,
connectivity is actually needed the most to coordinate rescue operations and
to inform relatives and friends about the situation and victims’ wellbeing.
Again, OppNets may enable first responders to such extreme events to coor-
dinate their rescue missions and allow affected people to communicate with
each other and the outside world by spreading information from device to de-
vice, until it reaches a user which has access to an operational communication
infrastructure [21].

1.1.3 Avoiding Censorship and Persecution

In some areas of this world, communication infrastructure may be well de-
veloped and available but not safe for all people to use it. Oppressive gov-
ernments may censor certain topics and opinions [5], block access to social
networks such as Facebook, YouTube, or Twitter [22], or even cause entire
(mobile) Internet outages [6]. In such situations OppNets can offer an alter-
native way of communication, allowing like-minded people to freely com-
municate among each other or circumvent blockades and access content via
alternative routes. In the same way, people with critical opinions can avoid
persecution with the use OppNets to anonymously disseminate their opinions.
However, anonymity in OppNets does not guarantee total privacy. The loca-
tion and communication behavior of users can still be tracked [23], allowing
an observer to infer home, workplace, and other points of interest and even
their friendship network [24]. Fortunately, as opposed to infrastructure based
networks, where location tracking cannot be avoided by the users, in Opp-
Nets the users location is not revealed at a central point, but only to peers in
wireless transmission range, which makes tracking harder as a target has to
be physically followed. Additionally, countermeasures can be taken by the
users, as they can frequently change their identity [25]. In case the exchange
of opportunistic contact statistics, i.e., information about past encounters,
is necessary, e.g., to perform social routing [26, 27], such information can
be obscured without compromising the desired structural properties required
for routing [28]. All in all, users are much more protected from oppressive
regimes on OppNets than on any state controlled infrastructure network.
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1.1.4 Novel Applications

All the examples above show how OppNets can improve or enable communi-
cation and information access in difficult situations, such as when infrastruc-
ture is overloaded, not available, or monitored excessively. However, Opp-
Nets potentially have some inherent features, which naturally support new
applications that are either hard or impractical to implement using traditional
infrastructure networks. While we believe many more such applications may
be discovered as soon as OppNets become a reality and people are exposed
to them, in the following we present two examples of classes of applications
that are a good fit for OppNets.

Location-based information For some applications and under certain cir-
cumstances the utility of data is actually geographically limited. Some
examples are street map tiles and information of local points of inter-
ests, which are especially useful in a touristic setting, or hyperlocal
news or event information that is only relevant within a building or
at the level of a neighborhood. While traditionally location is inferred
from GPS and the information downloaded over the mobile network in-
frastructure, localization technologies may be unavailable (e.g., within
buildings or in subway systems) and especially in the touristic set-
ting information acquisition may be expensive due to roaming charges.
Sharing such data of local-only interest directly among neighboring
devices in an opportunistic fashion is a more natural and cost-effective
solution [29].

Local social networks A person’s mobility defines his social network and
vice-versa, the social network influences a person’s mobility. Mobile
devices communicating via OppNets will thus naturally observe parts
of each user’s real world social network. It is thus only natural for a lo-
cal form of social networking application to make use of opportunistic
communication [30]. While such an application would not help us to
get status updates from a friend or a family member on the other side of
the globe, it does have certain advantages: privacy-sensitive informa-
tion is not stored at a central server but just shared locally among rele-
vant connections; additional features such as notifications about nearby
friends [31] or offering the possibility to meet new people and make
new connections with interested peers [32] are naturally supported.
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As illustrated in this section, OppNets have the potential to improve mo-
bile communication by extending, relieving, or circumventing the infrastructure-
based Internet. While these diverse use cases have been known for a while,
their implementation is not at all straightforward and thus OppNets are still
not a reality. Many challenges have already been addressed and in the follow-
ing we give an overview of all the related research that helps OppNets come
closer to materialization, and discuss the missing pieces that might catapult
OppNets into the real world.

1.2 OppNet Related Research

OppNets and similar concepts such as Delay Tolerant Networks (DTN) or
Pocket Switched Networks (PSN), have been studied for over a decade, ac-
cumulating a large body of research. The opportunistic nature of the net-
work, i.e., the sporadic connection opportunities, non-deterministic neigh-
boring nodes, and uncertain contact duration result in many challenges that
have mostly been addressed over the years. Some challenges are also present
in related fields and might have already been addressed in a way that is use-
ful to OppNets. Examples of such problems are the resource constraints in
wireless sensor networks, trust issues in online social networks or reputation
management in online marketplaces. Even if the constraints of other fields
differ, their solutions to these problems may inspire a good way to solve them
in OppNets.

We now give an overview of the research in the field and discuss potential
gaps that need filling and open questions that need answers for OppNets to
come closer to reality. We start by reviewing existing OppNet applications
and architectures, many originating from research labs. Then we dive into
energy efficiency and fairness, a crucial topic to enable OppNets in the first
place, and continue with the topic of security, trust, and reputation. Finally,
we explore the large topic of content dissemination, reviewing how informa-
tion finds its way from a source to a destination within OppNets.

1.2.1 OppNet Architectures and Apps

Since in OppNets end-to-end paths do not exist and information cannot just be
immediately requested and accessed on demand, the classic Internet architec-
ture is not suited for opportunistic communication. To this end a large body
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of research focused on building an OppNet architecture and some even found
a commercial application. The most prominent examples are the following:

DTN architecture Delay Tolerant Networking (DTN) was the first concept
to describe a class of networks that are challenged by high delay and/or
frequent partitions of the graph and disconnections of nodes; a con-
cept which encompasses OppNets. An architecture for DTN was first
proposed in 2003 [33] and was mostly based on the concept of the In-
terplanetary Internet [34]. Since then, the DTN Research Group [35]
has published a series of IETF RFCs [36] in an effort to standardize
the architecture design. At its core, DTN communication messages are
organized in so called Bundles which are exchanged and processed ac-
cording to the Bundle Protocol, specifically designed to tolerate long
delays or even one way communication, without necessarily requiring
a reply. For routing, the PRoPHET [37] protocol was proposed (see
Section 1.2.4), which was not specifically designed with human mobil-
ity in mind which is the general underlay of OppNets.

Haggle project The Haggle project [38] built an OppNet architecture specif-
ically for smartphones. Haggle organizes communication data in Ap-
plication Data Units (ADU) that contain all the necessary informa-
tion for delay tolerant forwarding similar to Bundles in DTN. To route
ADUs, Haggle is flexible about the routing algorithm to use, but in the
scope of the project the authors of Haggle specifically designed Bubble
Rap [26], a forwarding scheme based on the social structure of Opp-
Nets.

PodNet PodNet [39] is designed to opportunistically share content of inter-
est, based on a publish/subscribe paradigm similar to Podcasts. Users
can create or subscribe to channels and publish their (locally gener-
ated) content within those channels which is then forwarded to all other
subscribers that are encountered. While the original PodNet was user-
agnostic, a security extension of the architecture introduced three types
of channels, namely closed (encrypted and only available to a defined
group of users), restricted (publicly readable but publishing limited to
authorized users), and open (unrestricted publishing, quality controlled
by a reputation system), that allowed for more diverse and secure con-
tent dissemination [40].

SCAMPI SCAMPI [41] is an opportunistic service platform that builds on
top of the three above mentioned architectures. It uses self-sufficient
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messages like the DTN Bundles and like Haggle it is totally flexi-
ble about the routing protocol to forward them. Using the same pub-
lish/subscribe paradigm as PodNet, any application using the SCAMPI
platform may publish one or many services or subscribe to these or
other services it understands.

None of these architectures ever made it to support OppNets outside the
research labs they where created in. There are, however, some applications
that are available to the public that incorporate opportunistic networking con-
cepts or have the option to make use of OppNets if the user wishes to. Twimight [9]
is a Twitter client available on Android that features a disaster mode that uses
OppNets to disseminate tweets if no infrastructure is available. Focusing
more on telephony, the Serval Project [18] features an Android VoIP client
using OppNets to bring connectivity to sparsely populated regions. More
prominently, FireChat [42], a messaging application by Open Garden made
news during the Hong Kong protests in 2014 [43], as it allowed the protesters
to communicate via OppNets. Finally, Uepaa! [44], an alpine safety applica-
tion, uses OppNets for rescue operations when a victim is outside the reach
of the cellular infrastructure.

While many architectures and applications exist, many suffer from the
limitations of the ad hoc communication API of smartphones, an issue we
improved upon with WLAN-Opp, our opportunistic communication concept
introduced in Chapter 2 and used by some applications such as Uepaa! and
the Serval Project. However, all of them suffer from the limited battery power
of smartphones and the significant energy cost of maintaining OppNets. As
the battery technology improves over time, this issue will eventually disap-
pear, but in the meantime energy has to be used as efficiently and fairly as
possible, as detailed next.

1.2.2 Energy Efficiency and Fairness

In OppNets, due to the lack of an infrastructure, devices need to perform ad-
ministrative duties like discovering neighbors and setting up connections by
themselves. This task is very energy expensive and due to the limited bat-
tery storage capabilities of mobile devices it is crucial that energy is used
efficiently, as well as fairly among all participants of OppNets. To reduce
the cost of the neighbor discovery process, a dual radio setup has been pro-
posed [45, 46], where a low power radio such as Bluetooth is used to discover
communication opportunities and then wakes up the more energy costly ra-
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dio, e.g., Wi-Fi, for the actual data transmission. In case a dual radio setup is
not available, or if the low power radio still uses too much power, discovery
can be duty-cycled [47] or adapt to the surrounding to minimize the discovery
operations while still detect a reasonable amount of neighbors [48–50].

An area in OppNet research that has been neglected is what happens
energy-wise after a neighbor has been found. State-of-the-art communication
technologies such as Bluetooth and Wi-Fi Direct rely on asymmetric commu-
nication roles (a hosting role called master or access point and a client role
called slave or station) which have drastically different power consumptions.
If these roles are statically assigned at communication setup, one device’s
battery will drain drastically faster. However, the topic of energy fairness
has received much less attention than energy efficiency in the field of Opp-
Nets, although it is just as important. If using OppNets implies the hazard
of suddenly being left with no battery power due to an unfair communication
establishment mechanism, people might stop or abstain from using and im-
plicitly contributing to OppNets, making it in turn less useful for the rest of
the users that still are.

A field where energy fairness has received a great deal of attention is
wireless sensor networks (WSN), not because individual sensor could care
about fairness, but because the lifetime of the network as a whole should
be maximized. In WSN, administrative roles are intentionally created to ag-
gregate and compress local information before sending it to a common data
sink, thereby improving energy efficiency and network lifetime [51]. In this
process, node clusters are created and cluster heads elected, forming a back-
bone for the network. However, the roles of cluster heads are more energy
intensive and this unfair energy usage may result in premature network out-
age. To avoid this problem, numerous clustering algorithms randomly rotate
the cluster head role, starting with LEACH [52] and followed by many of
its variants [53, 54]. While popular, these approaches assume a full mesh of
the underlying topology so that all nodes are able to communicate with each
other. For more complex topologies, cluster heads can be constrained by a
dominating set (DS) [55, 56]. If the distributed algorithm to find a valid DS is
based on the ID of the nodes, a load balancing scheme is proposed by Amis
and Prakash [57] that achieves a round robin role alteration by introducing
virtual IDs that change in each round. Additionally, approaches based on al-
ternating through different connected dominating sets (CDS) [58–61] are also
very popular, as they additionally provide the network with a backbone.

While energy fairness has extensively been addressed in WSN, the solu-
tions are not necessarily directly applicable to OppNets. In terms of topology
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constraints, DS under-constrain and CDS over-constrain the selection of the
hosting role to achieve a valid connected topology with current ad hoc com-
munication technologies. This either results in disconnected topologies or
limits the set of possible host selections. Additionally, the uncertainty of con-
tact durations within OppNets also adds a timing issue to the fairness prob-
lem. As a contact may end at any point, roles should be constantly switched
from a fairness perspective, which is a costly endeavor from an energy stand-
point. We solve these topology and timing related problems in Chapter 3 by
proposing algorithms that efficiently alternate communication roles maintain-
ing a connected topology.

1.2.3 Security in Distributed Systems

OppNets, in their most extreme cases, are basically a distributed system with-
out access to a centralized identity management, possibly featuring only sparse
nodes and intermittent contacts among them, in an environment that may be
highly dynamic. From a security perspective, this is very challenging sce-
nario. However, there have been numerous attempts to solve the challenges
that come with such a setup which can be grouped into three categories,
namely (i) taking classical trust structures from the Internet and modifying
them for a distributed environment, (ii) building a reputation system to “de-
mocratize security”, or (iii) trying to detect Sybil attacks, the greatest threat
to any distributed system. In the following we review related work in all three
categories and discuss their application and limitations within OppNets.

Trust Structures

In the Internet, trust is traditionally established by a certificate authority (CA)
through a public key infrastructure (PKI) [62]. A CA issues signed certifi-
cates that securely bind cryptographic keys to users. Since in OppNets access
to an infrastructure is rather the exception and not the rule, users may be un-
able to acquire or verify certificates issued by CA they do not have or never
had access to. The CA duty can, however, be distributed among the nodes
and a trust structure can be established among friends, fiends of a friend [63],
or members of small groups [64] by mutually signing each other’s certifi-
cates via secure pairing. Unfortunately, this significantly limits the number of
trusted users, furthermore, because it requires a secure side channel or phys-
ical proximity for the pairing procedure and the time and motivation to do
so [65]. To extend the reach of such a distributed trust structure Capkun et
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al. [66] allow users to build certificate chains similar to PGP [67] under the
assumption that trust is unconditionally transitive along the chain’s paths.

While it is arguable how transitive trust actually is, allowing arbitrarily
long trust chains constitutes a single point of failure. If one node in a chain is
compromised, an attacker can build many trusted identities by pairing them to
the compromised node. Also, the dissemination of all trust chains either takes
time or requires routing, which is inconvenient or not available in OppNets.
Additionally, it might be difficult to motivate users to pair with many other
users, resulting in a sparse structure that is not very useful, especially in a
dynamic environment where a node’s surrounding may spontaneously change
by traveling or moving to a new place.

Reputation Systems

Reputation systems are an alternative way to establish trust, as every user, ac-
tion, or content can be rated by other users, and then is aggregated and made
available to all users. The goal of such systems is simple: decide whether or
not to interact with other users or to accept their content, depending on their
reputation. While the establishment of a reputation is basically a democratic
act, traditionally there is a central infrastructure that collects, aggregates, and
publishes the ratings. In OppNets, such a centralized instance is not avail-
able. Fortunately, this challenge is not unique to OppNets and also exists
and has already been thoroughly studied in the related field of MANETs or
P2P networks and surveyed by Hoffman et al. [68] and Jøsang et al. [69].
Some notable contributions come from Buchegger et al. [70], who present a
Bayesian reputation system that takes into account the rater’s trustfulness to
be robust against false ratings. Also, Walsh and Sirer present Credence [71],
where ratings about objects are correlated and shared over an overlay network
of users with highly correlated ratings. Finally, EigenTrust [72] is a reputa-
tion system with a global trust value per peer that is calculated in distributed
manner. While all these approaches are able to build up reputation values
in the environment they are designed for, i.e., under an assumption of partial
connectedness, they do not take into account the sparseness of nodes and their
intermittent contacts in OppNets. While some of the approaches designed for
MANETs or P2P networks may be adapted to opportunistic networks and
work with reduced performance due to the tolerance towards communication
delay, there is also work specifically targeting delay tolerant networks (DTN),
which includes opportunistic communication. Ayday and Fekri [73] propose
an iterative algorithm for trust and reputation management in DTNs that can
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deal with the sparseness of nodes and overcome the performance penalties
other approaches suffer in this setting. However, their approach, as well as
all the above, do not take into account the challenges arising from a decen-
tralized identity management, namely the ability of every attacker to build an
unbounded number of identities, called Sybils, to bias reputation values in
any way the attacker sees fit.

Sybil Defense

A Sybil attack describes the attempt to create multiple identities in order to
gain more control or larger influence in a distributed system, such as repu-
tation systems or voting schemes [10]. OppNets with their distributed and
disconnected nature are thus an ideal target for such attacks. Indeed, in the
absence of a central authority and no connected path to other nodes that may
be more informed about the legitimacy of certain identities, any mobile de-
vice may easily create multiple identities and switch among them or use them
in parallel.

The goal of Sybil defense is to accurately identify Sybil identities, i.e. to
accept all legitimate identities, but no counterfeit ones. In the context of mo-
bile ad hoc networks (MANETs), such Sybil detection schemes are mostly
based on peculiarities of this environment, some of which are also exhibited
by OppNets. Piro et al. [74] noted that Sybil identities are bound to the same
device and thus always move together. However, an approach based on this
observation would misclassify all honest users that move or reside in groups.
This is unacceptable, as humans spend a lot of time together (e.g. at work or
during social activities) and tend to form communities [75, 76]. To circum-
vent this problem, Piro et al. propose to keep track of the packet collisions
on the MAC layer, since Sybils can only communicate serially and thus cause
no collisions among themselves. Nevertheless, access to such low level in-
formation is not readily available and might require special hardware drivers.
Another proposal for improving location-based Sybil detection consists of
keeping track of the movement and spacial co-location of an attacker and its
Sybils with a directional antenna, if available [77].

Besides co-location patterns, other features, such as the received signal
strength, can be used to detect Sybils [78]. While this approach does not
require any specialized hardware, it imposes strong assumptions on the cre-
ation of Sybil identities and the adversary’s mobility, namely assuming all
Sybils are created after the adversary has moved to a given location and is
then stationary with a fixed signal strength. Finally, if specialized hardware
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is available, other methods such as RF fingerprinting [79] might also be used.
To summarize, these solutions require either specialized hardware [74, 77, 79]
or are based on unrealistic assumptions [78].

In a more general setting, the state of the art in Sybil detection consists
of leveraging the social network underlying the distributed system under con-
sideration. Assuming the Sybil identities can create only a limited number of
connections to honest nodes (i.e. attack edges), the resulting graph will then
consist of two regions, loosely connected to each other: the honest nodes and
the Sybils. Depending on the assumption of structure of the honest region,
defense mechanisms can categorized in one of two classes. The first class,
universal Sybil defense, identifies and excludes all Sybils. If the whole honest
region of the graph is relatively well, but flatly connected internally and fast
mixing, then the Sybils are easily detectable via community detection or sim-
ilar algorithms. Many Sybil defense solutions are based on this idea [80–84].
The second class, local whitelisting, enables honest nodes to whitelist a set
of nodes of any given size, ranked according to their trustworthiness. Since it
has been shown that, in practice, the honest region often has internal structure
(e.g. “communities” of tightly-knit nodes, relatively loosely connected with
one another), the goal of Sybil defense has shifted accordingly [85, 86].

While social Sybil defense is a promising solution, it is not clear how to
create a trustworthy and dense enough social network on OppNets. It is possi-
ble to adapt the above algorithms for small mobile networks with very sparse
social ties, as resulting from secure pairing [87], but as this re-introduces the
problems of establishing such a pairing-based network as mentioned above.
In this thesis we propose instead to use the readily available underlying social
structure of OppNets and analyze its trustworthiness and security properties
in Chapter 4.

1.2.4 Content Dissemination

The ultimate goal of OppNets, as it is with any network, is to transport in-
formation. Traditionally, data is routed through the network from a source to
one or many destinations, over a path that was determined by a routing pro-
tocol. The nodes on the path are generally not interested1 in the information
or are cryptographically denied access to it. In OppNets, a path between a
source and a destination generally does not exist in a particular point in time,
thus routing can only be performed in a delay tolerant fashion. As the access

1With the obvious exception of the NSA.
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to information is generally not immediate and the delay is not necessarily
bounded or predictable, proactively spreading content has been proposed as
an alternative to routing. An information source thus forwards content to any
interested node, which spreads it further to more interested nodes until all des-
tinations are reached or the content is no longer relevant. In the following we
discuss different routing protocols and content spreading schemes designed
for OppNets and discuss their security implications.

Routing

In the challenging environment of OppNets, routing has to be completely re-
considered. Even popular routing protocols that were designed for the slightly
less extreme case of MANETS, such as AODV [88] and OLSR [89], fail when
disconnected path are the rule and not the exception. To cope with the uncer-
tainty of human mobility and the frequent changes in each nodes surround-
ing, there are two basic strategies a routing protocol can apply to increase the
likelihood of delivering a given content to the desired destination: First, it can
replicate the message containing the content and pass it on to multiple relays,
introducing redundancy. Second, it can analyze the structure of the underly-
ing node mobility and thus select and predict suitable relays, increasing the
efficiency of the path.

The most redundancy is introduced by epidemic routing [90] as a message
is copied and transmitted every time a new user is encountered, essentially
flooding the network. This way all possible path to a destination are explored
and used at the same time, minimizing delivery delay. However, the overhead
is significant in terms of bandwidth usage and buffer storage on the devices
and should thus be limited. To this end some approaches only forward a
message with a given probability [91], or limit the number of copies of a
message [92].

Independently of whether redundancy is used in OppNet or DTN rout-
ing, the relays should be chosen in a smart way to maximize the efficiency
of each relay. This approach is generally called utility-based routing, as it
assigns each node a utility of how likely it is to bring the message closer to
the destination, and only forwards or copies the message if the utility of an
encountered peer is higher than its own [26, 27, 37, 93, 94]. The utility might
be anything that makes the user a better relay, such as battery lifetime [95]
or social network properties [93, 94], but most state of the art protocols base
their utility on the history of observed contacts [26, 27, 37, 96]. PRoPHET for
example, bases the utility on the age of the last contact with the destination
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and allows for this age-based utility to be transitive. Most recent approaches
use the social structure more explicitly, pioneered by SimBet [27] and Bubble
Rap [26]. These works introduce the concept of a contact graph, the aggrega-
tion of contact statistics such as duration or frequency into a weighted graph,
that reflect the social structure of the users. These protocols use tools from the
field of complex network analysis [97] to extract metrics such as node simi-
larity, betweenness centrality, or community structure and base their utilities
on such metrics.

Content Spreading

Since in OppNets information cannot be accessed across the network in an ad
hoc fashion, alternative content delivery schemes have been proposed. Based
on the publish/subscribe paradigm [39, 98], users can declare their interest,
similar to following a person on Twitter or subscribing to a YouTube channel
on the classical Internet, and any content generated by a specific source will
then spread among the interested users. Such a content spreading mechanism
is very flexible, as it allows restricted broadcasting channels with authorized
publishers as in the case in YouTube, or open participation channels where
every user is free to publish, such as discussion fora around a specific topic.

To disseminate the content to all subscribed users, epidemic spreading
among the interested peers is a very natural fit and in contrast to routing there
is no overhead as each relaying user is also interested in the particular con-
tent and thus also a destination. However, if the density of interested peers
is not high enough, content may not reach all subscribers as they may never
meet. In such a case, non-subscribers may help to spread content either by
caching it [99] or by building a spreading backbone based on the social struc-
ture [100].

Spreading content in a popular channel is highly efficient and if said chan-
nel is open for public participation it is also an efficient way to promote un-
wanted content, such as spam. To block spam, or producers of spam, designer
of spreading schemes traditionally rely on trust establishment mechanisms
and reputation systems. This, however, neglects the simple truth that epidem-
ically spread content reaches users faster than a reputation is built and once
a reputation is built and the spammer is blocked, she may just change her
identity and start over. To deal with these kind of threats a mechanism for
securing content has to be built right into the fabric of the spreading scheme
as we will show in Chapter 5.
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1.3 Research Goal and Contributions

The following four chapters of this dissertation consist of reprints of four
peer-reviewed papers, all published in international journals as an extension
of previous conference or workshop publications. These papers represent
four major and original contributions, two related to the topic of establishing
OppNets in an fair and efficient way and two addressing the usability of Opp-
Nets, making sure we can securely disseminate content once the network is
established.

1.3.1 Flexible Opportunistic Network Establishment

In Chapter 22, we start by investigating why the increasing penetration of
smartphones and their incredible computing and communication abilities,
were unable to foster experiments with and the deployment of OppNets. A
factor that prevents researchers and engineers from implementing OppNets
on state-of-the-art smartphones is the lack of flexibility and functionality of
ad hoc communication protocols, such as Bluetooth and Wi-Fi Direct or their
implementation on the available smartphone platforms. These protocols are
implemented in a way that give programmers minimal control and generally
need user interaction to establish a connection.

To overcome these shortcomings, we propose WLAN-Opp, a new and
more flexible ad hoc communication protocol readily available on smart-
phones. This IEEE 802.11-based technology leverages the tethering mode of
smartphones, a feature originally used to share Internet access, which allows
smartphones to become WLAN-based access points and provide networks
that allow other smartphones to associate to as stations. To provide discov-
ery and flexibility, the transitions between WLAN-Opp access point and sta-
tion mode are randomized as a function of the number of other co-located
networks and stations, and depend on duty cycling intervals. We optimize
the probabilistic operations in a simulation study in terms of maximizing the
communication opportunities and provide a parametrized implementation of
WLAN-Opp for out of the box Android smartphones.3 By replaying real con-
tact traces in simulation, we find that by carefully duty cycling WLAN-Opp,

2WLAN-Opp: Ad-hoc-less Opportunistic Networking on Smartphones, published in Elsevier
Ad Hoc Networks.

3The implementation of an updated and fully duty cycled version of WLAN-Opp including a
security-enabled service discovery and communication platform is open source and available at
https://github.com/saschat/WLAN-Opp.

https://github.com/saschat/WLAN-Opp
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it can utilize up to 80% of the contact time while saving up to 90% of the en-
ergy Wi-Fi ad-hoc would consume. Additionally, as it is based on traditional
Wi-Fi, it perfectly inter-operates with regular infrastructure WLAN access
points that allow co-located stations to communicate locally. This saves mo-
bile devices from taking the energy-hungry access point role whenever open
WLAN networks are available, which we show is true in a significant amount
of places. Finally, we demonstrate in a field trial with 34 users over 5 days
that WLAN-Opp can provide a practical solution in a realistic setting.

1.3.2 Fair and Efficient Energy Usage in Opportunistic
Communication

In Chapter 34 we thoroughly analyze the energy fairness issue of the device-
to-device (D2D) communication in OppNets. While the feasibility of Opp-
Nets depends on the energy costs of D2D connections being small and shared
fairly, all D2D protocols like Bluetooth, Wi-Fi Direct, and also the previously
introduced WLAN-Opp, feature two different roles required to establish a
connection. These roles, namely access point and client or master and slave,
consume vastly different amounts of energy as shown in Figure 1.1. While
a large body of research exists on role assignment and topology control, the
issue of energy fairness is either not at all addressed (e.g. in the context of
Bluetooth scatternets) or is addressed under fundamentally different condi-
tions (e.g. in very dense and often static wireless sensor networks).

To tackle the fairness problem of the energy consumed in a group of D2D-
connected nodes we use role switching: the two types of roles are alternated
among group members, thus producing a fairer cost sharing. While this ap-
proach sounds simple, it is haunted by two big challenges. As nodes may be
connected in arbitrary topologies, the first question is how to switch roles in
order to guarantee all nodes are connected while choosing an efficient con-
figuration that minimizes the nodes in a energy-hungry hosting role. Further,
as contact durations are non-deterministic, the second question is when to
switch roles in order to minimize switching and its associated energy cost. To
solve the first problem we determine the optimal role switching strategy by
formulating the cycle of role assignments as an optimization problem. Since
deriving the optimal cycle online and in a distributed manner is difficult in
practice, we also propose two role switching heuristics for online use: a ran-

4In Time and Space: Fair and Efficient Energy Usage in Opportunistic D2D Group Commu-
nication via Adaptive Role Switching, submitted to IEEE Transactions on Mobile Computing.
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Figure 1.1: Battery depletion of two phones (Samsung Galaxy Nexus with
Android 4.2 in airplane mode) connected to each other via WLAN-Opp for
10 hours without transmitting data.

domized switching scheme, tunable for efficiency or fairness, and a deter-
ministic scheme which additionally guarantees the group’s connectivity. We
evaluate our solutions on real contact traces and show that our heuristics find
very good points of operation in the fairness–configuration efficiency trade-
off. To solve the second problem we enhance our role switching algorithms
by computing the switching frequency based on the distribution of the resid-
ual connection time. As the distribution of contact durations have been shown
to be heavy tailed, the residual connection time depends on the time already
in contact, providing us with an estimate of how long the contact might still
last and allowing us to set the switching time accordingly. We show that
this approach is able to save up to 69% of the switching energy cost without
sacrificing on fairness.

1.3.3 OppNets’ Inherent Trust
After having cleared the issues of fairly establishing OppNets, in Chapter 45,
we address the most fundamental property that makes any network usable,
namely trust. In todays Internet, if we couldn’t be reasonably confident that
the search results came from Google, we log into our Facebook profile when

5Stalk and Lie – The Cost of Sybil Attacks in Opportunistic Networks, to appear in Elsevier
Computer Communications.
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we enter “facebook.com”, or that we actually communicate with our bank
when we do an online transaction, it would simply not be usable in any way
close to how we actually use it. While in the Internet we have a whole identity
management infrastructure to establish trust and to make sure that we actu-
ally communicate with the intended party, we do not have this basic service
in OppNets. Even if we can distribute the management of the identities by
allowing for self-signed cryptographic credentials which can combat imper-
sonation, there are limits to how much we can trust such identities. Most
importantly, on account of their highly distributed and dynamic nature, as
well as of their dependence on the honest cooperation of nodes, OppNets are
particularly vulnerable to Sybil attacks. In a Sybil attack, a node assumes
multiple identities and attempts to increase its access to resources, influence
the network by outvoting honest users, circumventing detection of misbehav-
ior (“spread the blame” among its Sybils), etc.

Sybil attacks have been studied extensively in the context of distributed
systems and online social networks. However, the OppNet setting and its
implicit social network brings new challenges, specific to the network condi-
tions: forming links among users is not a matter of ‘friending’ someone, but
may require significant resources from the attacker (e.g. time, speed, multiple
devices, etc), and each link is ephemeral. It also brings new opportunities for
the attacker, such as the possibility to manipulate some edges in the social
graph. We use four state of the art Sybil defense algorithms to first evalu-
ate each attack and social graph faking attempt that is possible in OppNets,
quantifying the influence the attacker can gain through it. We then introduce
three defensive measures against these graph manipulation attempts and mea-
sure their effectiveness. Finally, we quantify the resources in terms of time
required by an attacker to influence one or several communities. We find that
even for an adversary with relatively unconstrained resources, Sybil attacks
are much harder to implement in the OppNet setting, due to the link establish-
ment mechanisms using mobility. An attacker needs to invest several hours
per day to successfully gain enough influence to outvote a community. Nat-
urally, this also limits the amount of communities an attacker can infiltrate.
Instead of disregarding the decentralized nature of OppNets as a curse, their
underlying mobility is a boon we can rely on to naturally defend us against
Sybil attacks.
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1.3.4 Secure Content Dissemination
In Chapter 56 we use the inherent trust structure of OppNets and integrate it
into a content spreading scheme called Trust-Based Spreading (TBS) to se-
cure the content quality. Traditional spreading schemes that simply outsource
security to a reputation system or assume an already given and reliable trust
structure are generally not resilient to a simple attack that is possible in the
distributed environment of OppNets: send spam, change the identity, repeat.
The ones that are, generally require a trust or reputation build-up phase, which
is simply not acceptable in such a dynamic environment where mobile users
may easily change location and find themselves in a new surrounding without
established trust or reputation but wanting to use the network. To overcome
these challenges TBS allows trusted nodes to collaborate and filter spam by
opportunistically exchanging assessments to promote or block the spreading
of content. TBS copes with the dynamics of the network and the possibility
of an absent or not yet established trust structure by allowing it to be initial-
ized randomly. Further, TBS is extremely resilient to the false positives in the
feedback process resulting from such a random trust assignment. We evaluate
TBS by replaying a variety of real-world mobility traces and show that TBS
disseminates legitimate content almost as effectively as classical epidemic
spreading, while significantly limiting the reach of spam.

Finally, Chapter 6 summarizes the contributions and offers a critical as-
sessment of the dissertation. In the end, we also present some future direc-
tions for research in OppNets and discuss the road to their deployment in the
real world.

6Preventing Spam in Opportunistic Networks, published in Elsevier Computer Communica-
tions.
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Abstract — Opportunistic networking enables many appealing ap-
plications including local social-networking, communication in emer-
gency situations, and circumventing censorship. The increasing penetra-
tion of smartphones should, in theory, foster opportunistic networking.
In practice, current candidate technologies for opportunistic network-
ing, such as Wi-Fi ad-hoc, Bluetooth, and Wi-Fi Direct, are either not
available on current smartphones, or require undesired user interaction
to establish connectivity.

To overcome these shortcomings, we propose WLAN-Opp for smart-
phones. This IEEE 802.11-based technology leverages the tethering
mode of smartphones, a feature originally used to share Internet ac-
cess, which allows smartphones to become WLAN-based access points
that provide networks for other smartphones operating as stations. The
transitions between WLAN-Opp access point and station mode are ran-
domized as a function of the number of other co-located networks and
stations, and depend on duty cycling intervals. We optimize the prob-
abilistic operations in a simulation study and provide a parametrized
implementation of WLAN-Opp for out of the box smartphones. By re-
playing real contact traces in simulation, we find that WLAN-Opp can
utilize up to 80% of the contact time while saving up to 90% of the en-
ergy Wi-Fi ad-hoc would consume. Finally, we demonstrate in a field
trial with 34 users over 5 days that WLAN-Opp can provide a practical
solution in a realistic setting.

2.1 Introduction

Ubiquitous network connectivity is often taken for granted in developed coun-
tries. Yet, natural disasters such as earthquakes or floods, which occur more
often then commonly believed [1], hamper the performance of communica-
tion networks and, in worst case, may destroy network infrastructures. An-
other example of missing connectivity can be found in developing countries
where high-bandwidth connectivity is not provided area-wide. Even if net-
works are available, authoritarian governments often censor communication
by blocking access to information and online social networks (e.g., YouTube,
Facebook, Twitter) [2] and can even cause an Internet and mobile phone out-
age [3].

Opportunistic networks provide an appealing technology to maintain delay-
tolerant connectivity under such harsh conditions as well as offload existing
infrastructure [4, 5], or even support freedom of speech. In opportunistic net-
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works [6, 7], mobile wireless devices cooperate to distribute information over
spontaneous wireless links whenever mobile devices encounter one another.
The increasing penetration of smartphones and tablets favor the feasibility of
such networks, however, there is a lack of enabling networking technologies
for ad-hoc establishment of wireless links in today’s smart mobile devices.
Most of all, common smartphones do not support IEEE 802.11 WLAN ad-
hoc [8], unless rooted or jail-broken. Communicating via Bluetooth is an-
other option, but this option is limited in terms of communication range and
bandwidth as well as human interaction-free discoverability. Although recent
developments achieve wider ranges and better transfer rates through hybrid
solutions, still WLAN-based networking provides at least 3-10 times wider
ranges and 20 times higher rates. Wi-Fi Direct [9], the Wi-Fi Alliance’s an-
swer to Bluetooth suffers from cumbersome manual discovery and pairing
procedures which in addition are very energy intensive [10].

With WLAN-Opp, we propose an approach to establish connectivity among
modern smartphones based on basic WLAN infrastructure functionality, namely
access points (APs) and its associated stations (STAs). WLAN-Opp uses the
tethering mode of smartphones that allows the device to become an AP. This
way, a communication infrastructure is established for co-located devices (de-
vices in contact), which in turn can connect to the provided WLAN network
as stations without requiring time-consuming pairing of devices or cumber-
some user input on encounters. Further, the functions necessary for WLAN-
Opp are provided by the API of common smartphones. These characteristics
make WLAN-Opp a very practical opportunistic networking approach.

Conceptually, WLAN-Opp allows to adapt to various topologies of co-
located devices by controlling periods of scanning and connectivity, and chang-
ing between AP and station mode. The flexibility in changing between AP
and station mode allows to share the load of providing AP functionality and,
thus to control resource consumption, in particular battery power. Yet, pro-
viding the necessary connectivity in a dynamic environment where mobile
devices appear and disappear frequently is not straight forward. To solve
this problem, WLAN-Opp introduces parametrized randomization of state
changes as a core method.

We presented the concept of WLAN-Opp first in [11], where we provided
a proof of concept based on simulation. In this paper, we extend our work
by a detailed description of a more realistic and flexible WLAN-Opp state
machine and a detailed investigation of its major parameters and their impact
on contact utilization, i.e., the fraction of the time co-located devices can
actually communicate via WLAN-Opp. Further we validate the simulated
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state machine by an implementation of WLAN-Opp on real devices. Overall,
we make the following contributions:

• We introduce the details of WLAN-Opp including the state model, ran-
domization, and parameters controlling the behavior of WLAN-Opp
(Sec. 2.2). We investigate these parameters for varying amounts of co-
located devices in a stationary setting using event-driven simulation.
As a result of this study, we provide an appropriate configuration of
WLAN-Opp for good contact utilization (Sec. 2.3).

• By exposing WLAN-Opp to a set of real mobility traces we demon-
strate that the occurring contacts are well utilized by WLAN-Opp, i.e.,
up to 80%, while saving up tp 90% of the energy Wi-Fi ad-hoc would
consume (Sec. 2.4).

• We implement WLAN-Opp on Android, the currently dominating mo-
bile OS, and make it available as open-source. Using this implementa-
tion, we validate our approach by comparing simulation and real mea-
surements and thus show that our simulation model accurately matches
the behavior of real smartphones (Sec. 2.5).

• Finally, we present a field study lasting over five days with 34 partici-
pants and demonstrate the practicality of WLAN-Opp on real devices
in an every-day setting. This experiment also shows the usefulness of
an additional feature of WLAN-Opp, i.e., leveraging available open ac-
cess points in the environment to save energy (Sec. 2.6).

2.2 WLAN-Opp

WLAN-Opp uses the WLAN access point feature of mobile phones to enable
delay tolerant connectivity. Some devices change into access point mode
(AP) and provide the wireless network, while other devices are in idle mode
(IDLE) and scan for networks or are connected to a network as a station
(STA). In STA mode, devices are still able to scan and discover additional
networks. Fig. 2.1a shows the simplest WLAN-Opp network between one
AP and one STA node.
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(a) Normal WLAN-Opp operation
with one AP and one STA.

(b) Two IDLE nodes cannot dis-
cover each other.

(c) Two APs cannot dis-
cover each other. (d) Disjoint WLAN-Opp groups.

Figure 2.1: WLAN-Opp operation and challenges.

2.2.1 Challenges
Establishing opportunistic connectivity between mobile devices in proximity
is the primary goal of WLAN-Opp. Therefore, being aware of other nodes
and coordinated AP mode provisioning are key factors to be considered by
the opportunistic networking scheme, which faces the following challenges:1

• IDLE nodes can scan for networks to discover APs, but are unaware
each other (Fig. 2.1b). A fraction of nodes may thus be in proximity
but not (yet) connected.

• APs are unable to scan for networks and are thus unable to detect each
other (Fig. 2.1c). APs are only aware of their STAs, i.e., nodes that
are associated with them. Hence, they might miss opportunities to join
other existing networks in proximity leading to partitioned networks
(disjoint groups, cf. Fig. 2.1d).

• Finally, STAs associated with different APs are not aware of each other.
This is the second cause for disjoint groups that are unable to commu-
nicate with each other (Fig. 2.1d).

1These challenges are mainly given by the smartphone’s OS and solvable with access to the
Wi-Fi driver. However, this would require rooting the device or installing a custom Android OS.
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Input variables Description
networks available WLAN networks (# APs in proximity)
Nc current neighbors
Nr recent neighbors
tAPo f f time since last AP mode
tAPon time in AP mode

Table 2.1: Variables that influence the state machine.

To prevent the opportunistic network from being caught in these situa-
tions, there is need to randomize the time the nodes remain in the respective
modes.

2.2.2 Randomization
To overcome the limits of device discovery and disjoint groups, we randomize
the decision of a node to keep or change its mode, and consequently, limit
the time spent in each mode. This ensures that two or more devices will
most likely not remain in the same mode (all IDLE or all AP) for indefinite
time. Hence, mutual discovery is facilitated (solving the problems shown in
Fig. 2.1b and Fig. 2.1c).

The randomization-based mechanism also introduces topological dynam-
ics and reorganizes disjoint groups. In static scenarios, e.g., in an office or
at home, the forced topology changes increase the likelihood that co-located
devices that are connected to different APs will eventually be able to commu-
nicate (solving the problem shown in Fig. 2.1d). In mobile scenarios, topol-
ogy changes come for free as devices move in and out of range of each other.
Still, randomization has an advantage concerning simplicity and robustness
as it provides a simply way to adapt to topology changes without requiring
communication. For example, if the AP that currently provides connectivity
unexpectedly leaves the group, another random node will take over. For this
reason we base the WLAN-Opp state machine on randomized decisions.

2.2.3 WLAN-Opp State Machine
The main part of WLAN-Opp is its state machine with probabilistic transi-
tions, which implements the concept of randomization. The transitions de-
pend on the current situation, i.e., the availability of networks and number of
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Figure 2.2: State transition diagram of WLAN-Opp.

neighbors in the environment, as well as the time having already spent in AP
mode. A node’s possible states (IDLE, STA, and AP) and the state transitions
are depicted in Fig. 2.2. Tab. 2.1 summarizes the variables influencing the
state transition probabilities. To ease analysis, implementation, and execu-
tion, WLAN-Opp is designed to run in slotted mode, with slot time ts l ot . In
every slot, the state machine is executed. This way, we may adjust the behav-
ior of WLAN-Opp to new settings by simply modifying the state transition
probabilities. Alternatively, dynamically changing time periods per state may
be used, yet, this adds complexity to implementation and analysis. Note that
the slots are not synchronized among the nodes. We now detail the operation
in the each of the WLAN-Opp states.

IDLE Mode: The IDLE state is the initial state of a WLAN-Opp node
and the state a node returns to when loosing connection in STA mode or after
ceding the AP role. In the IDLE state, the node scans for available networks.
This state is left when the node switches to either STA or AP mode.

STA Mode: IDLE nodes may eventually find an available network and
will connect to it. If multiple networks are discovered simultaneously, one is
picked uniformly at random. In STA mode, a node still scans for networks
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and switches to another available network with switching probability pSTAsw itch ,
which depends on the current number of neighbors Nc :

pSTAsw itch = p
STA
sw itch (Nc) . (2.1)

In principle, a device aims at staying in a network that provides connectivity
to many of its co-located devices. Hence, the probability to switch to another,
yet unknown network should decrease with an increasing number of current
neighbors Nc .

AP Mode: If an IDLE node finds no networks to connect to, it becomes
an AP and creates a network by itself with probability pAPon . As nodes in AP
mode consume more resources than in the other modes, the probability should
depend on the time a node has not been an AP denoted as tAPo f f . Additionally,
as recent neighbors to whom the node has just been connected to (in case the
network just disappeared) compete in becoming the next AP, the probability
to become an AP should also depend on the number of recent neighbors Nr

(intuitively, it should decrease with Nr):

pAPon = pAPon (tAPo f f ,Nr) . (2.2)

For the same resource consumption reasons, AP mode should be turned
off with probability pAPo f f that depends on the time already spent in AP mode
denoted by tAPon . Another factor should be the number of current neighbors
Nc , i.e., the number of stations that are currently served and would loose
connectivity:

pAPo f f = p
AP
o f f (t

AP
on ,Nc) . (2.3)

The probability pAPo f f should decrease with the number of neighbors Nc and
increase with tAPon , the time already spent in AP mode. Note that an actual low
battery power level may additionally be considered to limit the time in AP
mode. In this work, we only use such limits in the field trial (cf. Sec. 2.6).

The choice of the network switching probability pSTAsw itch and the AP turn
off probability pAPo f f highly impact the utilization of a contact, i.e., the fraction
of the time co-located nodes may communicate. These parameters are thus
studied in detail in Sec. 2.3. Differently, the probability to become an AP, pAPon ,
is defined straightforward to assure that only one co-located station turns into
an AP on expectation by design, as introduced in the following.
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2.2.4 Design Decisions

The WLAN-Opp state machine has been implemented both in simulation and
on real devices to evaluate WLAN-Opp and to demonstrate its practicality. To
provide a realistic design, we have to consider a few real world aspects. First
of all, some operations do not happen instantaneously but take some time
on real devices, like scanning for networks and connecting to one of them.
Second, devices have a limited energy source, which requires certain design
decisions concerning duty cycling and fairness. Last, devices may disappear,
either because they crash, run out of battery, or because they move away. This
requires a robust design of the AP selection protocol.

Temporal Operation Granularity: On real mobile devices, operations
take a certain amount of time. For example, Android is set to scan for net-
works every five seconds and it takes around 4.5 seconds to turn-on AP mode
on a Google Nexus One device. To make sure all operations can complete
during one slot, the slot time should be at least five to ten seconds. On the
other hand, the slot time should not be too long, otherwise changes in the
network environment are missed. For example, the device may not be aware
of the loss of neighbors or the availability of new networks, and actions are
delayed. Additionally, the slot time should not be equal on all nodes to avoid
synchronized state changes that prevent nodes from reaching a stable setting.
Also, the time slots do not need to be of equal length in all states. Gen-
erally, to achieve a good trade-off, we select the slot duration uniformly at
random in the range from 10 to 15 seconds for the real implementation and
for the simulation: ts l ot = U[10, 15]. However, in the IDLE state, we achieve
a slightly better performance if we scan for new networks and initiate associ-
ation attempts to available networks twice in every time slot, i.e., every 5 to
7.5 seconds.

Fairness and Duty Cycling: The AP mode is the most energy consum-
ing mode in WLAN-Opp since a node has to send SSID beacons about every
100ms and to relay traffic. For the sake of fairness we limit the time a node
is allowed to stay in AP mode (tAPon ) to tAPon ,max and we duty cycle the AP
operation by introducing a minimum time tAPo f f ,min a node has to wait before
becoming an AP again; we denote the time a node is off-duty by tAPo f f . To
achieve higher network stability, a longer tAPon ,max is preferred, but it comes at
the cost of high energy consumption of one single device. However, nodes
with an external power supply may choose to provide AP functionality in-
definitely, e.g., to aid neighbor connectivity in popular hotspots. In case bat-
tery power is used, a smaller tAPon ,max will be chosen, which improves energy
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consumption fairness among a set of devices. While the WLAN-Opp plat-
form allows for such a per device configuration of the maximum AP time,
the performance analysis of the WLAN-Opp state machine was performed
with a constant value tAPon ,max = 10minutes. We thoroughly analyze how to
adaptively choose the maximum AP time to optimize fairness and efficiency
depending on the anticipated remaining contact time among devices in [10].

The duty cycle mainly impacts neighbor discovery. While a larger tAPo f f ,min
saves power, we miss more connection opportunities. To improve this trade-
off, duty cycling should depend on the context. Hence, if neighbors are
present, we set the cycles to a short duration, tAPo f f ,min = 10 seconds, that will
exponentially increase each time a devices becomes an AP, but no STA associ-
ations happen; tAPo f f ,min increases up to a configurable maximum time denoted
by max(tAPo f f ,min). This way, WLAN-Opp can efficiently adapt to changes in
node densities such as given by day-night cycles.

Randomized AP Selection: Communication always requires an AP, but
multiple co-located APs result in disjoint groups – a situation we aim to avoid
by the following approach: If sufficient time has elapsed since the last time
the node was in AP mode, i.e., tAPo f f > t

AP
o f f ,min , a node may consider becoming

an AP depending on the estimated availability of other nodes with potential
to change to AP mode, which we call candidates. In case the node was just
connected to another AP, which might have moved away or turned itself off,
the estimated number of candidates C is the number of recent neighbors Nr .
If no recent neighbors are known, i.e., Nr = 0, we set C = 2 as this is the
minimal number of candidates to justify setting up a network and becoming
an AP. More formally, we have

C (Nr) = {
Nr if Nr > 0
2 otherwise. (2.4)

The probability pAPon is set to be inversely proportional to the estimated candi-
dates C(Nr), i.e.,

pAPon (tAPo f f ,Nr) = {

1
C(Nr)

if tAPo f f > t
AP
o f f ,min

0 otherwise.
(2.5)

With this definition, we will have exactly one device becoming an AP on
expectation. For a randomized protocol, this is the ideal tradeoff between
finding the next AP as fast as possible while minimizing the probability of
multiple APs and disjoint groups. Further, it is ensured that the AP of the
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recent network will not immediately become an AP again. Whereas such a
simple random AP handover is inherently less efficient than a deterministic
solution, this random scheme has two advantages: (i) it does not require any
additional communication among the devices and (ii) it is very robust if the
current AP or the soon to be AP suddenly becomes unavailable due to mo-
bility. For these reasons, WLAN-Opp implements this simple randomized
AP selection scheme, while more sophisticated schemes are studied in future
work.

In the following, we will detail and study the probabilities to switch off
AP mode and to switch between networks in station mode, with respect to
their impact on the utilization of contacts.

2.3 Parameter Study

WLAN-Opp is controlled by its state transition probabilities, which depend
on external factors such as available networks or neighbors (cf. Tab. 2.1). To
study how these factors should impact the probabilities and thus the perfor-
mance of WLAN-Opp, we model WLAN-Opp in an event-driven simulator.
Similar to real devices, each node in the simulation implements its own clock
and runs the state machine (cf. Fig. 2.2) in every time slot. The simulation
period consists of 100 hours, resulting in 25 000 to 36 000 events per node.
For this parameter study we assume a static scenario, where a given number
of devices are constantly in range. They are, however, not aware of their total
number.

First, we define the performance metrics used for the study. Then, we
use the simulator to find the parameter settings for the transition probabilities
pSTAsw itch and pAPo f f that perform well for the given metrics.

2.3.1 Performance Metrics

The ultimate aim of WLAN-Opp is to provide a connection whenever there
is a contact. To evaluate how well this goal is met, we introduce the metric
utilization ratio, which is the fraction of the total pairwise contact time tcontac t
a pair is actually able to communicate:

r =
tcom

tcontac t
, (2.6)
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Figure 2.3: Station switching probability (pSTAsw itch): impact of parameters α
andws on average utilization ratio r̄ for different numbers of co-located nodes
N , number of networks is 3 (standard deviation is negligible and thus omit-
ted): (a) r̄ as a function of α (weight ws =

1
40 ), (b) r̄ as a function of ws

(exponent scaling factor α = 2).

where tcom is the connection time of the node pair. The average utilization
ratio among all node pairs, is denoted as r̄.

In the case of a static scenario, this metric indicates how well WLAN-Opp
can break up disjoint small groups to combine them to larger groups (largest
possible groups). At the same time, it reflects the disconnection times due to
restructuring. In dynamic scenarios involving mobility, the utilization ratio
is mostly impacted by duty cycling of the discovery process, i.e., how often
nodes become an AP to be discoverable.

2.3.2 Switching between Networks
The station switching probability pSTAsw itch determines the flexibility of a node
in STA mode to associate with another network, if available. During our study
of pSTAsw itch , we assume that multiple networks are available which can be used
by all nodes. Every node under investigation always stays in STA mode and
must not become an AP. This way, we can analyze pSTAsw itch in isolation.

As introduced in Eq. 2.1, pSTAsw itch is a function of the number of current
neighbors Nc . In case Nc = 0, the node should switch networks with prob-
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ability pSTAsw itch = 1 as there is currently no node available to communicate
with. Otherwise, the probability should decrease with the number of current
neighbors, scaled by an exponential factor α and weighted by ws :

pSTAsw itch (Nc) = {
ws ⋅ Nc

−α if Nc > 0
1 otherwise. (2.7)

To find an appropriate setting of α and ws , we perform a simulation with
varying parameters for different amounts of co-located users N . We explore
the range of N ∈ {2, 6, 10, 14, 18, 22, 26}, which is feasible for opportunistic
networks that may appear in practice. Another input variable is the number
of available networks. However, the number of networks does not influence
the utilization ratio, given there is more than one network.2 In the simula-
tion, three available networks are used. We find that the utilization ratio r̄
heavily depends on the number of co-located users N . The parameter space
exploration yields a good utilization ratio r̄ for α = 2 and ws =

1
40 for all N .

The detailed impact of α is shown in Fig. 2.3a. For N = 2 nodes, the
maximum number of current neighbors is 1 and thus not affected by α. For
α < 1 the utilization declines rapidly with increasing number of nodes. The
intuition behind this observation is that a node’s desire to stay in a group of
neighbors scales slower than the group size. For this reason, α should be at
least 1. Using values greater than 1 makes bigger groups more attractive and,
at the same time, makes the network more stable by automatically clustering
at bigger group sizes. In particular for higher N and larger values of α such
as α = 3, the flexibility of the network is hampered as small stable groups are
formed, which leads to network partitioning and thus reduces the utilization
ratio r̄.

The influence of the weight ws is shown in Fig. 2.3b. Here again, the
parameter settings for a good utilization ratio r̄ depend strongly on N . Smaller
groups prefer more stability, denoted by a small ws but larger groups need to
remain flexible. All in all, for ws =

1
40 the simulation yields a generally good

result for all group sizes.

2.3.3 Switching AP Functionality

The AP turn off probability pAPo f f controls the time a node stays in AP mode.
On the one hand, this probability determines the stability of the network while

2We verified that with various amounts of networks. The intuition behind this is simple:
nodes tend to cluster in very few networks anyway.
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Figure 2.4: AP turn off probability (pAPo f f ): impact of parameters β and wa

on average utilization ratio r̄ for different numbers of co-located nodes N
(standard deviation is negligible and thus omitted): (a) r̄ as a function of β
(weight wa =

1
20 ), (b) r̄ as a function of wa (exponent scaling factor β = 0.5).

on the other hand it ensures fairness among a group of co-located devices
in terms of energy consumption. By forcing a change in AP provisioning,
WLAN-Opp aims not to drain a single device’s battery.

To study the impact of pAPo f f , we focus on the AP mode operation, i.e.,
switching on and off AP mode. Whenever nodes are in STA mode, they are
configured with the parameters found above (Sec. 2.3.2). As introduced in
Eq. 2.3, the AP turn off probability pAPo f f is a function of tAPon , the time oper-
ating in AP mode, and the number of current neighbors Nc . If tAPon exceeds
the time allowed to stay in AP mode (tAPon ,max ), the node changes its state to
IDLE. Otherwise, the probability to change to IDLE depends on the current
number of neighbors Nc . Without having neighbors, pAPo f f = 1 in order to turn
off AP mode. Thus, the probability to switch off AP mode is given as follows
determined by the exponent scaling factor β and weight wa :

pAPo f f (t
AP
on ,Nc) = {

wa ⋅ Nc
−β if tAPon < tAPon ,max and Nc > 0

1 otherwise.
(2.8)

To find a good setting of β and wa , we simulate the whole parameter
space for different amounts of co-located users N . As before, we explore the
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range of N ∈ {2, 6, 10, 14, 18, 22, 26}. Nodes operating in STA mode use the
parameter values α = 2 and ws =

1
40 (cf. Sec. 2.3.2). For reasons of fairness,

we set the maximal AP on time to tAPon ,max = 600 s (see Section 2.2.4). For duty
cycling we use a minimum AP off time of 10 s that exponentially increases up
to max(tAPo f f ,min) = 600 s. The parameter space exploration resulted that a
good utilization ratio r̄ is achieved for β = 1

2 and wa =
1
20 for all N .3

The detailed influence of the exponent scaling factor β is shown in Fig. 2.4a.
Its impact on the values of r̄ is actually nearly negligible. The utilization how-
ever varies depending on the number of nodes N due to increasing partitions
of the network: the number of APs and, thus, emerging networks (network
partitions) is higher when more devices are present. All in all, taking into
account the whole range of N , a good setting for β is 1

2 .

The results with varying weights wa are shown in Fig. 2.4b. We basically
observe again the absence of a clear optimum and a strong dependence on the
group size due to the resulting network partitions. Taking into account the
full range of N , a good setting for wa is 1

20 .

2.3.4 Influence of Amount of Co-located Devices

As shown before, the number of co-located users N greatly impacts the uti-
lization ratio r̄. We thus observe different outcomes of WLAN-Opp for differ-
ent N , depending on the parameter settings as visualized in Fig. 2.5. For very
small amounts of co-located nodes, such as N = 2, a static configuration is
beneficial as reconfiguration attempts are in vain. For very large groups, e.g.,
N = 26, the most flexible configuration performs best, as reconfigurations to
join so far disjoint groups are desired. Finally, it can be seen that for our se-
lected parameters resulting from the previous parameter study, WLAN-Opp
performs constantly well over a wide range of group sizes. However, there is
clearly room for improvement. The most straight forward candidates are de-
terministic AP handover schemes requiring minimal communication among
the nodes.

3Variying the maximal AP time has actually a slight impact on the optimal parameters. When
significantly increasing max(tAP

o f f ,min), the optimum slightly moves to more stable parameters
(bigger β and smaller wa ). In practice, maximum AP times should be chosen based on battery
life and fairness considerations and not their minimal impact on the utilization ratio.
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Figure 2.5: Utilization ratio depending on number of co-located users and
‘flexibility’ due to the chosen parameter setting: red bars (”static“, left) show
a static configuration, green bars (”dynamic“, right) show a very flexible con-
figuration, and yellow bars (”optimum“, middle) show the parameter setting
of Sec. 2.3.2 and 2.3.3.

2.4 Evaluation of WLAN-Opp under Mobility

Whenever mobility comes into play, a contact of two or more devices be-
comes a precious good in opportunistic networks. It is thus crucial for a
neighbor discovery and communication establishment protocol to exploit the
time in proximity as much as possible. In this section, we evaluate how well
WLAN-Opp utilizes the contacts given in real world mobility traces. The fun-
damental mechanism that influences the contact utilization ratio is the duty
cycling of operations for connectivity provisioning such as becoming an AP.
These operations consume a considerably large amount of energy. In the fol-
lowing, we evaluate the impact of duty cycling on the energy consumption
and utilization ratio of different contact traces.

2.4.1 Contact Traces

We evaluate the WLAN-Opp state machine under mobility by replaying four
real world contact traces presented in the following. These traces differ in
terms of size, duration, and contact frequency. Their main characteristics are
summarized in Table. 2.2.

H06: During Infocom 2006, contact traces of 78 conference attendees
wearing Bluetooth devices were collected for the Haggle project [12]. The
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H06 MIT ETH SF
# Nodes 78 96 20 536
Time Period 93 hours 14.9 weeks 104 hours 24 days
Type Bluetooth Bluetooth Wi-Fi ad-hoc GPS
scanning interval 2min 5min 2 s 30 s
# Contacts Total 128 979 75 425 18 293 1 332 261
# Contacts / Node 1 654 786 915 2 486

Table 2.2: Properties of contact traces.

Operation Battery consumption
802.11 scanning (IDLE) 0.2%/h
UDP beaconing (STA) 1.19%/h
802.11 SSID beaconing (AP/Ad-Hoc) 5.19%/h

Table 2.3: Energy consumption of different operations expressed as the per-
centage of a Nexus One battery they consume in one hour.

granularity of the direct contacts collected on four continuous days is given
by the two minute scanning interval of the devices. In total there are 128 979
contacts.

MIT: The MIT Reality Mining project [13] collected Bluetooth contacts
with a five minute scanning interval of 96 students and staff members on the
MIT campus during several month. We extract the 15 weeks of the trace with
the highest contact density. We looked at a total of 75 425 contacts.

ETH: The ETH trace was collected on the ETH campus in 2005, from 20
researchers carrying a PocketPC [14]. Scanning was done via beacons over
Wi-Fi ad-hoc with a two second interval. There are a total of 18 293 recorded
contacts.

SF: The San Francisco taxicab trace contains GPS position recordings
for over 500 taxicabs over a period of a month [15]. The contacts in this trace
are inferred based on a conservative transmission range of 30m. This results
in a total of 1 332 261 inferred contacts.
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Figure 2.6: The effect of duty cycling on the energy consumption for the
different traces.

2.4.2 Duty Cycling: Contact Utilization vs. Energy
Consumption

WLAN-Opp is duty cycled by design, as being discoverable and performing a
discovery is not possible at the same time, thus, these phases have to alternate.
We can however tune the length of the cycles by adjusting the minimal AP
off time tAPo f f ,min , i.e., the limit of its exponential back-off max(tAPo f f ,min). By
increasing this time, a device is less frequently in the energy hungry AP state
but on the downside it is less discoverable leading to missed contact opportu-
nities. In order to analyze the effect of duty cycling on the contact utilization
and energy consumption we apply the simulation model to real world contact
traces resulting in the duration each node spends in one of the three states
IDLE, STA, or AP. Yet, we also need to know the energy consumption of
these states. Tab. 2.3 summarizes battery lifetime measurements performed
on a Nexus One for all the required states. While the exact amount of energy
might vary among phones and batteries, the ratios of the different states pro-
vide a more stable and significant measure. The battery consumption in STA
mode is 5.97 times higher than in IDLE mode, the one of AP mode is 4.35
times higher than in STA mode. Similar factors were obtained from energy
measurements on other phones [10].

Using these energy values, Fig. 2.6 shows the energy consumption of a
node under the mobility defined by the four traces depending on the duty cy-
cle. The energy is expressed as a fraction of the energy the traditional Wi-Fi
ad-hoc protocol would require. We assume that a node in ad-hoc mode con-
sumes comparable amount of energy to the AP mode as it also advertises a
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Figure 2.7: Contact utilization depending on the duty cycle for the different
traces.

WLAN network by sending out SSID beacons. We can clearly see that for
a max(tAPo f f ,min) > 20 minutes (1 200 seconds), the energy consumption is al-
most constant. While the actual consumption depends on how many contacts
are present in the trace, the overall consumption is significantly lower than
the traditional IEEE 802.11 ad-hoc protocol. While this is not that surprising,
given that a node in Wi-Fi ad-hoc mode would need to constantly beacon, we
will now investigate the effect of duty cycling on contact utilization.

The contact utilization ratio (Eq. 2.6) is measured as the percentage of
the aggregated pairwise contact times during which WLAN-Opp manages to
connect the pair. Fig. 2.7 shows that the contact utilization ratio only slightly
decreases with a longer duty cycle. If we assume a cycle of 20 minutes as
proposed above, the utilization is between 50 and 80%, depending on the
trace. In contrast to Fig. 2.5 where the utilization ratio was determined by
the speed of the AP handover, here the utilization loss is dominated by the
effect of duty cycling the discovery process which leads to undetected short
contacts. The reason why the SF trace performs so poorly is thus its massive
amount of short contacts. Over 20% of the total contact time are short contacts
that last less than one minute, which is below the granularity of the MIT
and H06 traces. Such contacts can hardly be utilized by WLAN-Opp at all.
Generally, traces with fewer short contacts result in a better utilization. In any
case, the tremendously reduced energy consumption, resulting in about 10 to
25% of the amount Wi-Fi ad-hoc networking consumes, justifies the small
decrease in contact utilization.
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Figure 2.8: Comparison of the pairwise connection time distribution.
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Figure 2.9: Comparison of the pairwise inter-connection time distribution.

2.5 Model Validation: Simulation vs. Real
World

WLAN-Opp has not only been implemented in simulation, but also on Android-
based smartphones. While WLAN-Opp on Android was implemented as
a framework that enables the deployment of opportunistic applications, we
use it here to validate the simulated state machine of WLAN-Opp. In order
to compare the behavior of the state machine in the simulation and the real
world, we compare the pairwise connection and inter-connection time distri-
butions, as it allows best to capture the dynamics of the system. We conduct
the experiment on up to ten Galaxy Nexus devices running Android 4.1.2.
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We show results based on the parameters chosen in Section 2.3 (i.e., α = 2,
β = 0.5, ws =

1
40 , wa = 1

20 ). Additional experiments with other parameter
settings were performed, which further confirm the match of the simulation
and the real world implementation. We set the maximal time to stay in AP
mode to tAPon ,max = 600 s in order to get a rather dynamic scenario also for
larger numbers of co-located nodes N . The pairwise connection times are
thus always below 600 s.4

The simulation-based and real world implementations of WLAN-Opp
both implement the same state machine. However, the simulation model does
not capture all real world phenomena, such as interference. The distributions
thus show a high similarity, but are not an exact match of one another. By
introducing an additional interference factor to simulation, we show that it is
further possible to adjust the simulation to the real world. Since modeling
interference is difficult we only simulate the most prominent effect. The in-
terference we implement corresponds to the association process, which com-
monly takes longer to succeed if more devices try to associate at the same
time. Figs. 2.8 and 2.9 show the distributions of the real world implemen-
tation and the simulation-based implementation (simulation, cf. Sections 2.3
and 2.4), and the simulation with interference introduced above (simulation
(interference)).

How the connection times are distributed among those 600 s depends on
the number of co-located nodes N as shown in Fig. 2.8. While for all N the
simulation closely follows the real world, the impact of real world imperfec-
tions are more visible the more co-located nodes are present (N = 10). The
same is true for the inter-connection time distribution visualized in Fig. 2.9.
Here we can observe a clear improvement in similarity to the real world when
applying simulated interference. While generally the differences increase
with an increasing N , the simulation manages to closely match the reality.

2.6 Field Trial
To show the feasibility of WLAN-Opp in a real setting, we ran a field trial for
five subsequent working days (from Monday morning until Friday evening)
in the urban area of Zurich, Switzerland. A total of 34 users equipped with
smartphones participated consisting mainly of employees of two neighbor-
ing research labs, four employees of a small startup with ties to one of the

4Actually, connection times up to 630 s are possible as up to two slot times may not be added
to tAPon (one at the beginning and one at the end).
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Figure 2.10: Daily pattern: Total neighbors encountered by all devices during
the field trial.

research labs, and two external persons. Overall, 19 distinct device models
from five different vendors were used. A total amount of 94 215 connections
were recorded, which is an average of 2 771 connections per node. As ex-
pected, the number of neighbors of devices varies heavily during one day.
Fig. 2.10 shows the daily patterns for the accumulated amount of connected
neighbors of all devices. Office hours of each day are clearly visible. During
peak time, the maximum number of simultaneously discovered neighbors by
a particular device is 15.

In urban settings, many Wi-Fi networks are actually available and some
of them do not require credentials for a connection. Such open access points
seamlessly integrate with WLAN-Opp as the WLAN-Opp state machine does
not differentiate between networks generated by a device running WLAN-
Opp or other available and open networks (with the exception that WLAN-
Opp knows for sure it will find a neighbor on a WLAN-Opp network). Many
of such open access points allow for two associated devices to communicate
even if Internet access is restricted by a captive portal. By using open ac-
cess points, connectivity can be provided in an energy-efficient way as no
smartphone has to take the AP role.

A study by Kärkkäinen et. al. [16] shows that out of 50 randomly selected
open access points in the city of Helsinki, 60% can be used for opportunistic
communications5. We verified this study on a larger scale in Zurich down-
town. Out of 2 103 analyzed access points in the city, we were able to com-
municate through half of them when testing with both, multicast and unicast
packet transmissions. Fig. 2.11 shows all usable networks in Zurich down-
town. Given this high coverage of hotspots in Zurich, in our study, WLAN-
Opp smartphones operated a considerable time in station mode utilizing in-
frastructure WLANs to communicate with other WLAN-Opp smartphones.

The main observations of the study are: (i) WLAN-Opp was able to pro-

5If all possible forms of communications are considered, such as unicast IPv4, multicast IPv6,
and so on.
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Figure 2.11: Open access points in Zurich downtown, which allow local com-
munications.

vide opportunistic communication, (ii) it is possible to operate WLAN-Opp
without disturbing the user as its only active in the background when the
screen is off, (iii) the slightly faster battery depletion was acceptable but
should be improved by smarter duty cycling, (iv) in a campus setting or in
urban areas, available open access points allow devices to operate most of
the time in the less energy intensive station mode, and (v) during AP mode,
disabling 3G is required to avoid unwanted tethering costs.

2.7 Discussion and Related Work

In the previous sections, we demonstrated that WLAN-Opp is a mature en-
abling technology for opportunistic networks that can overcome limitations
of current technologies. Here, we discuss related opportunistic networking
applications, security implications, and energy efficiency issues.

Opportunistic networking: Opportunistic networks have been researched
on for more than ten years and important theoretic and simulation-based re-
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sults have been achieved [17–20]. From the perspective of real applications,
no opportunistic application has reached public usage. There are, however, a
few notable research prototypes. The three projects 7DS [21], Haggle [22],
and PodNet [23], built different types of opportunistic media sharing applica-
tions based on Wi-Fi ad-hoc and Bluetooth. However, as these communica-
tion technologies are either unavailable on off-the-shelf smartphones or have
unrealistic setup requirements involving human interaction, it was difficult
for those projects to reach the public. Here, we see the need for a technology
such as WLAN-Opp to bridge this gap.

Security: Some ad-hoc protocols such as Bluetooth and Wi-Fi Direct
have a strong emphasis on security by enforcing secure pairing. While secure
pairing in general provides some degree of security, it hinders the fast and
transparent establishment of opportunistic networks. Further, it was shown
that Bluetooth does not provide sufficient security despite secure pairing [24].
Thus, with WLAN-Opp we push security from the networking to the appli-
cation layer as done in the Internet and rely on applications to use end to end
security measures, such as TLS [25].

Energy efficiency: WLAN-Opp already provides means to conserve
battery consumption by limiting the time a node remains in the energy inten-
sive AP mode. In addition, if no current application requires communication
with a neighbor, WLAN-Opp can easily duty cycle neighbor discovery and
save battery power. Smartphone measurements have shown that transmitting
and receiving data causes nearly three times the energy consumption of the
idle state [26]. Further, context awareness could help to reduce the energy
required for neighbor discovery [27]. For example, low power sensors, such
as the accelerometer could be used to detect whether a node is moving and
the discovery intervals may be adapted accordingly.

2.8 Conclusion and Future Work

We have proposed WLAN-Opp, a viable and energy-efficient WLAN-based
protocol that enables opportunistic communications by exploiting the mo-
bile access point mode of today’s smartphones. WLAN-Opp may flexibly
switch between access point and station mode depending on other available
networks and number of neighbors, constrained by time thresholds that assure
that a device is not exploited by the resource consuming access point mode.
Randomization of state transitions between the modes of WLAN-Opp pre-
vents from missing contact opportunities and network partitioning. This way,
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WLAN-Opp can utilize contacts originating from sampled real mobility up
to 80% while saving up to 90% of the energy Wi-Fi ad-hoc would consume.

We have implemented WLAN-Opp on Android, currently the most used
smartphone platform. In a field trial with 34 participants observed over five
days, WLAN-Opp demonstrated its practicality in real scenarios. While we
finally have a platform that can clearly promote opportunistic networks, there
is still room for future work on optimizing WLAN-Opp. We already tackled
aspects of energy fairness and efficiency in WLAN-Opp [10]. A next step
would be to analyze the impact WLAN-Opp has on delay tolerant routing
and on traffic forwarding protocols exposed to real traffic demands.
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Abstract — Device-to-device (D2D) communication powered op-
portunistic networks promise to fill the gaps of networking infrastructure
in underdeveloped areas and emergency situations. Yet, their feasibil-
ity depend on small and fairly shared energy costs of D2D connections.
Fairness, in particular, is not given in today’s D2D technologies (Blue-
tooth, Wi-Fi Direct) as all technologies feature two different roles – ac-
cess point/client, master/slave, with very asymmetric energy consump-
tion. We tackle the fairness problem by using role switching, which,
while sounding simple, faces two big challenges. As contact durations
are non-deterministic, the first challenge is when to switch roles to min-
imize switching and its associated energy cost. The second challenge
is how to switch roles to guarantee all nodes, co-located in an arbitrary
topology, are connected, while choosing an efficient configuration that
minimizes the nodes in an energy hungry hosting role. To solve both
problems we introduce a time-adaptive topology-aware role switching
scheme. By computing the switching frequency based on the distribu-
tion of the residual connection time we save up to 69% of the switching
energy cost compared to fixed-period switching without sacrificing on
fairness. Our scheme requires only local knowledge to guarantee the
topology’s connectedness while performing close to the optimum.

3.1 Introduction

Whenever a group of smartphone-carrying users move within transmission
range of device-to-device (D2D) communication technologies (e.g., Blue-
tooth or Wi-Fi Direct), they have the opportunity to connect and exchange
data without relying on any networking infrastructure. Such opportunistic
networks [1, 2] are a promising extension to traditional networks in remote
and rural areas [3], in case of broken or censored infrastructure [4], or to
offload traffic from the frequently overloaded cellular network [5]. Further-
more, opportunistic networks are a more natural fit for novel applications,
such as highly local communication [6].

Yet, to make opportunistic networking attractive for the users of resource-
constrained devices (e.g. smartphones), it is crucial to minimize its energy
consumption. To this end, research efforts have mainly focused on reducing
the energy used by background operations, such as neighbor discovery [7, 8].
State-of-the-art neighbor discovery adapts to the user’s context and mini-
mizes the number of required scanning operations, while detecting a maxi-
mum number of communication opportunities. Although these are important
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contributions towards energy efficiency, we raise a competing issue here: that
of energy fairness. Whenever a node pair or a larger group is connected, the
involved devices take different roles. In Bluetooth, a device is either in master
or in slave state, whereas in Wi-Fi Direct, a device can be access point (AP)
or client. Measuring the energy consumption of these different roles in Blue-
tooth, Wi-Fi Direct and WLAN-Opp1 [9], we find that the two roles differ by
up to a factor of 5 in terms of energy consumption (see Fig. 3.1). This results
in substantial unfairness when the roles are assigned statically.

To mitigate this unfairness, we propose that the nodes of a connected
group periodically switch their roles. However, there are two challenges that
come with role switching that we need to solve: (i) there is a timing com-
ponent, i.e., when to switch roles to minimize the amount of switching op-
erations when contact durations are unknown, and (ii) there is a topology
component, i.e., how to switch roles to minimize the number of hosts in a
group while maintaining fairness and remain connected.

When to switch roles: In an ideal setting, we would know the duration
for which co-located nodes are able to communicate. However, when contacts
are defined by the mobility of the nodes, their duration is non-deterministic.
As a contact may end at any point, roles should switch as often as possible
to stay fair by constantly evening out any battery consumption imbalances.
Unfortunately, switching roles comes at a cost: both as short disconnections
and in terms of energy. Constantly switching would be highly inefficient and
should be avoided. We thus need a smarter way to minimize this switching
inefficiency while maintaining fairness.

How to switch roles: For groups with trivial topologies (e.g. pairs or
larger cliques) a simple round robin role switching scheme works perfectly
with just one host at a time while being as fair as possible. However, in a de-
tailed analysis of four measured contact traces, we observe that nodes are rou-
tinely connected in more complex topologies: chains, stars, chained cliques,
etc. in up to 68% of the aggregated lifetime of all connected groups. In
such topologies, more than one master (or AP) may be required to enable all
pairs of devices to communicate with each other; further, not all devices are
equally well positioned for such a connection hosting role. Hence, the choice
of the cycle in which devices switch roles becomes a challenging problem of
finding a good balance between fairness (relieving the best located devices
from always hosting the connections) and configuration efficiency (selecting

1WLAN-Opp is a method based on traditional WLAN: a subset of devices are in access point
mode, such that the others can connect.
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Figure 3.1: Battery depletion of two phones (Samsung Galaxy Nexus with
Android 4.2 in airplane mode) connected to each other via WLAN-Opp for
10 hours without transmitting data.

the smallest possible number of hosts).
We solve both these problems by introducing adaptive switching algo-

rithms that take into account the contact time and topology of co-located
nodes to guarantee fairness while maximizing the switching and configura-
tion efficiency.

Time-adaptive role switching: To solve the timing problem we make
use of the fact that contacts induced by human mobility have been found to
follow a power law distribution [1, 7]. We analytically derive the distribution
of the remaining contact duration, in function of the elapsed contact duration.
As the median of the remaining contact time increases linearly with the time
already in contact, we can use this to adaptively determine the next switching
interval. This allows us to minimize the switching overhead while staying fair
in case of an unexpected disconnection due to mobility.

To show its feasibility we implement our time-adaptive switching on smart-
phones and can reduce the switching overhead by 74% to only 2.2% of the
energy required to maintain a 10h connection compared to fixed-period role
switching.

Topology-aware role switching: To establish an initial baseline we for-
mulated the cycle of role assignments as an optimization problem similar to
Ajmone et al. [10]. The objective function we maximize is a tunable linear
combination of configuration efficiency and fairness. To preserve the group’s
topology regardless of its nodes’ roles, we require that at each time instance,
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the nodes in the hosting role form a Neighborhood Connected Dominating Set
(NCDS)2 [12]. To find the NCDSs, we determine the edge clique cover [13]
and require that each maximal clique has at least one host. Realizing this
connection between the NCDS and edge clique covers allows us to simplify
the constraints of the optimization problem to one simple condition (instead
of eleven [10]). Finally, the optimal role alternation strategy is given by the
cycle of NCDSs which maximizes the fairness vs. configuration efficiency
tradeoff.

Operating the above optimization scheme online, in a distributed way is
difficult in practice as it requires global coordination. However, based on the
gained insights, we propose two online role switching heuristics (one ran-
domized and one deterministic), both tunable for efficiency or fairness. For
these heuristics we show that they can find near-optimal solutions for four
classes of topologies (or motifs): cliques, stars, chains and NxM-cliques (two
cliques of size N and M with x overlapping nodes), which together represent
44−94% of aggregate group lifetime in the contact traces. When we evaluate
the heuristics’ overall performance by applying them to contact traces, which
also include all kinds of more “exotic” topologies, we find that our heuristics
can give us 89 − 98% fairness while being 88 − 97% efficient when using the
most energy imbalanced Wi-Fi Direct protocol.

Finally, we combine the time-adaptive and topology-aware role switch-
ing schemes. For this we need to define and analyze the lifetime of a group
contact. We establish two useful definitions of group lifetimes, the topology
lifetime and the clique lifetime and find their distribution in real world traces
to also follow a power law, allowing us to use our time-adaptive role switch-
ing scheme. To evaluate the combination of our time-adaptive and topology-
aware switching schemes, we analyze the fairness and energy efficiency over
the lifetime of the extracted motifs. We show that for all motifs we can save
a significant amount of energy, especially for longer contacts without sacri-
ficing fairness. To see how much energy we can save in a realistic scenario
we simulate the energy savings of our adaptive switching on real world traces
and show that we can reduce the switching cost by up to 69%.

The reminder of this paper is organized as follows: We first review prior
art to position our work in Sec. 3.2. We then dive into energy measurements
and connectivity traces to motivate the problem in Sec. 3.3. Next, we in-
troduce and evaluate our time-adaptive role switching scheme for pairs in
Sec. 3.4. However, for a generic solution we need to take into account the

2All NCDS are a subset of all DS that contain all CDS, i.e., CDS ⊆ NCDS ⊆ DS.
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topology constraints thus introduce the topology-aware role switching algo-
rithms in Sec. 3.5. Then, to combine the time-adaptive and the topology-
aware switching schemes we introduce and analyze arbitrary group lifetimes
and evaluate the performance of our generic solution in Sec. 3.6.

3.2 Related Work

While most studies of human mobility focus on the inter-contact time as an
important metric improve routing and reduce data delivery delay, human con-
tact time distribution has hardly been looked at. Of the two prominent studies
we could find, Chaintreau et. al. [1] only analyzed contact times for the sake
of completeness and found they where power law distributed. Wang et. al. [7],
who also found human contact times to be power law distributed, introduced
an adaptive contact probing mechanism with a probing energy vs. contact
miss probability tradeoff that suffers from a heavy tailed contact distribution.
In contrast, we use this result to our benefit to introduce a time-adaptive role
switching algorithm.

The issue of assigning host/client roles on arbitrary topologies to form a
connected group or network is well investigated in mobile ad hoc networks.
More specifically, while our work is not technology specific, i.e., it is valid for
Bluetooth, Wi-Fi Direct, or any other protocol that has a host and a client role,
Bluetooth scatternet formation (BSF) [17] exhibits the most similarity to our
context, in terms of the basic constraints on network formation. The explicit
goal of BSF role assignment schemes varies: most aim merely at (efficient)
connectivity [18–20], some want to maximize path diversity [21], few others
optimize capacity or throughput [10]. The means to achieve these goals range
from the simple, centralized solution that selects a coordinator to assign the
roles [18], to random role assignment as in the case of BlueNet [22]. While
random assignment is easily done in a distributed setting, one has to make
sure it results in a correct topology. BlueNet does this by interconnecting dis-
connected nodes in a second step after the random assignment. More sophis-
ticated approaches are BlueStars [21] and BlueMesh [23] which are based on
dominating set (DS) based clustering [24, 25]. A more constraining solution
is to build a topology based on a connected dominating set (CDS) [20] which
has the advantage of implicitly building a backbone of host nodes. Another
option is to base the topology on a tree, such as BlueTree [19]. However,
none of these solutions address the problem of unequal energy consumption,
stemming from static role assignments.
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Note that some BSF limit the number of slaves (clients) that can be asso-
ciated to a master (host) for Bluetooth specific performance reasons. While
we do not take such limitations into account, our algorithms could easily be
adapted to allow such limits, either by degree limited discovery [26] or by
initially removing unnecessary edges [27].

While BSF research had to work around the pre-specified roles, in wire-
less sensor networking (WSN), roles have been intentionally introduced to
improve energy efficiency and network lifetime [28]. In WSNs, each node
transmits the same type of data to a common sink, such that aggregating the
data is most efficient; to this end, node clusters are created and cluster heads
elected, forming a backbone for the network. However, the energy intensive
roles of cluster heads result in unfair energy usage and premature network
outage. To cope with this, numerous clustering algorithms rotate the clus-
ter head role in a randomized fashion, pioneered by LEACH [29], which has
spawned innumerous variants [30, 31]. While popular, these approaches have
no constraints in the underlying topology as they assume all nodes are able to
communicate with each other. For more connectivity constrained topologies,
a load balancing scheme that works for all ID based distributed clustering al-
gorithms constrained by a DS [32, 33] is proposed by Amis and Prakash [34].
They achieve a round robin role alternation by introducing virtual IDs that
change in each round. However, while DS based clustering is useful in WSN,
it does not satisfy our connectivity constraints for arbitrary topologies. Fi-
nally, very popular are approaches based on alternating through different con-
nected dominating sets (CDS) [35–38], as they provide the network with a
backbone. They would actually satisfy all connectivity constraints, however,
the fact that all hosts must be connected in this case is an over-constraint for
our context, putting an unnecessary limit on the achievable energy fairness
vs. configuration efficiency tradeoff.

Our work fills the gap in between these two topics (BSF & WSN) by in-
troducing three algorithms to achieve any desired fairness-efficiency tradeoff
in host-client-based D2D communication in an arbitrary underlying topology.
Additionally, to more easily formulate the topology constraints, we utilize the
concepts of edge clique cover [13] and NCDS [12, 39]. This is especially use-
ful for a simpler formulation of the optimization problem.
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Notation State Power STD

PC
(BT) Bluetooth connected (slave) 58.49 mW 3.29 mW

PH
(BT) Bluetooth connected (master) 28.53 mW 0.05 mW

PC
(O) WLAN-Opp associated (station) 60.79 mW 9.74 mW

PH
(O) WLAN-Opp associated (AP) 210.97 mW 11.72 mW

PC
(D) Wi-Fi Direct connected (station) 49.75 mW 3.90 mW

PH
(D) Wi-Fi Direct connected (AP) 231.92 mW 9.14 mW

Table 3.1: Power consumption of connection states.

3.3 Motivation

To make opportunistic networking feasible in practice, users must accept to
contribute, despite their resource-constrained devices. Whenever multiple
users come together, especially if they are strangers, a sense of fairness is cru-
cial to enable contribution. However, today’s D2D communication technolo-
gies (Bluetooth, Wi-Fi Direct) require different communication roles, leading
to unequal energy consumption. Here we briefly describe each D2D technol-
ogy, detailing its required communication roles and their energy consump-
tions. This illustrates well and quantifies the fairness problem. While this
unfairness can easily be tackled by periodically switching roles, this incurs
a significant energy cost as we will show. Further, role switching becomes
complex for non-trivial topologies. We show that non-trivial topologies actu-
ally amount to a significant portion of the time groups are in contact.

3.3.1 Unequal roles in D2D connections

Three technologies are currently available to establish a high throughput,
mid-range, D2D communication opportunity: Bluetooth, Wi-Fi Direct, and
WLAN-Opp [9]. All three technologies define two communication roles: a
connection host and a client.

Bluetooth intends to provide wireless connectivity in energy constrained
personal area networks. In order to enable communication, one device will
become the master of the connection(s) (host), serving up to seven slaves
(clients), to form a piconet. Slaves may be part of multiple piconets and
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the master of one piconet may be a slave to another piconet’s master, thus
bridging the two piconets to form a scatternet.

Wi-Fi Direct is Wi-Fi Alliance’s response to Bluetooth offering longer
range and higher throughput. Two or more devices communicate by having
one device in soft AP mode (host), while all others connect to it as stations
(clients).

WLAN-Opp is a custom protocol, based on traditional WLAN AP and sta-
tion functionality, which establishes communication similar to Wi-Fi Direct.

Unsurprisingly, the energy required to be a host is not equal to that needed
to be a client, leading to unfair battery drain. This is the case both for the
connection establishment phase, and to an even higher degree for connec-
tion maintenance and actual traffic. More precisely, the device that hosts the
connection incurs a much higher energy cost than a client device3. Detailed
measurements4 of this inequality are presented in Table 3.1. We measure the
power, P, a device continuously consumes while being a host (PH) or a client
(PC). The device’s role impacts energy consumption for all technologies by
a factor varying between 2 and 5 – an inequitable situation.

To put these numbers into the perspective of the 6.48Wh battery life of a
Galaxy Nexus: The Wi-Fi Direct AP state consumes a whopping 3.58 battery-
percent per hour (%/h), while the station state only consumes 0.77%/h.

3.3.2 Cost of periodic role switching

In a static scenario we know for how long devices are able to communicate
and can easily achieve fair energy consumptions with a minimal number of
role switches. If we assume mobile nodes however, due to their uncertain
contact durations, roles should be switched as often as possible to constantly
even out the energy imbalance and maintain maximal fairness. Unfortunately,
role switches come at a considerable cost for all three D2D communication
technologies as shown in Table 3.2 and should be thus kept at a minimum.
This results in a fairness vs. switching efficiency tradeoff which is clearly
visible in Fig. 3.2. While the consumption of both devices that are switching
is the same (purple ‘+’) and is thus fair, it is significantly below the optimal

3The opposite is true for Bluetooth: a master uses less energy than a slave. However, the
unfairness problem remains unchanged.

4We took exact measurements with the Monsoon Power Monitor, which replaces the battery
to record in real-time, the power consumed by the device at a resolution of 500Hz (or 2ms).
Different device models/brands show qualitatively similar results.
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Notation Operation Energy STD

EC
(BT) Bluetooth connect (slave) 1998.11 mJ 157.77 mJ

EH
(BT) Bluetooth connect (master) 944.81 mJ 77.95 mJ

EC
(O) WLAN-Opp associate (station) 3194.32 mJ 722.81 mJ

EH
(O) WLAN-Opp associate (AP) 2626.86 mJ 366.25 mJ

EC
(D) Wi-Fi Direct connect (station) 3523.78 mJ 714.44 mJ

EH
(D) Wi-Fi Direct connect (AP) 1654.50 mJ 395.25 mJ

Table 3.2: Energy consumption of connection establishment.
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Figure 3.2: Battery consumption overhead of fair role switching.

fair consumption. We thus need to develop a smart role switching mechanism
that maintains a fair energy consumption with as little switches as possible.

3.3.3 Connected groups in real traces

While the fairness problem of unequal energy consumption is easily solved
for pairs of connected nodes (by switching between the two roles via round
robin), finding a solution for larger groups of nodes, connected in arbitrary
ways is much more challenging. In the following, we investigate whether
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H06 MIT ETH SF

# contacts 128 979 75 425 22 958 1 339 274
# nodes 78 96 20 536
scanning interval 2min 5min 2 s 30 s

total connection t 671.07h 7921.84h 101.41h 8847.86h

clique 72.75% 72.26% 31.47% 83.37%
chain 9.77% 10.52% 3.37% 6.38%
star 2.23% 1.55% 2.00% 0.06%
NxM-clique 2.56% 4.75% 6.79% 3.71%
other 12.69% 10.92% 56.37% 6.47%

Table 3.3: Motif presence (% of total connected time) in contact traces.

such larger connected groups are indeed present in the four following real
contact traces (summarized in Table 3.3):

H06 the Haggle 2006 trace, collected during the three days of the Infocom
conference in 2006 [40];

MIT the MIT reality mining trace, collected from students and staff on the
MIT campus during several months [41];

ETH the ETH trace, collected from iPAQ carrying researchers at the ETH
Zurich campus [42];

SF the San Francisco taxi cab trace recorded GPS position for over 500
taxicabs over a period of a month [43].

For all of the above traces, we extract the different ways in which a group
of users connects most frequently. We call the most common topologies mo-
tifs [44]. In order to identify and classify motifs, we sort all topologies found
in the traces by the total time they exist in each trace. We quantify the relative
importance of each topology via the fraction of the total trace time when that
topology exists.

We identify four distinct motifs which capture the majority of the traces’
topologies. The motifs – cliques, chains, stars, and NxM-cliques – and their
statistics are shown in the lower half of Table 3.3. Most other topologies are
a simple combination of these four motifs.
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While the topologies of cliques, chains, and stars are well known, the
NxM-cliques require an explanation. As the name suggests, they are com-
posed of two cliques of sizes N and M with x overlapping nodes (we gener-
ally assume N ⩾ M > x). The total number of nodes in this motif is N+M−x.

It’s interesting to note that the distribution of motifs depends on the con-
text of the trace. The more static a trace is, the more stable complex topolo-
gies become. For instance, in the ETH trace, the contacts are strongly influ-
enced by the office layout, resulting in unclassified topologies in over half of
the time. Considering the energy fairness problem in such complex groups is
clearly more challenging than in the simple case of a connected node pair.

To tackle this energy consumption unfairness in complex topologies we
apply divide and conquer and break the challenge down into two simpler com-
ponents: The first component addresses when to switch roles and we solve this
problem assuming simple contacts among pairs in Sec. 3.4. The second com-
ponent addresses how to switch roles and we solve that problem assuming
a group is in contact for an infinite duration in Sec. 3.5. Then we combine
and extend the two solutions to a generic time-adaptive topology-aware role
switching scheme in Sec. 3.6.

3.4 Time-Adaptive Role Switching for Pairs
Considering the cost of a role switch (see Table 3.2) we are faced with an
obvious tradeoff. On the one hand, switching should be kept at a minimum,
to avoid this cost. On the other hand, the duration of the physical proximity
of two devices is uncertain; therefore, to maintain fairness, switching must
be done as often as possible. To illustrate this tradeoff we first present the
fixed-period role switching we use as a baseline for comparison and then
introduce our time-adaptive role switching scheme for a simple contact of
two nodes [15]. Finally, we compare the two schemes with measurements of
a real world experiment.

3.4.1 Fixed-period role switching
To have a baseline to compare our time-adaptive switching mechanism to,
we use the fairest possible switching scheme which we achieve by switch-
ing as often as possible. For our fixed period we thus calculate the minimal
switching time tmin based on the following principle: The global imbalance
in consumed energy among the nodes should be at least equal to the cost of
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the switch within a group in order to avoid wasting energy. As the cost may
vary from switch to switch and might not be known to the individual device,
it is easier to establish a non-wasteful minimal switching time based on the
imbalance and cost of a single device.

The imbalance of a device after a time telapsed is the extra energy it invested
as a host in order to keep the system connected, which amounts to telapsed ⋅

(PH − PC). The energy it requires to switch and escape this imbalance is EC .
The minimal switching time tmin must thus fulfill

EC = tmin ⋅ (P
H
− PC), (3.1)

which results in

tmin =
EC

PH − PC
. (3.2)

From the measured energy values in Table 3.1 and Eq. (3.2) we can finally
calculate the minimal switching time tmin depending on the used technology,
resulting in:

Bluetooth 32s
WLAN-Opp 19s
Wi-Fi Direct 21s

By comparing our time-adaptive switching scheme to a fixed-period role
switch every tmin we can assess how much energy we can save while main-
taining a comparable level of fairness.

3.4.2 Time-adaptive role switching
Analyses of real world experiments with opportunistic communication have
shown that contact duration is distributed as a power law [1, 7]. Power law
distributions have useful properties which we can use to our advantage. The
property that is most interesting for us is that if the contact has been long
already, it is very probable to remain even longer. We use this property and
reliability theory, to derive in closed-form the distribution of the residual con-
tact duration and then use this to propose a role switching heuristic.

Let the contact duration X be distributed as Type I Pareto (a power law),
which has a cumulative distribution function:

FX(x) = P(X ⩽ x) = {
1 − (

xm
x
)
α , if x ⩾ xm

0, if 0 < x < xm ,
(3.3)
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where α > 0 is the power law exponent and xm > 0 is the minimum duration
of a contact. Then, the distribution FT(t) of the remaining contact duration T
is given by the probability that the contact finishes at or before time telapsed +

t, given that it already lasted for telapsed time units. Using the definition of
conditional probability and basic algebra, and noting that telapsed > xm , we
find:

FT(t) = P(T ⩽ t) = P(X ⩽ telapsed + t ∣X > telapsed)

= 1 − (
telapsed

telapsed+t
)
α

. (3.4)

Based on this, we can use a percentile, e.g., the median5 of the remaining
contact duration to decide when to switch roles. Using a lower percentile re-
sults in a more aggressive switching strategy which is fairer but less efficient
as we potentially switch more often. A higher percentile on the other hand,
gives us a less aggressive and thus more efficient but less fair switching strat-
egy. The percentiles of the remaining contact duration can be easily derived
from Eq. (3.4) as:

tp = telapsed ⋅ ((
1

1−p)
1
α
− 1) (3.5)

where p is a percentile between 0 and 1.
As the percentiles of the remaining contact duration increase linearly with

the time already spent in contact, we can dynamically re-evaluate the switch-
ing time tswitch at each role change, i.e., at the beginning of each timeslot t ∈ T
as follows:

tswitch = {

tp
∣T∣ , if tp

∣T∣ > tmin

tmin , else,
(3.6)

where tmin is the minimum switching time for an efficient operation, deter-
mined in Eq. (3.2).

This strategy should provide a good trade-off between the energy con-
sumption of role switching, while maintaining fairness by switching frequently
enough during shorter contacts. As explained, the choice of the percentile
that is used in the role switching scheme defines the trade-off between energy
fairness and switching efficiency. While this trade-off may vary depending
on the requirements of the communication protocol or the situation, the 50th

5Since the distribution of the remaining contact duration is also power law, the percentiles are
better than the mean, to represent the “typical” contact duration. The mean may even be infinite,
depending on the exponent α.



3.4 Time-Adaptive Role Switching for Pairs 79

0 2 4 6 8 10
Time [h]

65

70

75

80

85

90

95

100
Ba

tte
ry

 [%
]

Static Client
Static Host
Fixed Interval Role Switching (both devices)
Adaptive Role Switching (device 1)
Adaptive Role Switching (device 2)
Av. Adaptive Role Switching
Optimal Fair Consumption

Figure 3.3: Battery depletion of two real devices under (i) static role assign-
ment, (ii) fixed-period role switching, and (iii) our time-adaptive role switch-
ing scheme.

percentile, i.e., the median, seems to be a reasonable trade-off.6 For this case
Eq. (3.5) results in

tmed = tp=50 = telapsed ⋅ (2
1
α − 1) , (3.7)

which determines the switching time defined in Eq. (3.6) that we will use for
our evaluation.

3.4.3 Role switching comparison in the real world
To give an intuition on how our time-adaptive role switching scheme works in
practice we implemented it as a proof of concept on Android devices using the
WLAN-Opp communication technology.7 We performed three experiments
involving two devices, one without switching, one with fixed-period switch-
ing (tswitch = tmin), and one with our time-adaptive role switching scheme. As
shown in Fig. 3.3, without switching the imbalance between host and client

6See [15] for an analysis of this trade-off.
7Bluetooth and Wi-Fi Direct could not be implemented due to limitations of the Android API.
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is significant. In this case, the host consumes 4.7 times more energy than the
client, i.e. after 10 hours the host’s battery decreased by 34.9% as opposed to
7.5% for the client’s. The battery consumption with the fixed-period switch-
ing scheme is balanced among the devices. However, with a battery con-
sumption of 29.5% in 10 hours it consumes 8.3% more than the optimal case
without overhead, thus nearly a third (28.3%) of the total energy is consumed
by the switching process. With the time-adaptive role switching scheme we
can bring the average consumption down to 21.6%. The energy required for
the switching process is thus reduced by 73.5% to 2.2% of the total consumed
energy.

As far as the fairness is concerned, we observe that the potential unfair-
ness of our time-adaptive role switching scheme is generally higher than the
fixed-period switching scheme, e.g., if the contact in Fig. 3.3 were to end after
8.5h. However, even the disadvantaged device uses considerably less energy
than with the fairer fixed-period switching.

It is important to note that this real world experiment was intended to pro-
vide a proof on concept. It was performed twice on two Galaxy Nexus smart-
phones, not enough to derive statistics. Many factors such as ambient temper-
ature and battery health may lead to varying results, yet, we can see qualita-
tively the benefits of using an adaptive switching scheme. Finally, the values
in Fig. 3.3 are not entirely consistent with the measured energy consump-
tion values presented in Table 3.1. To be able to log the battery consumption
the CPU could not be put to sleep mode. Yet, without this CPU wake lock
the switching overhead would be even more significant than Fig. 3.3 might
suggest.

While our time-adaptive role switching scheme works well for simple
contacts, there is one major challenge we need to address for it to become a
generic solution: the arbitrary topology of larger groups of co-located nodes.
Arbitrary topologies raise two issues which we need to address: (i) an addi-
tional fairness–efficiency tradeoff resulting from the fact that not all nodes are
equally well located within the topology to become a host and (ii) the defi-
nition of a lifetime becomes more challenging for a group and its not certain
its distribution will also be heavy tailed. We solve this additional tradeoff
in the upcoming section with three topology-aware role switching schemes.
Then we address the definition of group lifetimes and analyze their distribu-
tion in Sec. 3.6, where we introduce a generic time-adaptive topology-aware
solution.
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3.5 Topology-Aware Role Switching
When we move from a simple pair of nodes to a larger group, the topology
of the group plays an important role [14]. We thus first highlight the topol-
ogy constraints of the fairness–efficiency tradeoff. Then we introduce three
algorithms to achieve a topology-aware role switching and evaluate these al-
gorithms assuming an infinite connection time. We then take the lifetimes of
groups into account in Sec. 3.6.

3.5.1 Topology constraints of the fairness–efficiency
tradeoff

We first introduce all the definitions required to attack the challenge of arbi-
trary topologies and then detail the fairness and efficiency measures to evalu-
ate our solutions.

Topology-related definitions

As discussed above, an obvious remedy to the energy inequality highlighted
in Section 3.3.1 would be for the connected devices to regularly switch roles
and share the duty of the host. While role switching may be straightforward
in the case of a node pair (the typical opportunistic contact), it is very chal-
lenging for other topologies, such as the ones we have just discovered in the
traces.

Definition 1 (Topology). The topology of a group of connected nodes is de-
termined solely by their physical proximity: an edge between two group mem-
bers denotes the fact that they are within transmission range of each other.

With today’s D2D technologies, operating an arbitrary, connected topol-
ogy, such as the one in Fig. 3.4, means that each node must take on one of the
two roles (host or client), forming a configuration.

Definition 2 (Configuration). For a given n-node topology, a configuration
or assignment of roles to nodes is represented by a binary vector s = (s i)1⩽i⩽n ,
where s i ∈ {0, 1} is the role of node i: a client if s i = 0 or a host if s i = 1.

In order for a given configuration to succeed in preserving the original
topology (in the sense of Def. 1), the D2D technology in use must fulfill
several conditions:
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6

7

Figure 3.4: Sample topology and its edge clique cover.

(i) multiple devices may take a hosting role;
(ii) every client may connect to multiple hosts;

(iii) every host may also simultaneously be a client (at no added energy cost),
and thus connect to other hosts.

Under these conditions, a topology is preserved if and only if the set of
hosting nodes (masters or APs) forms a neighborhood connected dominating
set (NCDS) [12].

Definition 3 (NCDS). A neighborhood connected dominating set is a special
case of a DS, where the induced subgraph of the nodes in the set and their
neighbors is connected.8

Using the above defined NCDS concept, the task of role switching is re-
duced to finding at least two appropriate NCDSs for a given topology and
alternating among them, so as to ensure an equitable battery depletion for all
group members.

Note that, in addition to being an NCDS, the roles configuration must also
be efficient in terms of overall energy consumption. This means that there
should be as little hosts as possible, while still forming an NCDS. However,
achieving fair energy use requires switching among several NCDSs, some
of which might be less efficient. In the following, we discuss this inherent
fairness vs. configuration efficiency tradeoff.

8Not every DS is neighborhood connected: in Fig. 3.4, nodes 3 and 7 form a dominating set,
but the induced subgraph of 3, 7 and their neighbors misses the edge (4, 5) to be connected. On
the other hand, every connected dominating set is also neighborhood connected; however, the
converse is not true.
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Figure 3.5: Star topology with different host configurations.

Fairness vs. configuration efficiency tradeoff

When dealing with arbitrary group topologies, the choice of which nodes
should be configured as a host (master or AP) confronts us with a tradeoff
between efficiency and fairness. To illustrate this tradeoff, we analyze the
extreme case of a star topology shown in Fig. 3.5. In this topology, the most
efficient configuration (with respect to overall energy use) is to set the center
node as the host and the rest as clients. This, however, is not particularly fair.
To increase fairness, each of the outer nodes should eventually also become
a host, as in the alternative NCDS. This, in turn, is not particularly efficient.
Depending on the required tradeoff, the presented star topology should spend
more time in the efficient one host configuration or in the fairer six host con-
figuration.

In order to be able to rigorously quantify and tune this tradeoff, in the
following, we formally define both fairness and configuration efficiency.

Fairness measure: For a generic fairness measure, applicable to any
scenario, we set the goal of achieving an arbitrary division of energy usage
among the connected devices. We denote this division with the vector a =

(a i)1⩽i⩽n , for a group of n connected nodes. Each element a i ∈ (0, 1) denotes
node i’s desired fraction out of the total amount of power, P, and the sum of
all a i’s must be 1. Further, denoting by P = (Pi)1⩽i⩽n the actual power costs
incurred by each device (with P = ∑ Pi), our fairness goal is to drive the Pi’s
as close as possible to the a iP’s.

While there are different ways of quantifying the perception of fairness,
the most generic and intuitive metric was proposed by Jain et al. [11]. The
Jain fairness index has some very important properties: it is independent of
the number of devices, of the scale, and of the energy consumption measure.
The resulting fairness value is bounded between 0 and 1 and continuous, en-
suring that it varies discernibly with every change of the ratio of the consumed
power.
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The Jain fairness index J(a,P) for power consumption among n devices
is defined as follows:

J(a,P) =
(∑

n
i=1

Pi
a i
)
2

n ⋅∑
n
i=1 (

Pi
a i
)
2 . (3.8)

With the above definition of an allocation metric, the index measures the
deviation of the vector of consumed powers P = (Pi)1⩽i⩽n from the desired
division aP = (a i)1⩽i⩽nP. The denominator of Eq. (3.8) is minimal (and
thus equal to the nominator), whenever all the summands are equal. The
denominator increases with the summands’ variations, reducing the overall
fairness.

As a small example to get an intuitive feeling for this fairness index, let’s
assume two devices communicate using Wi-Fi Direct. With the host consum-
ing 4.66 times more energy than the client, this setup has a fairness index of
0.71.

Configuration efficiency measure: Conflicting with a fairness objective
is usually an efficiency goal. In our case, some host configurations comprise
less hosts than others, thus consuming less energy overall and being more
efficient.

To be able to set a desired tradeoff we need to quantify efficiency. We
measure the efficiency of a configuration as the ratio of how close this config-
uration is to the optimally efficient one. More specifically, for every group of
n nodes, there is a minimal number of hosts hmin that are required to achieve
the connected underlying topology, in the sense of Def. 1. This host config-
uration is the minimal NCDS of that topology, and the power it consumes is
given by:

Pmin = hmin ⋅ P
H
+ (n − hmin) ⋅ P

C . (3.9)

Then, the efficiency of an arbitrary configuration s, with hs = ∑n
i=1 s i hosts

can be described as:

e(s) =
Pmin

hs ⋅ PH + (n − hs) ⋅ PC
. (3.10)

The efficiency e(s) is a value in (0, 1], where 1 means perfect efficiency and
0 the opposite.
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3.5.2 Topology-aware role switching algorithms

Considering the above constraints, as well as our fairness and configuration
efficiency measures, we propose three algorithms for role switching in ar-
bitrary node topologies: a centralized optimal scheme and two distributed
heuristics.

Let N be our group of n connected nodes, forming some arbitrary topol-
ogy, such as the one in Fig. 3.4. At any given time t, the topology is operated
(via one of the D2D technologies) with a role configuration s(t). To achieve a
certain fairness objective, we need a set M of distinct configurations to cycle
through, with ∣M ∣ = m ⩾ 2. According to the constraint discussion in the
previous section, each of these configurations must be an NCDS.

To summarize, assuming slotted time t and given:
(i) the set of all NCDS role configurations for N , and

(ii) a fair energy allocation vector a = (a i)1⩽i⩽n ,
our challenge is to find the cycle M of role configurations, which achieves the
desired fair allocation without disregarding efficiency. To operate the topol-
ogy, the group of n nodes can then, at each timeslot, cycle through the con-
figurations in M .

We note that, the problem of finding NCDSs is still new and not so well
investigated. Studying solutions to this problem is beyond the scope of our
work; here, to find a topology’s NCDSs, we use a simple scheme whereby
we first identify the largest possible cliques that together cover all the edges
of that topology, i.e. an edge clique cover [13]. Then, NCDSs can be built
by ensuring that each clique contains at least one NCDS member. Applying
this to Fig. 3.4, we obtain three cliques: {1, 2, 3, 4}, {4, 5}, {5, 6, 7}, and the
nodes 4 and 5 form a minimal NCDS.

This connection between the edge clique cover and the NCDS has two
important advantages: (i) In a centralized case, we can extract all maximal
cliques with the Bron-Kerbosch algorithm [45] and then formulate the con-
figuration constrains with one simple equation. (ii) In a distributed case, the
nodes do not have to know the whole topology but only the cliques they be-
long to. This can be easily calculated by each node knowing all the 2-hop
neighbors [46].

Optimal role switching (OPT)

To find the optimal solution M for the above role switching problem, we can
formulate the desired fair energy allocation and the configuration efficiency
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Figure 3.6: Disconnection probability for the RAND algorithm with different
motifs. (pd = 0.05)

into an optimization problem. To reconcile the conflicting goal of maximizing
both fairness and configuration efficiency, we aim at maximizing the follow-
ing objective function, which corresponds to exactly one cycle through M ,
requiring m timeslots:

fobj(M) = e(M) + γ ⋅ J
⎛

⎝
a,

⎛

⎝
∑
s∈M

Pi(s)
⎞

⎠
1⩽i⩽n

⎞

⎠
, (3.11)

where the γ term tunes the fairness–efficiency tradeoff, and Pi(s) = s iP
H +

(1− s i)PC is the power consumed by node i in role configuration s. Assuming
equality fairness, for simplicity of illustration, and substituting the definitions
of fairness and efficiency9, the objective function becomes:

fobj(M) =
mPmin

n

∑
i=1
∑
s∈M

Pi(s)
+ γ ⋅

(
n

∑
i=1
∑
s∈M

Pi(s))
2

n ⋅
n

∑
i=1

( ∑
s∈M

Pi(s))
2 (3.12)

9Note that the efficiency of a set of role configurations is not the sum of individual efficiencies.
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To complete our optimization problem, we add the constraint that all el-
ements of M should also be NCDSs. Given our above method of finding
NCDSs based on an edge clique cover, this means that for all s ∈ M the
node states s i must be such that there is at least one host per clique in the
given topology. Let K = {K1 ,K2 , ...,K l} be the topology’s set of maximal
cliques10. Then our optimization problem is:

max
M

fobj(M) such that

∑
i∈Kk

s i ≥ 1, ∀Kk ∈ K and ∀s ∈M . (3.13)

This is a mixed integer optimization problem with a non-convex objective
function. As there is no out-of-the-box software to solve such problems, we
transform our objective function to make it convex, while approximating the
solutions to the original function. Maximizing the efficiency term defined
in Eq. (3.10) is equivalent to minimizing its inversion (ignoring the constant
terms). For the fairness term, we proceed as follows. Fairness is maximized
when all nodes use the same amount of energy. We thus minimize the the
sum of all energy differences among all possible combinations of nodes. This
results in the following convex objective function to be minimized:

gobj(M) =
n

∑
i=1

⎛

⎝
∑
s∈M

Pi(s) + γ′ ⋅
n

∑
j=i+1

RRRRRRRRRRR

∑
s∈M

(Pi(s) − Pj(s))
RRRRRRRRRRR

⎞

⎠
. (3.14)

Finally, minimizing gobj(M), we obtain an optimal set of role configura-
tions Mopt. When our group of nodes N cycle through these configurations,
they achieve the requested tradeoff between fairness and efficiency, while
preserving a connected topology.

In addition to finding practically feasible cycles M , it is also of interest for
evaluation purposes to calculate the theoretically optimal fairness–efficiency
tradeoff. This can be done by relaxing our binary state variables s = (s i)1⩽i⩽n
via convex relaxation [47]. Solving the optimization problem under relax-
ation results in a single (unfeasible) role configuration vector sopt, with el-
ements in (0, 1) rather than {0, 1}. Then, fobj(sopt) is the desired optimal
theoretical tradeoff. This allows us to determine the whole space of possible
tradeoffs.

10We use the Bron–Kerbosch algorithm [45] to find these.
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Summarizing, we introduced a scheme for finding the optimal cycle of
role configurations M for a given topology N , given a desired tradeoff be-
tween fairness and efficiency. Obviously, this scheme requires that all n nodes
have global knowledge about the topology which requires O(n2) messages
to be exchanged. It also provides a global cycle M , for globally coordinated
timeslots. The distribution of the cycle requires O (n) messages to be ex-
changed within the topology. Coordinating globally and propagating global
information is extremely challenging in opportunistic networks, making this
solution impractical. Therefore, we also propose two practical heuristics for
the same problem in the following. We then use the optimal scheme as a
benchmark for the evaluation of these heuristics in Sec. 3.5.3.

Distributed randomized switching (RAND)

One simple way of avoiding the complications of global coordination and
global topology knowledge is for each node to probabilistically decide, at
each timeslot, whether it will be a host for that timeslot. Naturally, the hosting
probability should depend on the goal of the role switching algorithm. A
fair algorithm selects the same11 hosting probability for all nodes, while an
efficient algorithm gives higher hosting probabilities to nodes that connect
several cliques, as they are more likely to be part of a minimal NCDS.

Depending on the topology and the chosen hosting probabilities, there is
a chance that the host nodes do not form an NCDS at a given time, leading
to a disconnected topology. Determining the disconnection probability for
an arbitrary topology is not an easy task. However it is more or less easily
achievable for the most frequently occurring motifs. For example, in a clique
of size n, all nodes are equal and should thus have equal hosting probability
ph . Then, the probability that no node is a host is given by:

pd = (1 − ph)n . (3.15)

To achieve a desired disconnection probability pd , we simply invert the above
equation and find the hosting probability ph for each node in the clique:

ph = 1 − pd
1
n . (3.16)

Similar, albeit more complex formulas can be obtained for the other three
common types of topologies from Table 3.3, as shown in [48]. Since these

11This depends on the definition of fairness but can easily be adapted.
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formulas are not easily invertible as above, numerical inversion must be per-
formed. This results in an algorithm that is opaque and difficult to tune and
to evaluate beyond the aspect of disconnection probability. For a more trans-
parent solution, we use the insight from above to devise the following two
heuristics (one aimed at fairness, the other at efficiency). Both are based on
local topology knowledge, that is knowledge about all two-hop neighbors.

F-RAND: In the fair variant, each node selects ph according to Eq. (3.16)
in its local clique. If a node is part of multiple cliques, it takes the biggest
value of ph in order not to increase the disconnection probability. This results
in an overall disconnection probability that is at least equal to the desired
pd , because chaining or otherwise linking cliques increases the likelihood of
disconnection as can be seen in Fig. 3.6 for pd = 0.05. This is especially true
for the chain motif, where a disconnection becomes more probable the longer
the chain is. However, chains of more than five nodes are rare.

E-RAND: In the efficient variant, only nodes that bridge multiple cliques
should be able to become a host, thus all non-bridging nodes set ph = 0.
Bridging nodes behave as follows:

• If a set of bridges connect the same set of cliques, their probability
will be determined by Eq. (3.16) with n being the number of bridging
nodes.

• If multiple nodes connect multiple cliques: bridges that serve cliques
by themselves set ph = 1, bridges that share cliques, see above.

Selecting ph with such an efficiency tuned algorithm will give us overall
lower disconnection probabilities than the desired pd , especially if we have
single nodes that connect multiple cliques with ph = 1. This can be clearly
seen in Fig. 3.6.

Similar to the OPT algorithm, we can tune the fairness-efficiency ratio
of the RAND algorithm. If pF is the probability a node selects with the fair
variant and pE the one selected by the efficient version, a node may become
host with

ph = β ⋅ pF + (1 − β) ⋅ pE (3.17)

and thus tune the ratio with parameter β.
To summarize, the random heuristic only requires local information about

the 2 hop neighbors which can be exchanged with one local broadcast per
node. Further, RAND does not require the creation and negotiation of a
switching schedule, but it does come at the risk of a disconnected topology if
the randomly chosen hosts do not form a NCDS.
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(b) Star Topology with n = 5.
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(c) Chain Topology with n = 5.

0 0.2 0.4 0.6 0.8 1

0.6

0.8

1

Efficiency

F
a
ir
n
e
s
s

 

 

Relaxed OPT

OPT

RAND

F−DET

E−DET

Lower bound

(d) NxM Topology with N = 4, M = 2,
x= 1.
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(e) NxM Topology with N = 4, M = 3,
x=2.
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(f) NxM Topology with N = 4, M = 4,
x=3.

Figure 3.7: Fairness – efficiency tradeoff for different topologies for the Wi-
Fi Direct energy consumption. Note that the RAND algorithm may be more
efficient then the optimum as it allows for disconnections.

Distributed intra-clique switching (DET)

While the random host configuration is simple and does not require global
knowledge or coordination among nodes, the possibility for disconnections
is undesirable or might be unacceptable. For this reason, we introduce a dis-
tributed algorithm that guarantees connectedness, while only requiring local
knowledge and little coordination, i.e. the broadcast of only two messages per
node, one with the neighborhood information, and one with the local sched-
ule.
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In this algorithm, every clique selects a host independently of all other
cliques and the hosting role is then rotated inside the clique. This eliminates
the need for globally defined timeslots. However, it comes at a fairness cost:
nodes belonging to multiple cliques might be scheduled to become host by
two or more cliques at different times. In addition, inefficiencies may also oc-
cur: for instance, whenever a node belonging to multiple cliques is host, there
might be a second unnecessary host in one of its cliques. These inefficiencies
can be partly avoided by allowing neighboring cliques to share their hosting
schedules and not schedule unnecessary hosts. This DET variant tuned for
efficiency (E-DET), comes at the cost of fairness. In the evaluation, we show
that such sporadic fairness and efficiency reductions are a small price to pay
for the simplicity of this algorithm.

3.5.3 Fairness vs. configuration efficiency evaluation

We now evaluate the performance of the above described algorithms, OPT,
RAND, and DET, first on the four commonly observed motifs, then in the
traces, assuming an infinite co-location duration of the nodes. For this anal-
ysis, we have implemented OPT by formalizing the optimization problem
described in Section 3.5.2 with yalmip [49] and solving it with Gurobi12. The
number of configurations we allow in the set M , is the least common multi-
plier of the sizes of all the cliques involved. For example, in an NxM-clique
with N = 4 and M = 3, we select 12 configurations. For the RAND algo-
rithm the chosen probabilities ph are based on a disconnection probability of
pd = 0.05.

In order to determine the fairness and efficiency of each algorithm we
need to calculate the fraction of time each node is expected to be in host
mode which is basically defined by the probability (or fraction) to be a host
ph . For the OPT algorithm this is derived from the optimal schedule, for
the RAND algorithm it is given by Eq. (3.17), and for the DET algorithm
its expected value is calculated from the algorithms specification. Knowing
the probability to find a node in the host role leads to the following expected
power consumption:

P = PH ⋅ ph + P
C
(1 − ph).

Given the power each node consumes, we can compute the fairness and effi-
ciency from Eq. (3.8) and Eq. (3.10) respectively.

12www.gurobi.com

www.gurobi.com
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For this evaluation we use the Wi-Fi Direct energy values shown in Ta-
ble 3.1. The outcome is similar for the energy consumption of the other tech-
nologies.

Per motif evaluation

The possible fairness–efficiency tradeoff space can be seen in Fig. 3.7 for
six topologies with n = 5 nodes.13 The marked lower bounds (dotted line)
of fairness and efficiency are given by the constraints of the problem (e.g.,
both host and client require energy). The upper bound (red dashed line) is
determined by convex relaxation of the integer optimization problem. As
expected, the integer solutions of OPT are usually all located on or close to
the upper bound (blue squares).

The RAND algorithm can be tuned along the green dashed line by choos-
ing the parameter β (0 ≤ β ≤ 1). While in the clique (Fig. 3.7a), the tradeoff
cannot be tweaked, the range of tradeoffs is especially large for topologies
with cliques that have a single overlapping nodes, such as the star (Fig. 3.7b),
or the NxM-clique with x = 1 (Fig. 3.7d). It is less efficient if there are mul-
tiple equally important nodes, such as in the chain (Fig. 3.7c), or the NxM-
clique with x = 2 (Fig. 3.7e) or x = 3 (Fig. 3.7f). This is because the RAND al-
gorithm is unable to efficiently load-balance among equally important nodes
within a topology as it has to over-provision to avoid disconnections.

The figure confirms that by introducing a tiny bit of coordination the DET
algorithm generally outperforms RAND. Solutions found by DET are in al-
most all cases (with the exception of the chain, where efficiency is hard to
achieve without global coordination) close to the optimal trade-off bound-
aries, which shows that the simple deterministic heuristics are effective.

Performance on traces

Now we know how our algorithms perform for the most common motifs and
how they compare to the optimally achievable tradeoff. However, to un-
derstand their performance in practice, we must take into account realistic
traces that also contain other, more complex topologies. As explained in Sec-
tion 3.5.2 the disconnection probability also depend on the topologies, usually
being higher for F-RAND and lower for E-RAND. We can see in Fig. 3.8 this
is the case for the actual average disconnection probabilities in the four traces.

13Slightly varying n does not change these results much. However, a more detailed analysis on
how the achievable fairness-efficiency tradeoff changes with the motif size can be found in [48].



3.5 Topology-Aware Role Switching 93

H06 MIT ETH SF
0
2
4
6
8

10
12

p
d
[%

]
8.0 7.5

10.3

6.0

3.2 3.4 3.5 3.8

F-RAND
E-RAND
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Figure 3.9: Fairness – efficiency tradeoffs (traces).

The ETH trace has the most complex topologies resulting in the highest dis-
connection probability for the F-RAND algorithm.

The resulting tradeoffs for all traces are shown in Fig. 3.9. While all
algorithms are generally quite fair (0.75− 1.0), the efficiency of the RAND al-
gorithms is not very good for all traces (0.63− 0.86). This is because it needs
to over-provision to avoid disconnections. At the cost of some local coor-
dination, the DET algorithm (especially the efficient variant E-DET) clearly
outperforms RAND without suffering from disconnections, achieving a fair-
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Figure 3.10: CCDF of clique and topology time

ness around 0.91 − 0.99 while maintaining an efficiency of 0.81 − 0.98. While
DET is slightly more complex to implement as it requires some schedule co-
ordination among local nodes, it comes close to the OPT algorithm in all
traces without the need of global coordination and a costly optimization.

3.6 A Generic Time-Adaptive Topology-Aware
Solution

Now that we have topology-aware switching algorithms we need to extend the
time-adaptive component of our switching scheme to arbitrary group topolo-
gies to have a truly generic solution. To achieve this, we introduce general
group lifetimes that allow us to combine the time-adaptive and topology-
aware approach and then evaluate our generic solution.

3.6.1 Lifetime distribution of groups

To find out if we can generalize our time-adaptive switching scheme, we first
need to define the lifetime of a group and then analyze weather their distri-
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bution is power law and if their median remaining contact time is increas-
ing [16].

Groups and their lifetimes

Based on the three topology-aware switching schemes, we take two approaches
to defining a group and its lifetime, (i) a global and (ii) a local one. In a global
sense, a node’s group is the whole connected component it is currently part
of. Such a definition is necessary for the OPT algorithm as switching is based
on the whole topology. We call the lifetime of such a global group topology
time. From a local point of view, a node only needs to know which cliques it
is currently part of. This knowledge is enough for our local algorithms RAND
and DET. We call the lifetimes of these local cliques clique time.

Topology time (TT): For a global group lifetime we can simply restart
the clock whenever the topology of the group changes (i.e., a node arrives
or leaves or an edge is formed or removed). These times will naturally be
shorter than pairwise contact times, as two nodes in contact will restart the
time whenever a third node comes into contact. Short group lifetimes have
obvious drawbacks for the purpose of time-adaptive role switching. To illus-
trate this, consider a long pairwise contact, often “perturbed” by short con-
nections to some random third node. This results in short group lifetimes
dictated by the short third node connections, with any memory of the long
contact between the original two nodes erased at every new event.

Clique time (CT): When only a local group lifetime is needed, we can
overcome the drawbacks of the TT if each clique keeps track of its lifetime,
by noting when it was formed. We also keep track of the lifetime of smaller
cliques while they are part of a bigger clique for the case when the bigger
clique disintegrates and exposes the smaller clique. Using the CT in the
above example, time-adaptive switching can pick up where it left off after
the “perturbing” third node leaves again.

While the CT is more stable and thus more useful due to their longer
duration, they can only be used for local topology-aware role switching algo-
rithms such as RAND and DET. Global algorithms, such as OPT, have to fall
back to the TT.

Fitting the lifetime distribution

With clear definitions of groups and their lifetimes, we can now check if
these times are actually also power law distributed. To do so, we analyze the
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Figure 3.11: Median of the remaining lifetime distribution depending on the
time already in contact for the H06 trace

distribution of group lifetime in real-world contact traces. We use the same
traces that where introduced in Section 3.3.3 for the motif analysis, namely
the Haggle (H06), the reality mining (MIT), the ETH campus (ETH), and
the San Francisco taxicab traces (SF). For all traces we extract all TTs and
CTs and use the methods described by Clauset et. al. [52], i.e., maximum
likelihood estimator (MLE), to fit the data to a power law and extract the
parameters α and xm . In Fig. 3.10 we can see the CCDF of the TT (cyan line)
and CT (black line) and their respective fit (dotted and dashed line). While
they generally do follow their power law fit, for large values, the CCDF of
the measured data deviates from their theoretical fit as there is limit on how
long contacts typically last (humans do need to sleep at some point). While
the group lifetimes have mostly a heavy tail, we will analyze the median of
the remaining lifetime to get a clearer picture.

Median remaining lifetime in traces

Fitting real data to a power law distribution is generally difficult, but for our
time-adaptive role switching scheme we are more interested if the median of
the remaining lifetimes actually increases as it is this property that is more
useful. As seen in Fig. 3.11 and 3.12, the median indeed increases with the
time already spent in contact in all traces (blue line) and follows the theoret-
ical value depending on the fitted α (red dashed value) reasonably well up to
a certain point. This is especially true for the CT (see Fig. 3.11b and 3.12b),
which are generally longer and thus also more useful for our scheme as the
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Figure 3.12: Median of the remaining lifetime distribution depending on the
time already in contact for the SF trace

longer the contact the less we switch and the more energy we save.
Note that for longer times, the measured values drift away from the the-

oretical value because of two reasons. First, as it is natural when sampling
power law data, there are not enough samples of long contacts. Second, very
long contacts become less likely again as very few people are actually con-
stantly in contact for a whole day. However, the amount of long contacts
are actually very dependent on the trace. The median remaining TT gener-
ally increases for times in the order of minutes, namely up to 30min for the
H06 trace (see Fig. 3.11a) and 15min for the SF trace (see Fig. 3.12a).14 For
the CT, the median remaining time can generally be predicted up to several
hours, namely 7h for the H06 trace (c.f. Fig. 3.11b) and 2h for the SF trace
(c.f. Fig. 3.12b).15

As the group lifetime distributions exhibit the required properties for our
time-adaptive role switching scheme, we can now go ahead and evaluate it on
different motifs and the real world traces.

3.6.2 Evaluation of our generic solution
Its time to put all of it together: the three topology-aware algorithms OPT,
RAND, and DET and the time-adaptive switching schemes based on the TT
and CT and compare the tradeoff between their overall efficiency and their
fairness. For this purpose, we first define the overall energy efficiency in

14The TT increases for 8 h in the MIT trace and for 6min in the ETH trace.
15The CT increases for 10 h in the MIT trace and for 1.5 h in the ETH trace.
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terms of the combined overhead of the configuration and switching energy.
Then, we analyze the total energy overhead and fairness dynamics per motif.
Finally, we show how much role switching energy our scheme could save
were it applied in the different mobility traces.

Combined energy efficiency

To take into account the scale of the energy efficiency for the switching and
the configuration we calculate the actual switching and configuration energy
overhead. This allows us to combine the two overhead measures to quantify
the amount of energy that is wasted.

The total energy cost Eswitch
i of a role switch i within a group, depends on

the number of hosts h that want to become a client, the number of clients c
that will remain a client but associate to a new host, and the number of clients
x that will become a host after the particular role switch. If we assume all
hosts want to become a client, all clients need to re-associate and we have
h + c + x = n. In any case, the switching energy is given by

Eswitch
i = (h + c)EC + x ⋅ EH . (3.18)

The switching energy overhead is thus

Eswitch
overhead =

s

∑
i=1
Eswitch
i , (3.19)

where s is the number of role switches that occur. This number obviously
depends on the switching scheme used as well as on the contact duration.

To calculate the configuration energy overhead we just calculate the dif-
ference of the consumed power of the current and the optimal configuration
and multiply it by the elapsed time t, i.e.,

E
config
overhead = t ⋅ (hs − hmin) ⋅ (P

H
− PC) . (3.20)

This configuration energy overhead is easily combined with the switching
energy overhead resulting in

Eoverhead = E
switch
overhead + E

config
overhead . (3.21)

As the switching and configuration overhead are in same order of magnitude
they both contribute significantly to the overall energy efficiency as we will
see in the following evaluation.
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Figure 3.13: Total energy overhead and fairness in a CLIQUE motif with n=5.

Energy efficiency vs. fairness per motif

In order to illustrate the benefit of our adaptive switching scheme to all switch-
ing algorithms we evaluate the energy overhead and fairness dynamics over
time per motif.

For a clique, the most prevalent motif in all traces, the OPT and the DET
algorithm behave essentially the same way and have thus the same energy
overhead as we can see in Figure 3.13a for a clique with five nodes. As
the configuration overhead for these two algorithms is nonexistent, our time-
adaptive switching is very effective as it manages to reduce the total energy
overhead of an hour long contact from 2931 J to 391 J. This reduction of 2540 J
corresponds to 10% of a Galaxy Nexus battery, i.e., 2% battery saving for
each of the 5 devices in the clique. In contrast, the RAND algorithm requires
less switching energy as nodes may be in the host role for multiple timeslots.
However, being a randomized algorithm that is over-provisioning the host-
ing role to minimize disconnection it has a significant configuration energy
overhead. For these two reasons the total energy overhead of the RAND algo-
rithm is below the OPT and the DET algorithm for fixed-period switching, but
performs worse and actually increases linearly for time-adaptive switching.

Fairness-wise the OPT and DET also perform the same (see Fig. 3.13b).
They start of as pretty unfair, with a fairness value below 0.6, and quickly be-
come fair as soon as the switching starts. The same is true for the RAND
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Figure 3.14: Total energy overhead and fairness in a N4x3M4 motif.

algorithm but while it outperforms the other algorithms at the beginning,
it is less fair in the long run. Time-adaptive switching is as fair as fixed-
period switching up to around 2min of the contact duration and then the
time-adaptiveness sacrifices a bit of fairness for its efficiency. However, as
can be seen in Fig. 3.13 the minimal loss of fairness in the long run is well
justified by the significant amounts of energy that can be saved.

To show that this result is qualitatively similar on other motifs we show
the total energy overhead and fairness dynamic of the NxM motif with N=4,
x=3, and M=4 in Fig. 3.14. For any topology more complex than a clique, it
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Figure 3.15: Saved switching energy when using time-adaptive role switch-
ing in traces.

actually makes a difference whether we use the fair or the efficient variants
of the three algorithms. While the exact values may vary, the qualitative
results are the same as for the clique: The fairness of the time-adaptive and
the fixed-period switching scheme performs the same up to 2min, after which
the time-adaptive switching performs slightly worse. The energy saving of
the time-adaptive scheme is still significant for both, the fair and the efficient
variants of the algorithms. For the efficient variant (see Fig. 3.14b) time-
adaptive switching is more beneficial as there is no or only little configuration
energy overhead for the three algorithms. For the fair variant however, the
total energy overhead is more influenced by configuration inefficiencies and
thus shows a stronger linear component for the time-adaptive role switching
(see Fig. 3.14a). In any case, the time-adaptive switching scheme saves a
significant amount of energy for longer contacts.

To conclude, we can see that we generally do not have to worry about
sacrificing fairness when using time-adaptive switching, while it has the po-
tential to significantly reduce the energy overhead. Just how much energy can
be saved in a real world scenario is analyzed next, using real traces.
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Switching efficiency in real world mobility traces

Time-adaptive role switching is especially effective in longer contacts. How-
ever, as in reality short contacts are more common it is important to analyze
the energy saving potential in a realistic setting. For this reason we analyze
the energy it takes to set up the initial roles and subsequently switch them in
the real world traces introduced in Sec. 3.3.3. The result can be seen in Fig-
ure 3.15. For our analysis we compared the TT, which is generally applicable
with all topology-aware switching algorithms, to the CT, which are generally
longer and thus more useful, but can only be used with the RAND and the
DET algorithms.

On top of the bars of each trace is the average switching energy that is
consumed per day and per device in the corresponging trace. This heavily
depends on the contact density of the trace. To put these values into per-
spective, a Galaxy Nexus battery stores 23.3kJ of energy. As we can see in
the H06 traces a Galaxy Nexus phone would use nearly 60% of its battery
capacity for initial role establishment and switching alone. The initial com-
munication role establishment shown in the top bars in Fig. 3.15 is the portion
of energy required to establish the communication upon contact and can thus
not be reduced. This initial energy is a more significant fraction of the total
energy for the TT as the roles need to be re-established each time the topol-
ogy changes. For the CT this portion is much less of the total energy as the
contacts are longer and a small change in the topology does not imply a role
re-establishment for all cliques in that particular topology. This implies that
there is a greater potential to save energy when we use CTs.

The bottom bars in Figure 3.15 show the percentage of energy that is
saved when using our time-adaptive scheme compared to fixed-period switch-
ing with a switching time of tmin. Here the benefit of using the CT is very
evident. The TTs are generally too short to save significant amounts of en-
ergy. An exception shows the MIT trace which generally consists of longer
contacts. The reason for this is the long contact sampling interval of 5 min-
utes. The time-adaptive role switching scheme is much more effective when
we use the CTs, as it allows us to generally save more than half of the role
switching energy, i.e., 59% in the H06 trace, 71% for the MIT trace, and 54%
for the ETH trace, with the exception of the SF trace which is dominated by
short CTs and time-adaptive switching can only save 28% of the switching
energy.

All in all, the energy we can save by using an adaptive role switching
scheme is considerable, especially if we base it on the more stable CTs. Tak-
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ing this into account, using the DET switching algorithm is actually more ef-
ficient then the OPT algorithm, despite its superiority to achieve an efficient
configuration, as it is bound to use the TTs.

3.7 Conclusion

A fair distribution of energy usage is a key prerequisite for user acceptance of
opportunistic D2D communication. Current ad-hoc wireless communication
technologies available for recent mobile phones, i.e., Bluetooth, Wi-Fi Direct,
and WLAN-Opp, require devices to assume different roles, i.e. host or client,
which differ in energy consumption by a factor of two to five. To improve
fairness of the consumed energy, we propose a time-adaptive and topology-
aware role switching scheme to share the energy usage of the hosting role
within a group. Our scheme solves the two questions: when to switch roles
as contact durations are non-deterministic and how to switch roles in an arbi-
trary topology with the goal of achieving a good fairness vs. energy efficiency
tradeoff. Our time-adaptive role switching algorithm adapts the switching in-
terval based on the power law distribution of the group lifetimes and is able to
save up to 69% of the switching energy cost compared to fixed-period switch-
ing, practically without sacrificing on fairness. Our two distributed topology-
aware switching algorithms, a randomized and a deterministic one, give us
89 − 98% fairness in real world traces while achieving 88 − 97% of the max-
imal configuration efficiency compared to our optimal reference algorithm
when using the most energy imbalanced Wi-Fi Direct protocol. In combina-
tion, time-adaptive and topology-aware role switching is an efficient solution
to establish energy usage fairness in opportunistic D2D group communica-
tion.
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Abstract — Opportunistic Networks are envisioned to complement
infrastructure-based communication in overloaded cellular settings, in
remote areas, or during and immediately after large scale disasters. On
account of their highly distributed and dynamic nature, as well as of
their dependence on the honest cooperation of nodes, Opportunistic Net-
works are particularly vulnerable to Sybil attacks. In a Sybil attack, a
node assumes multiple identities and attempts to form many links to the
rest of the network, with the aim of gaining access to resources, influ-
encing the network, circumventing detection of misbehavior (“spread
the blame”), etc.

Sybil attacks have been studied extensively in the context of dis-
tributed systems and online social networks and many defense mecha-
nisms have been proposed based on the graph structure of these systems.
However, the Opportunistic Networking setting brings new challenges,
specific to the network conditions: forming links may require significant
resources from the attacker (e.g. time, speed, multiple devices, etc), and
each link is ephemeral. It also brings new opportunities for the attacker
such as the possibility to manipulate the social graph. In this paper, we
study the types and effectiveness of Sybil attacks that are possible in
Opportunistic Networks, under various resource constraints on the one
hand, and attack boosting graph faking attempts on the other hand. We
use four state of the art Sybil defense algorithms to evaluate each attack
and graph faking attempt based on the influence the attacker can gain
through it. We then introduce three defensive measures against these
graph manipulation attempts and evaluate their effectiveness. Finally,
we quantify the resources required by an attacker to influence one or
several communities. We find that Sybil attacks, even with relatively
unconstrained resources, are much harder to implement in the Oppor-
tunistic Networking setting, due to the link establishment mechanisms
using mobility. An attacker needs to invest several hours per day to
successfully infiltrate a community. Additionally, this naturally limits
the amount of communities an attacker can infiltrate. Instead of disre-
garding the decentralized nature of opportunistic networks as a curse we
can rely on its underlying mobility to naturally defend us against Sybil
attacks in such networks.

4.1 Introduction

In Opportunistic Networks (OppNets), mobile phone users may cooperate to
complement existing wireless communication services (cellular, Wi-Fi) and
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to enable communication in case of failure or lack of infrastructure (disas-
ter, censorship, remote areas). Wireless peers communicate when they are
in proximity (in contact), forming an impromptu network, whose connectiv-
ity graph is highly dynamic and only partly connected. Using redundancy
(e.g., coding, replication) and smart mobility prediction schemes, data can be
transported over a sequence of such contacts, despite the lack of end-to-end
paths [1, 2].

The feasibility of communication over an OppNet highly depends on the
honest cooperation of the nodes, by actively contributing resources to run the
network instead of only receiving the communication service passively from
the system. The issues of fairness [3–5], benign selfishness (non-cooperation)
and of motivating users to cooperate have already received a fair amount of
attention from researchers: there exist many studies on the effects of selfish-
ness [6, 7], as well as a number of incentive systems to ensure participation
in the network [8, 9]. However, the possibility of more pro-actively malicious
users has hardly been considered so far.

One of the most powerful and most versatile ways to disrupt the incen-
tive and/or security mechanisms of cooperative systems is the Sybil attack,
in which the adversary creates many fake identities (Sybils) and uses them
to undermine the system’s normal operation. Sybils can be used to obtain a
large share of resources from resource allocation algorithms, to bias recom-
mendation or rating systems, to intercept seemingly disjoint routing paths, to
circumvent the detection of misbehavior by “spreading the blame” [10], etc.

Sybil attacks have been studied extensively in the context of distributed
systems and online social networks [11–15]. However, the OppNet setting
brings both new possibilities as well as new challenges, specific to the net-
work conditions. On the one hand, the highly distributed and dynamic nature
of OppNets makes them easy targets for Sybil attacks (as it is practically im-
possible to rely on a single centralized authority to certify legitimate users).
On the other hand, a Sybil attack requires the establishment of a number of
connections (known as “attack edges”) between the adversary’s identities and
the rest of the network; in OppNets, where the network structure is inher-
ently social as the links are by-products of node mobility, forming intentional
links may require significant effort, as the two connected peers must be phys-
ically co-located for a significant amount of time. We can use this property
of OppNets, i.e., its underlaying social network, to perform state of the art
social Sybil defense on the network structure itself instead of some overlaid
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friendship graph.1

Our goal in this paper is to provide a thorough exploration and dissection
of the procedure of carrying out Sybil attacks in OppNets. We first explain
how the social contact graph of OppNets, the basis of social Sybil defense, is
built and how an attacker can manipulate this graph and fabricate Sybil iden-
tities. We then analyze the impact of these graph manipulation attempts on
the strength of the Sybil attack. To counter graph faking attempts, we pro-
pose three different defense mechanisms to limit their benefit to an attacker.
Finally, we quantify the amount of effort and resources an adversary needs to
spend to successfully infiltrate Sybil identities by using four state of the art so-
cial Sybil defense algorithms. For our analysis we use a community structure
based mobility model as well as four real world mobility traces represent-
ing distinct settings and collected using distinct technologies. Consistently
among all traces, we show that, despite the mostly disconnected state of an
OppNet, Sybil attacks are much harder to implement here, even under gener-
ous resource allowances. An attack requires an investment of several hours
a day and is naturally limited to one or a few communities. This is mainly
due to the link formation mechanisms via mobility, which demand continuous
effort from an attacker.

This work extend our previous analysis of the cost of Sybil attacks in Opp-
Nets [16] by (i) considering three additional Sybil defense algorithms, (ii) an-
alyzing the effect of an attacker’s attempt to fake the social contact graph, (iii)
proposing and analyzing three different defense mechanisms against graph
manipulation attempts, and (iv) by verifying our results with two additional
contact traces with complementary properties.

The rest of the paper is organized as follows: In Sec. 4.2, we present the
state of the art in Sybil defense mechanisms and discuss how and whether they
apply to OppNets. Next, in Sec. 4.3, we review the possible variations on how
to implement each of the three main elements (ID fabrication, link creation,
and link manipulation) of a Sybil attack in the OppNet context. Then, we
show our methodology for assessing and comparing the effect of each of these
variations on the attack strength in Sec. 4.4. To begin our evaluation, we
analyze the effect of link manipulation in Sec. 4.5 using a simple test scenario
as well as four real world traces and a mobility model. In Sec. 4.6 we propose
and analyze three defense mechanisms to cope with such link manipulation
attempts. Finally, in Sec. 4.7, we use the four real traces and the mobility

1An overlaid friendship, trust, or reputation graph may still be used in addition to improve
the overall Sybil defense.
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model to quantify the strength of Sybil attacks on OppNets, depending on
used resources and on how the attack is implemented. Finally, we briefly
discuss our results in Sec. 4.8 and conclude in Sec. 4.9.

4.2 Background and Related Work

Carrying out a (simple) Sybil attack is generally quite straightforward in tra-
ditional distributed systems as opposed to OppNets. Therefore, research on
the Sybil attack focuses on devising effective detection/defense mechanisms,
with little attention on how to best implement the attack. The goal of Sybil
detection is to accurately identify Sybil identities (i.e. accept all legitimate
identities, but no counterfeit ones). For our purpose of dissecting and com-
paring Sybil attacks and their effectiveness in OppNets, algorithms for Sybil
detection can be very useful in assessing the cost-benefit tradeoff of each el-
ement of an OppNet Sybil attack.

The state of the art in Sybil detection consists in leveraging the social net-
work underlying the distributed system under consideration. Assuming the
Sybil identities can create only a limited number of connections to honest
nodes (i.e. attack edges), the resulting graph will then consist of two regions,
loosely connected to each other: the honest nodes and the Sybils. Depend-
ing on the structure of the honest region, defense mechanisms do one of the
following:

i) Identify and exclude all Sybils (universal Sybil defense). If the honest
region of the graph is relatively well, but flatly connected internally and
fast mixing, then the Sybils are easily detectable via community detec-
tion or similar algorithms. Many Sybil defense solutions are based on
this idea [11–15].

ii) Enable honest nodes to white-list a set of nodes of any given size, ranked
according to their trustworthiness. Since it has been shown that, in prac-
tice, the honest region often has internal structure (e.g. “communities”
of tightly-knit nodes, relatively loosely connected with one another), the
goal of Sybil defense has shifted accordingly [17, 18].

OppNets have been shown to have a very strong social component already
at the network layer [1, 2] (due to the nodes/phones being near perfect proxies
for the human users), therefore the above-mentioned Sybil defense solutions
should be directly applicable to the OppNet setting. However, this requires
the representation of the network as a static graph. In OppNets, communica-
tion occurs between two wireless peers whenever their mobility brings them
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within radio range of each other. Deriving a graph from such contacts is
not straightforward: the contacts are short-lived and the timing information
must be stored for each edge. This makes the resulting time-varying graph
very cumbersome and unintuitive. A more practical and widely accepted rep-
resentation can be obtained by aggregating contacts into a (static) weighted
graph, with weights derived from contact statistics (e.g. frequency, duration,
age of last contact, or combinations thereof). It is this graph that was shown
to also reflect to high extent the social relationships among the users [19], and
on which existing Sybil defense schemes are readily applicable.

Some literature on Sybil detection exists also for network environments
similar to OppNets. For example, adaptations of the above algorithms have
been proposed for small mobile networks with very sparse social ties, as re-
sulting from secure pairing [20]. However, the feasibility of such a pairing-
based network is questionable, as it requires incentives for the users to ac-
tually pair their devices. Using the OppNet structure to establish trust has
been proposed before, but the ranking is performed via an algorithm based on
node similarity [21]. In the context of mobile ad hoc networks (MANETs),
Sybil detection schemes are mostly based on peculiarities of this environment
(some of which are also exhibited by OppNets). However, such solutions usu-
ally require specialized hardware [22–24] or are based on strong, unrealistic
assumptions [25].

To assess the effectiveness of OppNet Sybil attacks, we will apply the
latest Sybil defense algorithms from the second category as well as two sim-
ilarity based rankings to the weighted OppNet graph. We provide a more
detailed description of how these algorithms operate in Sec. 4.4, after going
into detail on how to create IDs and links in an OppNet graph.

4.3 Ingredients of a Sybil Attack

To use social Sybil defense schemes in OppNets, we need a static graph that
represents the underlying social network. We first go into detail on how we
can build such a graph and what an attacker has to do to create links to honest
nodes. Further, we explore how an attacker can attempt to fake the his graph
by lying about past contacts with other nodes. Finally, we show the options
an attacker has to build multiple Sybil identities and how they appear in the
graph to honest nodes.
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4.3.1 Building the OppNet Contact Graph

Representing an OppNet with a static weighted graph opens the door for ap-
plying state of the art Sybil defense schemes to OppNets. Such a representa-
tion is called a contact graph and it relates to an OppNet’s underlying social
network an attacker has to infiltrate and manipulate. For this reason it is very
important to understand how each (honest) node builds this contact graph.
The contact graph is based on contact statistics which are obtained in two
ways, namely (i) direct recordings, and (ii) recordings from our contacts. As
in OppNets every node has to continuously announce its presence to establish
the possibility of a connection, every node can keep track when and for how
long it sees every other node. Whenever two nodes come into contact they
exchange their contact logs. Based on these logs, every node can build a local
approximation of the overall contact graph.

Since we apply the social Sybil defense schemes on the OppNet con-
tact graph the choice of edge weights becomes crucial. Depending on how
weights are derived from contact statistics, the cost to an attacker of estab-
lishing a link in the OppNet graph can vary significantly. In the following
we detail different options for deriving link weights from contact logs and
discuss the cost they impose on a Sybil adversary:
Contact Frequency. A frequently occurring contact often has a higher prob-

ability of occurring again soon, reflecting a strong social link, which
is what the OppNet graph attempts to capture. However, an adversary
who has managed to get in range of an honest node may easily enhance
the link’s frequency, by constantly connecting and disconnecting.

Age of Last Contact. In many scenarios, it is reasonable to assume that an
older contact has less predictive power than more recent ones. In this
case, a Sybil adversary must regularly go “visit” its targeted peers in
order to refresh and maintain strong links.

Total Contact Duration. The total contact duration, i.e., the total time a peer
has been detected in proximity is a link weight which also reflects a
strong social relationship between the peers. To create strong links
with this type of weight, a Sybil adversary must constantly follow its
target.

Frequency-Duration Combined. Link weights can also be obtained by some
combination of contact frequency and duration (e.g., linear, principal
component analysis, etc.). Depending on how the two are combined,
this kind of weight might work to the advantage of the adversary, as in
the case of pure frequency weights.
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Like the underlying contacts, legitimate links in the OppNet graph come
“for free”, since they are simple by-products of node mobility. In contrast, to
establish a link to an honest node, an adversary must move at least once in
physical proximity of the targeted node; if the link weights are chosen wisely,
the attacker must not only establish links to honest nodes by making an initial
contact, but she must also maintain these links by continuously making recur-
rent contacts. An adversary can do this, for example, by regularly following
specific nodes or by hiding at popular locations.

This is in very stark contrast to the link creation process in the distributed
systems in which the Sybil attack is usually studied, such as online social
networks. In that case, an adversary can initiate a virtually unlimited number
of links (i.e., friendship requests) with almost no effort. In addition, once
some of these links are accepted, no further maintenance is required.

All in all, total contact duration is the type of edge weight which demands
the most effort and resources from an adversary to establishing and maintain a
link. At the same time, it can also to a good extent capture the social structure
of the OppNet under consideration without being easily manipulatable such
as contact frequency for example. We will thus use the total accumulated
contact durations among nodes as their edge weights for the reminder of this
paper.

4.3.2 Faking the Contact Graph by Lying

Naturally, an adversary can attempt to fake an honest node’s local view of
the contact graph by lying about past contacts with other (real or imaginary)
nodes. Such a faking attempt will naturally result in conflicting contact logs
and lead to a directed contact graph. To illustrate such a faking attempt, we
can imagine the following scenario:

local node v honest node u attacker q
recorded contact time 3h 2h
received contact log q = 1h u = 7h (lie)

Node v would thus build the following contact graph:
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u

q

3h

2h

1h 7hv

An attacker can basically fake all outgoing edges in the contact graph, except
the one towards the node it is reporting the contact logs to. We will go into
detail on the effect of such contact graph faking attempts in Sec. 4.5 and
come up with some countermeasures in Sec. 4.6. But first we will introduce
the main weapon of an adversary: the Sybil attack.

4.3.3 Fabricating Sybil Identities

The core of a Sybil attack consists of creating a number of identities, all
controlled by the same entity: the adversary. To the rest of the network, each
of these identities looks like just another node. In OppNets, there are two
options for fabricating identities:
Real IDs: An attacker with a single physical device can create multiple real

IDs, each of which will advertise its existence to the rest of the nodes,
either at different times or simultaneously. It does so the same way any
honest node broadcasts its presence, e.g., by a wireless beacon. Such
Sybils are harder to create, as they require more resources (e.g. battery
power) as well as specialized skills (e.g. knowledge of the broadcast
protocol). However, real ID Sybils are also much more powerful, as
they are more likely to be perceived as honest nodes: firstly, because
they do not necessarily need to interact among each other, i.e., they ap-
pear independent of other malicious nodes and can distance itself from
their bad behavior by pretending not to “know” them, and secondly, on
account of their direct interactions with honest nodes, i.e., they have a
direct edge to honest nodes in the contact graph as shown in Fig. 4.1.

Virtual IDs: An easier way to create Sybils is to introduce virtual IDs by
faking the contact logs sent to honest nodes. In contrast to a real node
who broadcasts her ID to be discovered, a virtual ID only interacts with
the attacker’s real IDs: it is thus only an imaginary neighbor, rater of
content, producer of spam, etc., and can be useful as such. Virtual
IDs do not interact with honest nodes, as they do not broadcast their
existence to the world and are thus extremely easy and inexpensive to
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honest edges

attack edges

virtual edges

honest nodes attacker

real IDs virtual IDs

Figure 4.1: Real vs. Virtual IDs in the contact graph

create. In the contact graph they will only be connected to honest nodes
through real IDs as shown in Fig. 4.1.

The edges among real and virtual Sybil IDs, called virtual edges in Fig. 4.1,
are created by reporting encounters in the shared contact log, in basically the
same way an attacker can fake edges to honest nodes described above. These
virtual edges may thus have an arbitrary weight that is set by the attacker.

In our practical evaluation of Sybil attacks in Sec. 4.7, we will only show
the effect of real Sybil identities on the strength of the attack. Our preliminary
experiments with virtual Sybils show that they are easily weeded out by social
Sybil defenses; we thus omit them here and defer a deeper look to future
work.

Now that we know how the OppNet contact graph is built and how an
adversary can lie and introduce Sybils, we introduce the tools we have at our
disposal for detecting Sybils based on the structure of the contact graph.

4.4 Assessing the Effectiveness of Sybil Attacks
on OppNets

Having identified the three main elements of a Sybil attack and their varia-
tions in the OppNet context, we now need a methodology for assessing and
comparing these variations. To do so, we use four state of the art Sybil defense
algorithms, the two latest algorithms from the social Sybil defense literature
as well as two similarity-based algorithms, which allow honest nodes to rank
the nodes around them according to the structure of the social graph. Then,
based on this ranking, we define metrics to measure the strength and effec-
tiveness of a Sybil attack. We use these metrics in our experiments in the
subsequent Sections.
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4.4.1 Social Sybil Defense on the OppNet Graph

We use two of the latest Sybil defense algorithms, namely SybilRank [17]
and ACL [18], which are both based on random walks to enable honest nodes
to white-list a local community of any given size, ranked according to their
trustworthiness. Additionally, we also use two similarity-based ranking algo-
rithms, namely the Katz index [26] and Social Trust [21]. These two algo-
rithms produce similar rankings, as node similarity can also be used to detect
local communities [27]. However, they react differently to a lying attacker’s
attempts to fake the contact graph.

SybilRank

One of the latest Sybil defense algorithm is SybilRank [17]. Being a social-
network-based Sybil defense algorithm it assumes the network is formed of
one or several tightly-knit communities, which are only loosely connected to
one another. Since relationships are strong inside a community, it is reason-
able to assume that those nodes know and trust one another. Thus, for a given
honest node, its community neighbors are very unlikely to be Sybils, while
the nodes outside its local community are more questionable.

The rough idea of SybilRank is to associate a rank with each node and to
identify as part of a community all nodes whose rank exceeds a certain thresh-
old. To determine the rank of a node, SybilRank originates from the honest
user many short random walks, whose lengths are log(n) for a network of
size n. Then, a node’s rank is given by the frequency with which it is visited,
normalized by its degree. By interpreting the rank of a node i as a measure of
the trust that the seed node puts in i, SybilRank is used for Sybil detection. To
efficiently calculate the random-walk-based rank, SybilRank uses an iterative
trust propagation terminated after log(n) iterations. We initialize a seed, i.e.,
the local node v with trust T(0)(v) = 1 and then, during each iteration, each
node distributes its trust to all its neighbors. While SybilRank may work with
multiple seeds, a node in an OppNet context is only interested in its local
view.

The SybilRank algorithm was originally designed for an unweighted and
undirected graph. However, in contrast to the social networks SybilRank was
designed for, the OppNet graph has weighted edges, where the weight of an
edge is derived from contact statistics of the corresponding node pair. More-
over, if the adversary uses the option of lying about past contacts with third
nodes (as discussed in Sec. 4.3.2), the graph is also directed: indeed, a pair
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of one Sybil and one honest node will report different weights for the edge
between them, effectively resulting in two directed edges, with each node
controlling the weight of its outgoing edge. The trust distribution is thus pro-
portional to each outgoing edge weight. After each iteration i, each node v
will thus have trust

T(i)(v) = ∑
(u ,v)∈E

wuv

dout(u)
T(i−1)(u), (4.1)

where wuv is the edge weight between node u and v and dout(u) = ∑
k

wuk

is the outgoing degree of node u. The trust propagation is stopped after k =
∣∣log(n)∣∣ iterations and traditional SybilRank uses T(k)(v)

din(v)
as the normalized

trust value for every node v. However, since trust propagation is stopped
early, the trust value at a given node may fluctuate strongly between even and
odd iterations. To cope with this problem, we slightly modify SybilRank by
stopping it at an even iteration k = ∣∣

log(n)
2 ∣∣ ⋅ 2 and assign a trust value of

T(v) =
T(k)(v) + T(k−1)(v)

2 ⋅ din(v)
(4.2)

to every node v to even out the fluctuations.

ACL

Another random walk based Sybil defense algorithm, referred to as ACL (for
its creators: Andersen, Chung and Lang), was first proposed in [28] as a graph
partitioning algorithm; Alvisi et al. [18] analyzed in great detail its application
to Sybil defense and derived theoretical guarantees on its performance.

In contrast to SybilRank, ACL uses truncated random walks, whose lengths
are geometrically distributed. Long walks are thus rare and short walks in the
neighborhood of the honest node are common. In this way, the nodes in the
community of the seed node are visited more frequently and thus receive a
higher score. Sorting according to the scores in descending order produces a
(white-)list of nodes ranked from the most trustworthy to the least trustwor-
thy, from the seed node’s viewpoint.

The ACL algorithm is also originally designed for unweighted, undi-
rected graphs and requires the following minor modifications to work on the
weighted and directed OppNet graph. As for SybilRank, at each step of a
random walk, an edge is traversed with probability proportional to its weight.
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That is, if the walker is currently at node u, the probability of moving to
neighbor v is: wuv

dout(u)
, where wuv is the weight of edge (u, v) and dout(u) is

the out-degree of node u. Finally, to calculate the score of each node, the
ACL algorithm normalizes the frequency with which the node is visited by
the random walk, by the node’s degree, just as SybilRank. In the case of
our weighted, directed graph, this frequency is normalized by the node’s in-
degree, din(v) = ∑k wkv .

Katz Similarity Index

The Katz index [26] was not developed as a community detection or Sybil
defense algorithm. It calculates the similarity of two vertices in a graph based
on the ensemble of all paths between the vertices. The similarity of two nodes
is calculated as the sum of all edge products along all paths between them,
exponentially dampened by the length of the path and dampening factor β.
The matrix of ranks S, where each element S i , j represents the similarity of
node i and j can easily be calculated by (I−βA)−1−I, where A is the adjacency
matrix of the graph. Since node similarity is closely related to community
structure [27], it can also be taken as a measure of social closeness and thus
as a trust ranking. For our experiments we use a dampening factor of β = 0.5.

Social Trust

Social Trust [21] is also a similarity ranking intended to be used as a trust
score in opportunistic networks. It only uses direct and 2-hop path between
the nodes to assess their similarity and it weighs them equally:

Tu(v) =
wuv

dout(u)
+∑

k

wuk

dout(u)
⋅

wkv

dout(k) −wku

. (4.3)

The resulting rank is very similar to the Katz index with dampening factor of
β = 0.5 but much faster to compute.

4.4.2 Measuring Sybil Effectiveness in OppNets
In order to evaluate the effectiveness of a Sybil attack, every node i calculates
rankings of the other nodes in the OppNet, using each of the algorithms de-
scribed above. That is, every node i assigns a rank, t i( j), to every other node
j, where a smaller rank is better and 0 is the top rank. The better the Sybil
nodes are ranked, the more successful the attack.
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To quantify the success of a Sybil attack, we use the following three met-
rics. Since the rankings are intimately related to community structure, com-
munity size is an integral part of the first two metrics. The third metric cap-
tures the impact across communities.
The normalized rank measures how well an attacker is integrated in a com-

munity. It is a value between 0 and 1, where 1 means perfectly inte-
grated and 0 means not at all. For a given honest node i and a given

Sybil k, the normalized rank is: R i(k) = max(1 −
t i(k)

∣C i ∣
, 0). To obtain

the normalized rank assigned by node i to the adversary, we take the
best value across all identities. Finally, the normalized rank assigned
by a community C i to an adversary is obtained by averaging over all
honest members: RC i

(k) = mean(R i(k))∀i ∈ C i .
The influence is the percentage of Sybils in the top ∣C i ∣ spots of the ranking

of an honest node i. It shows the potential of the adversary to outweigh
honest nodes in a given community.

The total influence is the total number of influential Sybils, that is, the sum
of all per-community influences, weighted by each community’s size.
This shows us if the Sybils are influential across the border of a single
community.

In the following sections, we first use these metrics to understand and
assess the impact of contact graph faking attempts by the attacker. We then
introduce three defense mechanisms to hamper an attacker’s faking attempt
and assess their effectiveness. Finally, we use these metrics to quantify the
efficiency of a Sybil attack in function of the resources consumed by the ad-
versary to perform the attack.

4.5 The effect of link manipulation on Sybils’
trust

The effect of creating a real Sybil ID and creating links to honest nodes by
following them is pretty straight forward. The longer an attacker follows a
victim, the stronger are the attack edges. However, the effect of faking the
contact graph, i.e., the interconnection of real Sybil IDs and lying about past
encounters with honest nodes, is not as obvious to grasp. For this reason we
first construct a simple test scenario to understand this effect and then analyze
it with real mobility traces.



4.5 The effect of link manipulation on Sybils’ trust 125

4.5.1 Evaluation Setup

To model an attackers faking behavior we first introduce the parameters we
use in our analysis. Then we detail the test scenario and the mobility traces
we use to analyze the Sybil attacks.

Contact Graph Faking Parameters

In order to analyze the impact of contact graph faking attempts by an attacker
we need to parametrize this behavior. We introduce two parameters we can
individually tweak to evaluate their effect. While modeling the behavior of
an attacker when attempting to fake a contact graph with just two parameters
may seem overly simplistic, this simple model helps to more easily under-
stand the dynamics of the social Sybil defense schemes. Additionally, when
we experimented with adding more complexity to the model we were unable
to improve the impact of a faking attempt.

The two parameters are the following:

Lying This is a scaling parameter defined by a positive number by which an
attacker multiplies the contact duration with an honest node when she
reports the contact. For example, if an attacker sees node n for 3 hours
and has a lying parameter of 0.5, she will report seeing node n for 1.5
hours to every other honest node.

Sybil interconnection This parameter defines the fraction of the total time,
i.e., the whole duration of a trace, Sybils report to have seen each other.
A Sybil interconnection of 100% would thus mean the Sybils have all
been in contact all the time.

By varying these two parameters and analyzing their effect on the Sybils’
influence we can find out how an adversary should behave to optimize her
attack.

Test Scenario

We use a test scenario to understand the basic influence of contact graph fak-
ing attempts on the different algorithms. The scenario consists of a clique
of 10 honest nodes, that have all seen each other for one hour and are thus
all interconnected with an edge weight of 1. The attacker consists of 10 real
Sybils, which all have been in contact with the honest nodes for one hour
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H06 MIT TVCM ETH DART
# Nodes 78 96 505 294 1045
Time Period 93 hours 14.9 weeks 72 hours 14.6 weeks 16.9 weeks
Type Bluetooth Bluetooth Coordinates AP assoc. AP assoc.
# Contacts Total 128’979 75’425 3’822’531 101’805 5’177’521
# Contacts/Node 1’654 786 7’569 346 4’954
# Communities 8 10 34 26 65
Modularity 0.30 0.53 0.89 0.77 0.61

Table 4.1: Mobility traces used in evaluation. (Modularity measures the
strength of the community structure [29].)

resulting in incoming edges with weight 1 from the 10 honest nodes. An at-
tacker has the following options: (i) she can arbitrarily choose the weights of
the edges interconnecting the Sybils, and (ii) lie about the Sybils’ outgoing
edges to honest nodes. Note that there is also a slight influence of the number
of Sybils on their performance. However, this effect is small and as a general
rule for an attacker it is a good idea to create at least as many Sybils as the
size of the target community, in order to be able to outvote them.

Mobility Traces

To evaluate the impact of faking the contact graph on the performance of the
Sybil attacks in real OppNets we use the following four real world traces and
one synthetic trace generated by the TVCM mobility model [30]:

H06 The Haggle project collected proximity traces by handing out Bluetooth
devices to 78 participants of the Infocom 2006 conference [31]. The
devices scanned for neighbors every two minutes during the three days
of the conference.

MIT In the MIT Reality Mining project, phones were distributed to 96 stu-
dents and staff of the MIT media lab [32]. The devices scanned for
neighbors via Bluetooth every 5 minutes during several month.

TVCM For the TVCM trace, we place 505 nodes in an area of 900 × 900 m,
divided into a 9×9 grid of cells. Each node is assigned one of 34 home
cells, based on a skewed distribution, resulting in a skewed community
size distribution. Each node moves within the home cell for 80% of the
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Figure 4.2: Community size distribution of the traces

time. The nodes visit one of 10 hotspot cells for 10% of the time, and
the remaining 10% is spent roaming the whole area. We generate one
trace with a timespan of 72 hours. Nodes are considered in contact if
they are less than 30 m apart.

ETH On the ETH campus, Wi-Fi access point associations were logged for
several month. Only users who have an AP association for at least
five days a week are considered. In addition, short disconnections (less
than 60 seconds) attributed to interference and the well known ping-
pong effect (where devices jump back and forth between different APs
in less than 60 seconds) are filtered out. Two nodes are considered in
contact while associated to the same AP.

DART On the Dartmouth campus access point associations where logged in
a similar fashion but at a bigger scale [33]. The traces where prepro-
cessed in the same way as the ETH traces.

The main properties of the traces are summarized in Table 4.1. As we can
see, the TVCM trace has a very clear community structure, expressed by its
modularity of 0.89, where 1 represents perfect communities. This synthetic
model was deliberately configured to show such behavior by having non-
overlapping home cells the nodes spend most of their time in. Such a trace
lets us analyze more clearly the effect of the community structure on the cost
of Sybil attack in Sec. 4.7.

We build the OppNet graphs of our five traces, using total contact dura-
tion as the edge weight. Since community size is an important component
of our metrics from Sec. 4.4, we extract the community structure from the
OppNet graphs, using the Louvain community detection algorithm [34]. The
community size distributions are shown in Fig. 4.2 for all three traces.
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(b) ACL
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(c) Katz
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(d) Social Trust

Figure 4.3: Ranking depending on Sybil to Sybil and Sybil to honest node
edge weights. The white area denotes Sybils rank higher than honest nodes
and in the black area the honest nodes dominate.

4.5.2 Black on White – the algorithm’s behavior explained

As mentioned above, an attacker has two tools at her disposal to influence
the ranking of its Sybils by faking the contact graph, namely manipulating
the weight of edges interconnecting the Sybils and lying about the weights of
the edges from the Sybils to the honest nodes. We visualized this behavior
in Fig. 4.3 based on our test scenario. The x-axis represents the degree by
which an attacker interconnects its Sybils and on the y-axis is the weight of
the edges to the honest nodes that are reported by each Sybil. The area where
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(b) DART

Figure 4.4: Sybil Rank

an honest node ranks other honest nodes above the Sybils is filled with black.
The influence of these two tools mainly depends on the type of algorithm

used to establish the ranking. The random-walk-based algorithms both ‘push’
trust from one node to the next over their connecting edges and then in a final
step normalize their ranking by the incoming node degree. A strong edge thus
leads to more trust being pushed over it, but it also leads to greater normal-
ization of the receiving node. While true for both algorithms (most notably
for ACL), it is this normalization step that plays the largest lever when an
attacker manipulates the edge weights. When increasing the Sybil intercon-
necting edge weights, their ranking will be more normalized and thus low-
ered. When increasing the outgoing edge weights to honest nodes, the honest
nodes’ ranking will be normalized more strongly, giving the Sybil IDs an ad-
vantage. For this reason, the upper-left part of Fig. 4.3a and 4.3b is mostly
white (Sybils win), while the lower-right part is mostly black (Sybils loose).
However, an attacker might also retain trust among its Sybils by interconnect-
ing Sybils slightly and not connecting them to the honest nodes (see bottom
of Fig. 4.3a and 4.3b). For the similarity based algorithms on the other hand,
a strong Sybil interconnection is beneficial, as it increases their similarity to
the honest nodes. For this reason, the upper-left part of Fig. 4.3c and 4.3d is
mostly black (Sybils loose), while the lower-right part is mostly white (Sybils
win).

4.5.3 To lie or not to lie in real traces

As we just showed, whether and how an attacker should lie about Sybil edges
depends strongly on the ranking algorithm. Similarity based algorithms seem
to be prone to well interconnected Sybils that pretend not to be connected
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Figure 4.5: ACL
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Figure 4.6: Katz
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Figure 4.7: Social Trust

to honest nodes. For the random walk based algorithm it is important to
facilitate the flow of trust into the Sybil region and its retention once its there,
while keeping the incoming degree as low as possible to avoid strong trust
normalization. Achieving this is more complicated. However, having strong
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interconnections among Sybils are generally detrimental, while increasing the
incoming degree of honest neighbors through lying is generally beneficial for
the attacker. Now we want to verify whether these intuitions hold in a more
realistic setting.

First, we analyze the SybilRank algorithm in Fig. 4.4. SybilRank shows
the most complex behavior because its trust flow per power iteration process
is well balanced with the trust normalization step at the end. Not interconnect-
ing Sybils and lying about a Sybils connection to honest nodes by increasing
their edge weight (lying = 4) is generally a good strategy in all traces as pre-
dicted in the test scenario. However, the option to retain trust among the
Sybils by slightly interconnecting them, i.e., at 1% of the total trace time and
set all outgoing edge weights to honest nodes equal 0 (lying=0) actually per-
forms better.

The analysis of the ACL algorithm is shown in Fig. 4.5. The ACL al-
gorithm also has a random walk and a normalization step but in contrast to
SybilRank, the normalization step is clearly more dominant. As predicted in
the test scenario, it is thus clearly beneficial not to interconnect Sybils and
increase the outgoing edge weight to honest nodes, e.g., by a factor of 4 (ly-
ing=4). Increasing the lying factor above 4 has only diminishing benefits.

The behavior of the two similarity based algorithms, Katz and Social Trust
are shown in Fig. 4.6 and Fig. 4.7 respectively. Their behavior is very straight
forward, just as shown in our test scenario in Section 4.5. It is generally best
to deny any connections to honest nodes (lying=0) and interconnecting the
Sybils with strong edges to increase their similarity to the victim (who also
sees all Sybils). Generally, interconnecting the Sybils with 100% of the trace
time is more than enough. However, the Katz algorithm performs slightly but
noticeably better when interconnecting with just 1% to 5%.

To summarize, depending on the ranking algorithm used, it is beneficial
for an attacker to lie about the edges connecting Sybils among themselves as
well as the edges connecting Sybils to honest nodes. The best configuration
for the four algorithms are:

Algorithm Lying Sybil interconnection
SybilRank 0 1%
ACL 4 0%
Katz 0 5%
Social Trust 0 1000%

Knowing the best configurations an attacker can optimize its attack. How-
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ever, an attacker is not the only one that can manipulate the graph. On the
defending side, there are also mechanisms that can help to counteract the
benefits of faking the contact graph.

4.6 Defending against fake contact graphs
As we just saw, an attacker can boost its influence by lying and interconnect-
ing its Sybils wisely. Fortunately, there are a few techniques to reduce, limit,
or counter the effects of the attacker’s contact graph faking attempts. We will
analyze three defense strategies, namely (i) capping the edge weights to a
maximal realistic value, (ii) making the OppNet graph undirected by taking
the minimum of the incoming and outgoing edge weight as the undirected
edge weight, and (iii) making an undirected graph by averaging the incoming
and outgoing edge weights.

CAP The rationale behind capping the maximal edge weight to a sensible
value is that it is not possible for two nodes to be in contact more than
24h/day. This limits how strong an attacker can interconnect Sybils and
how much she can normalize honest users by lying. However, for old
networks, it is unclear what this cap should be as the cumulation of 24h
for each day will be too high and thus not be effective. For our analysis
in the test scenario we set the cap to the total time in the trace.

MIN Taking the minimum of the incoming and outgoing edge weight to con-
struct an undirected graph limits the impact of an attacker’s lie about its
weight to honest nodes. This might be specially useful for the random
walk based algorithms as it removes the attackers ability to excessively
degree normalize the rank of honest nodes. However, taking the min-
imum might be overly aggressive, as incomplete or outdated informa-
tion about nodes’ co-location might lead to the deletion of edges when
constructing the local view of the network.

AVE Averaging the incoming and outgoing edge weight and construct an
undirected graph also limits the impact of an attacker’s lying. While the
limitation is less than when taking the minimum, it has the advantage
of not destroying edges when we just have the weight reports of one of
the two nodes.

To visualize the defense mechanisms we consider a small example where a
node gets conflicting contact logs from node u and attacker q. In the following
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table we can see how the tree defense mechanisms interpret these logs:

honest node u attacker q

received contact log
after 24h

q=3h u=27h (lie)

CAP q=3h u=24h
MIN q=3h u=3h
AVE q=15h u=15h

These defense mechanisms are mostly targeted against the optimal ly-
ing configuration we found in Section 4.5.3. However, for our analysis we
would like to assume the worst case where the attacker knows the defense
mechanism we employ. For this reason, we need to reassess the optimal con-
figuration in the presence of a defense mechanism.

4.6.1 A smart attacker – lying in the presence of a defense
mechanism

While the three defense mechanisms limit the impact of reporting exagger-
ated edge weights an attacker may adapt and lie less or interconnect its Sybils
differently. To take this into account we analyze how the influence of Sybils
changes for each defense mechanism when we vary how Sybils interconnect
among each other or to honest nodes. The impact of the defense mechanisms
on the performance of the SybilRank algorithm can be seen in Fig. 4.8 and
4.9. As we can see, CAP performs well against attackers that try to increase
the weight towards honest nodes by lying (see lying = 4) as it caps these edge
weights. In contrast, MIN works well against setting the edge weight towards
honest nodes to zero (see lying = 0) because it leads to a total disconnection
from the honest nodes. AVE helps against both forms of lying as it sym-
metrizes the edges and the resulting flow of trust and normalization. As a
result its best for an attacker not to lie. Without lying, Sybils’ influence is
highest when they are not interconnected.

For the ACL algorithm, the main problem is increasing the degree of hon-
est nodes by lying (e.g. lying = 4). As before we can see that CAP is able
to slightly improve upon this situation (Fig. 4.10a and 4.11a) but MIN does a
better job at it as it basically removes any benefit from lying (Fig. 4.10b and
4.11b). AVE also removes the benefit of lying for not interconnected Sybils,
but it unfortunately improves an attackers influence for moderately intercon-
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Figure 4.8: Sybil Rank (H06 trace)

nected Sybils, i.e., with an edge weight of 20% of the total time (Fig. 4.10c
and 4.11c).

The behavior of Katz is actually very consistent and the impact of the de-
fense mechanisms are rather minor. As shown in Fig. 4.12 and 4.13, it still
performs generally best when not connecting the Sybils to honest nodes (lying
= 0) and interconnecting the Sybils as much as possible (with an edge weight
of 1000% of the total time). However, with CAP it performs slightly bet-
ter when not connecting to honest nodes and slightly interconnecting Sybils
(Fig. 4.12a and 4.13a).

Social Trust is also an algorithm that stays fairly consistent without much
impact from the defense mechanisms. As without a defense mechanism, it
performs best when Sybils are strongly interconnected (Fig. 4.14 and 4.15).
While not lying (lying = 1) performs well across all defense mechanisms, for
CAP, not connecting to honest nodes (lying = 0) is slightly better as predicted
in the test scenario. For AVE, connecting strongly to honest nodes (lying =
4) is slightly beneficial as the averaging process increases the edge weights
towards nodes that are also connected to the target which results in an increase
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Figure 4.9: Sybil Rank (DART trace)

of similarity (second term of Eq. (4.3)).
All in all, the optimal configuration for each defense mechanism is as

follows:

Algorithm
CAP MIN AVE

Lying interconn. Lying interconn. Lying interconn.

SybilRank 0 1% 1 1% 1 1%
ACL 4 0% 4 0% 4 20%
Katz 0 5% 0 1000% 0 1000%
Social Trust 0 1000% 1 1000% 4 1000%

With this configurations we can now do a one to one effectiveness comparison
of the defense mechanisms.

4.6.2 Impact of the defense mechanisms
Depending on the algorithm, some defense mechanisms have a beneficial im-
pact as shown in Fig. 4.16. SybilRank benefits most from MIN and AVE,
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Figure 4.10: ACL (MIT trace)

from both to an equal degree, while CAP has no effect at all. For ACL, all
mechanisms help, but the MIN is clearly the most effective. For Katz, only
MIN and AVE have an effect which is generally very similar, both improv-
ing a bit its performance. When using the Social Trust algorithm, no defense
mechanism should be used. CAP and MIN have no effect at all and AVE even
has a negative effect on the algorithms performance.

All in all, making the graph undirected by taking the minimum or the av-
erage of the incoming and outgoing edge weight is the best way to defend
against lying with the exception of the Social Trust algorithm. While MIN
sometimes performs slightly better, it can be harmful when only little infor-
mation is available to create the social graph in the first place. We thus take
AVE for the following analysis, except for the Social Trust algorithm, where
we do not use any defense mechanism.
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Figure 4.11: ACL (ETH trace)

4.7 The Sybil attacker’s cost-benefit tradeoffs in
OppNets

An attacker has now all the information to optimally configure its Sybils and
we know what defense mechanism to use against lying. Thus, we can proceed
to evaluate the cost-benefit tradeoffs of Sybil attacks in OppNets depending
on the ranking algorithm while using the AVE defense mechanism for Sybil-
Rank, ACL, and Katz, and no defense for the Social Trust algorithm. First we
show the importance for an attacker to find the right target. Then we detail
the cost of creating links to honest users and show the impact of following
multiple targets.

4.7.1 Finding a target: communities vs. users vs. hotspots

The first step of a Sybil attack is finding a target. For this, an adversary has
several options: (i) position oneself at a hotspot that is often frequented
by many nodes, (ii) follow a random node, or (iii) follow a community, by
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Figure 4.12: Katz (H06 trace)

following that community’s highest degree node (this requires knowledge of
the degrees). Fig. 4.17a and 4.17b show the benefit of these attacks in terms
of the maximal normalized rank an attacker receives in a community.

For the hotspot approach, we positioned the attacker at the most fre-
quented AP in the ETH and DART traces, and in the center of a hotspot
cell in the TVCM trace. While this is the most convenient approach for an at-
tacker (as she does not have to move), Fig. 4.17a and 4.17b clearly show that
it is also useless. The adversary has numerous contacts with many different
nodes, but their cumulative duration is too short to have an impact. While we
dont have location information for the H06 and MIT trace to extract a hotspot,
the picture in the ETH and DART traces is pretty clear.

Following a random target node puts the attacker very high in that spe-
cific node’s rankings. However, the attacker’s rank by other nodes depends
on whether the target is well connected in its community or not. This results
in a highly variable distribution of the normalized rank, as seen in Fig. 4.17a
and 4.17b. If the attacker only wants to influence the specific target, this ap-
proach is fine. However, if she wants to influence as many nodes as possible,
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Figure 4.13: Katz (ETH trace)

the attacker must specifically target a whole community, by following the
highest degree node of that community. Performing such a directed attack,
the adversary must identify the most central node of a community. While
this is certainly not an easy task, it does produce the highest normalized rank
within the community, as shown in Fig. 4.17a and 4.17b.

Conclusion: An attacker must make an effort to gain trust, positioning
itself at a hotspot although easy is futile. To achieve the greatest impact an
attacker should follow the most central node of a target community.

4.7.2 The cost of creating links to honest nodes

As we have seen in Sec. 4.3, one of the main costs of a Sybil attack is the
time the attacker has to spend following its target. This is necessary, since it
is the only way to create a link to the target. Here we show the relationship
between amount of following time and gained influence. For this analysis we
implement the AVE defense mechanism for the SybilRank, ACL, and Katz
algorithms to make sure an attacker cannot drastically increase its influence
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Figure 4.14: Social Trust (TVCM trace)

by lying. Fig. 4.18 consistently demonstrates along all traces that a Sybil
attack on an OppNet is at least one full time job as following less than 8
hours results in an influence of generally less than 50%. It also demonstrates
that SybilRank remains susceptible to Sybils at lower attack edge strength
and should not be used under such circumstances. The similarity-based algo-
rithms both depend strongly on the attack edge strength an are thus useful at
lower following times.

Conclusion: Efficient Sybil infiltration is a fulltime stalking job if we use
ACL, Katz, or SocialTrust as a defense algorithm.

4.7.3 Following Multiple Targets

The community structure of OppNet nodes confines the reach of a Sybil at-
tacker to the community of the target. However, an attacker may want to in-
fluence users beyond community borders. To do so, she must follow multiple
targets from different communities. This not only requires more knowledge
about the existing communities and their central nodes, but also requires an
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Figure 4.15: Social Trust (DART trace)

effort to spatially switch from following one target to another. Our simula-
tions take the switching distance into account whenever location information
is available, as the attacker needs some time to move from the current target
to the next.

When following multiple communities, the influence in each community
will be reduced as shown in Fig. 4.19. Here we again use the AVE defense
mechanism for the SybilRank, ACL, and Katz algorithm to hamper a lying at-
tacker as lying is especially efficient when following multiple targets. Having
a reduced influence in each community is not necessarily a bad thing, as more
communities are reached. To account for this effect, we show the total num-
ber of influential Sybils in Fig. 4.20. To show the total influence in relation
to the community size, the ticks on the y-axis are defined by the median com-
munity size in each trace, namely 5.5 for the H06 trace (Fig. 4.20a), 8 for the
MIT trace (Fig. 4.20b), 12.5 for the TVCM trace (Fig. 4.20c), 6 for the ETH
trace (Fig. 4.20d), and 12 for the DART trace (Fig. 4.20e). First of all we can
see that following one target confines the attack to up to two times the number
of nodes in a community, depending on how strong the community structure
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Figure 4.16: Impact of defense mechanisms on algorithms.
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Figure 4.17: Types of target.

is in the trace (for TVCM it is perfect). Second, even when following multi-
ple communities, the influenced nodes are never more then in the order of a
few communities and depending on the structure of the network, their amount
decreases when increasing the number of targets. The most noticeable algo-
rithm is again SybilRank, as its behavior depends strongly on the community
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Figure 4.18: Impact of the stalking time in the % of infiltrated by Sybils.
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Figure 4.19: Impact of following multiple targets on the % of target commu-
nities infiltrated by Sybils.
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Figure 4.20: Impact of following multiple targets on the total number of in-
fluential Sybils.
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structure of the network. For weak community structure like in the H06 trace
it performs much worse than the other algorithms while for strong commu-
nity structure like the DART trace, it performs best. The similarity-based
algorithms generally perform a bit worse than ACL.

Conclusion: If an attacker wants to extend her influence beyond the bor-
der of a community, she must follow multiple targets. However, as the influ-
ence per followed community decreases, the total influence is still bounded.

4.8 Discussion and Future Work
Here we discuss limitations and possible extensions to our work.

Combining social network-based defense algorithms: We have shown
in Sec. 4.5.2 how the random walk-based algorithms behave differently from
the similarity-based algorithms. This might suggest that combining a random
walk and a similarity-based algorithms is a good idea. However, doing so
does not improve the performance of detecting Sybils as the underlying graph
is the same. While cost to infiltrate a community in an OppNet is consider-
able as we just showed, if an attacker is willing to pay the price of following
multiple hours per day, she can infiltrate a community in a way that is not
detectable by social Sybil defenses. On the bright side, we also showed that
this spares most other communities; however, we may also want to protect
the attacked community. Considering a defense in depth approach, we can
add more layers of security [35], such as a complementary social network
approach (see Sec. 4.2), based on a network of secure pairing [36], imported
form an online social network, or based on communication behavior such as
phone calls and text messages. Combining social-network-based defense al-
gorithms are thus indeed a good idea as long as the underlying social graph is
based on complementary data.

Colluding attacker: Multiple attackers may of course collude to reach
more communities and increase their influence. We did not study this attack
as its effect is straightforward. When colluding attackers infiltrate different
communities that are not in contact, they may actually also lie and pretend to
be in contact. This is however generally a bad idea, especially if we use ACL
or SybilRank, as it increases the attackers’ degree by which its trust will be
normalized.

Beyond social network-based defenses: A different approach is to find
patterns in the attackers behavior or that result from the introduction of Sybils.
Piro et al. [22] tries to detect Sybils based on the fact that they are always seen
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at the same time. Other patterns may be discovered and used for detection, es-
pecially if an attacker resorts to misreporting contacts to honest nodes. How-
ever, patterns can always be faked if the attacker knows about them. Nonethe-
less, knowledge does not come for free and such pattern matching approaches
should be further explored and applied.

4.9 Conclusion

In this paper we studied the cost of the Sybil attack in an OppNet based on
four distinct social Sybil defense algorithms. While Sybil attacks have been
studied for many distributed systems, OppNets come with additional chal-
lenges as well as useful properties. Using four different real world traces and
one mobility model, we show that infiltrating the underlying contact graph
of OppNets comes at a significant cost in terms of time, as nodes need to be
actively followed. Furthermore, the reach of an attack is generally limited
by the target’s community. While an attacker can try to boost its influence
by manipulating edges in the OppNet contact graph, we introduced three de-
fense mechanisms that successfully hamper all manipulation attempts. All in
all, we showed the potential of using the social nature of an OppNet’s network
structure as a useful tool to defend against Sybil attacks.
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Abstract — In case of a network outage or strict censorship, op-
portunistic networking is an appealing solution to uphold communica-
tions. News such as tweets or videos can be disseminated widely in an
epidemic and delay-tolerant fashion between mobile phones. Yet, the
cooperative nature of such networks can be abused to disseminate unso-
licited content at no cost. Aside from harassing other users with spam,
this behavior consumes scarce resources such as battery power.

Opportunistic networks’ challenging features, such as its highly dy-
namic node contacts, render traditional decentralized trust and reputa-
tion frameworks insufficient. They mainly fail at the ‘Cold Start Prob-
lem’ when mobile users find themselves in a new surrounding without
established trust or reputation available, a frequent phenomena in op-
portunistic networks.

To overcome these challenges we propose Trust-Based Spreading
(TBS) – a scheme where trusted nodes collaborate and filter spam by op-
portunistically exchanging assessments to promote or block the spread-
ing of content. TBS copes with the ‘Cold Start Problem’ by allowing the
trust structure to be initialized randomly and being extremely resilient to
false positives in the feedback process. We evaluate TBS by replaying
a variety of real-world mobility traces and show that TBS disseminates
legitimate content almost as effectively as classical epidemic spreading,
while significantly limiting the reach of spam.

5.1 Introduction

The performance of every network infrastructure may be significantly ham-
pered by natural disasters such as earthquakes or floods. Moreover, recent up-
risings in Northern Africa [1] have shown that authoritarian governments can
arbitrarily censor communications. Commonly used techniques range from
blocking online social networks [2], e.g., Facebook or Twitter, to enforcing
an Internet and mobile phone outage [3].

Fortunately, with increasing penetration of wireless mobile devices, op-
portunistic networking is becoming a feasible and appealing technology to
maintain (delay-tolerant) connectivity, even under such harsh conditions and
support the freedom of speech. In opportunistic networks [4, 5], users/nodes
cooperate to distribute content typically over one-hop ad-hoc WiFi/Bluetooth
links. A user publishing content (e.g., video) or a message (e.g., tweet) shares
it with interested users, that, in turn, spread it further. Thanks to the small-
world structure of social networks [6] and of human contact graphs [7], such
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epidemic spreading techniques disseminate the content efficiently in terms of
delivery delay [8].

On the downside, epidemic spreading, in its basic form, is indifferent to
what is spread. This allows a malicious user (or institution) to disseminate
spam, propaganda, or misleading information. Such content, that we hence-
forth simply refer to as “spam”, could supplant valuable information. More-
over, the propagation of spam drains the limited resources of mobile devices
such as energy, storage, and network capacity.

This problem is not new and has been extensively studied in related do-
mains, such as P2P and mobile ad-hoc networks (MANETs). The traditional
solutions in such environments usually rely on some type of distributed trust
and reputation management system. While the basic principle of trust and
reputation management work in such a disconnected and decentralized setting
and can be applied to opportunistic content dissemination, those approaches
are unable to cope with the dynamic and sparse nature of opportunistic net-
works.

One solution to this problem is to resort to closed-group communication
where only authorized users are allowed to publish new content or messages.
This is, however, a very conservative strategy that lacks the diversity brought
by participatory interactions in an open environment. A critical issue is hence
to answer the following question:

“Can we efficiently protect opportunistic networking against spam in an
open participatory environment?”

5.1.1 Challenges and Existing Approaches
To answer this question we need to be aware of the specific nature of oppor-
tunistic networks, i.e., the dynamic, mobility based contacts, the challenges it
results in, and how related work targets some of them.

Distributed Assessments: Due to the disconnected nature of opportunis-
tic networks no central infrastructure is available to keep track of user be-
havior and collect or provide assessments. This challenge also exists and
has already been thoroughly studied in the related field of MANETs or P2P
networks [9, 10]. All approaches propose some kind trust and reputation sys-
tems that aim at the following: decide whether or not to interact with a peer,
depending on its trust or reputation. Buchegger et al. [11] present a Bayesian
reputation system that takes into account the rater’s trustfulness to be robust
against false ratings. In Walsh and Sirer’s Credence [12], ratings about ob-
jects are correlated and shared over an overlay network of users with highly
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correlating ratings. EigenTrust [13] is a reputation system with a global trust
value per peer that is calculated in distributed manner. While all these ap-
proaches are able to build up trust and reputation values in the environment
they are designed for, they do not take into account the sparseness of nodes
and their intermittent contacts in opportunistic networks.

Sparse Nodes and Intermittent Contacts: The partial connectedness
assumed in MANETs and P2P networks is not given in opportunistic net-
works. Nodes are much sparser and their contacts intermittent, so no path can
be established. While some of the approaches designed for MANETs or P2P
networks may be adapted to opportunistic networks and work with reduced
performance, there is also work specifically targeting delay tolerant networks
(DTN) which includes opportunistic communication. Ayday and Fekri [14]
propose an iterative algorithm for trust and reputation management in DTNs
that can deal with the sparseness of nodes and overcome the performance
penalties other approaches suffer in this setting. However, their approach
does not take into account the challenges arising from a decentralized iden-
tity management in such a dynamic environment.

Decentralized Identity Management: As opportunistic networks are to-
tally disconnected, no central authority is available to manage identities. In
such a disconnected and distributed environment, users (nodes) can be au-
thenticated by a self-generated cryptographic ID based on a public/private key
pair [15]. As a consequence, content can be signed by the author/publisher,
ensuring non-repudiation of published content. It also makes sure that a pub-
lisher cannot be imitated, allowing for all the content of the same publisher to
be linked. This, however, does not prevent malicious nodes from generating
multiple IDs and perform a Sybil attack [16].
While most trust and reputation management approaches in P2P and mobile
ad-hoc networks consider Sybils only marginally or not at all, there is other
related work focusing on Sybil defense. The most prominent defenses are
based on the social network structure [17–19]. They all assume in some way
or another that Sybil regions are only loosely connected to the main social
graph [20]. While this assumption is questionable [21], it also neglects the
disconnected and dynamic environment where we do not even have a social
network to begin with.
Another related problem is ‘Identity Whitewashing’, which allows a spam-
mer, whenever he/she is detected, to discard the current identity and create a
new one. While most traditional approaches do not consider this problem it
is especially important when facing spammers as explained next.

Dynamic Environment: All presented approaches fail to prevent the fol-
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lowing simple attack on a content dissemination scheme in opportunistic net-
works: send one spam, change the identity, and repeat. While some related
approaches might eventually block the spamming identity, they are all too
late, as the ID does not exist anymore. One could argue for the need to set
the default policy not to get content from a new author, but this is not pos-
sible because nobody could ever publish any content in the first place. Even
if we have another way to build up trust or reputation, the environment in
opportunistic networks is potentially very dynamic as users might frequently
change their location and would need to start from scratch each time they do
so. We call this problem the ‘Cold Start Problem’ and to solve it we need to
make sure we can stop spam at the source while letting good content spread
as freely as possible.

User Interaction: All existing approaches are based on some sort of feed-
back or rating. To get feedback, direct user interaction is usually required.
However, generally only a small fraction of users rate the content they con-
sume [22]. The distributed and disconnected nature of opportunistic networks
only reduces the availability of the already scarce feedback. Keeping in mind
the ‘Cold Start Problem’ we need a dissemination scheme that can stop spam
at the source with only very little feedback.

5.1.2 Our Contribution
In light of these challenges and keeping in mind the existing approaches we
aim at a content spreading scheme that specifically targets the ‘Cold Start
Problem’ taking into account the scarce feedback availability while being
resilient to Sybil attacks and identity whitewashing. To accomplish that,
we propose a Trust-Based Spreading (TBS) mechanism that spreads content
based on a user’s trust structure. If no real, earned, or otherwise inferred
trust structure is available, i.e., due to the ‘Cold Start Problem’, TBS may
be initialized with a random trust structure. For improved performance and
Sybil resiliency, we propose to initialize the trust structure with the structure
inherent to a user’s mobility pattern. This feature of opportunistic networks
has been shown to correlate with real trust among users [23]. While the trust
structure is expected to improve over time, e.g. by applying any existing trust
establishment approach, TBS can cope with inaccurate trust values that natu-
rally result from a random structure.

Initially, the content spread is limited to the trusted surrounding of the
publisher. This way, TBS can deal with ‘Identity Whitewashing’ as it lim-
its every identity’s influence from the beginning. Once the content is con-
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sumed (i.e., looked at) and assessed (i.e., evaluated as spam or legitimate), it
is blocked or promoted for further dissemination. Although some users are
required to characterize spam, regular content consumption may be implicitly
used as a positive assessment of the many feedback-lazy users [22]. While
this improves dissemination speed, TBS is resilient to the many false positives
on account of the scarce explicit user feedback.

We show that TBS is able to disseminate legitimate content almost as
effectively as classical epidemic spreading, while limiting the reach of spam
to a constant amount of nodes. The structured hop-by-hop spreading nature
of TBS is additionally inherently resilient to Sybil users.

Note that we do not propose a new trust or reputation management system
and many traditional approaches may be used on top of our spreading scheme
to improve its accuracy. We especially address the ‘Cold Start Problem’ and
the scarcity of feedback as they are crucial to effectively prevent spam in open
participatory content distribution for opportunistic networks. To summarize,
the main contributions are:

• We review three classic spreading mechanisms, propose a number of
spam-prevention techniques, and discuss potential problems (Section 5.2).

• We propose Trust-Based Spreading (TBS), a content spreading mecha-
nism that effectively prevents spam (Section 5.3).

• We evaluate the performance of TBS on different real-world mobility
traces, across a wide range of parameters such as user behavior, inac-
curate assessments, and attacker models. We show that TBS can stop
spam at the source, after just reaching a small number of nodes while
still achieving an acceptable spreading performance for legitimate con-
tent (Section 5.4 and 5.5).

5.2 Legitimate Content Dissemination vs. Spam

In this section, we first present the targeted scenario, then describe three clas-
sic content spreading mechanisms and extend them by a set of methods to
fight spam, and finally point out the potential problems with the resulting
techniques.
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5.2.1 Scenario

We are primarily interested in public channels for content dissemination. This
means that every user is completely free to join a channel, and start sending
content to all other subscribers of the channel. Each channel is uniquely iden-
tified, e.g., by a hashtag in Twitter. Public channels are typically organized
around some topic and are very popular in the Internet nowadays. Some ex-
amples include Facebook groups, discussion fora, blogs and boards, citizen
journalism, public walls, or open publish/subscribe systems [24] in general.
Public channels strongly benefit from the diversity brought by participatory
interactions in an open environment, but are vulnerable to spam. In the con-
text of opportunistic networks, users subscribe to a channel and receive up-
dates automatically when coming into physical proximity of other users in
possession of relevant content and depending on the spreading mechanism.

5.2.2 Spreading Mechanisms in Opportunistic Networks

Three methods to spread content in opportunistic networks are Epidemic Spread-
ing (ES), Limited Hop Spreading (LHS), and Limited Replication Spreading
(LRS). They differ in the range and speed of spreading content. Note that
spreading schemes aim at distributing content to all nodes, as opposed to a
source to destination communication achieved by routing [25], or anchoring
it at a location [26].

Epidemic Spreading (ES) [27]: This is the basic epidemic spreading
scheme. A source publishes content and passes it to any subscriber it encoun-
ters. Each subscriber holding the content helps in the dissemination process
by passing it to further subscribers. This process goes on until every sub-
scriber received the content.

Limited Hop Spreading (LHS) [28]: LHS limits the reach of content
in the network. It is essentially ES equipped with a hop counter (time to
live) assigned to the content. With each hop the content travels, the counter
is decreased; when reaching zero, the content is not transmitted further. A
hop count of one means a source only uses direct transmission to reach its
subscribers; a hop count of infinity makes LHS equivalent to ES.

Limited Replication Spreading (LRS) [29]: LRS limits the speed of
spreading the content. Here, each content is assigned a replication counter,
i.e., a maximal number of neighbors a node can forward the content to. A
replication count of one means content can only be passed on from node to
node, like a hot potato; a replication count of infinity makes LRS equivalent
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to ES.

5.2.3 Introducing Spam – the Attacker Model

We will distinguish between two general classes of attackers. A Simple At-
tacker follows the spreading protocol rules, but misuses the system by spread-
ing spam rather than legitimate content. In contrast, a Sophisticated Attacker
may disobey any rule or protocol and ignore the hop or replication counter.
Sophisticated attackers may also create many identities and change them at
will, thus perform a Sybil attack [16]. For both attacker models we assume
the worst case of compromised users under full adversary control.

5.2.4 The First Countermeasure – Content Assessment

The first step in fighting spam is detecting it. We rely on users to classify
a given content as legitimate (to whitelist it), or spam (to blacklist it). Of
course, in the real world many assessments may be missing and some may be
wrong - we cover such scenarios later in our evaluation (Sec. 5.5).

Whitelisting: The purpose of whitelisting is to promote content so it
may spread further or faster than set by its initial restrictions. A user may
whitelist the content explicitly (by directly approving it) or implicitly (e.g.,
by re-posting, sharing over a different media, or watching say a five minute
video until the end). Implicit whitelisting reduces the scarceness of feedback
but increases false positives.

Blacklisting: In contrast, the purpose of blacklisting is to decrease the
reach of spammers. For this reason, all future content of a blacklisted node is
automatically discarded. Blacklisting is always an explicit action.

5.2.5 The Second Countermeasure – Collaboration

To further improve the effect of assessments, we allow nodes to exchange
their blacklists and whitelists in all common channels of interest. They do so
independently of whether any content is exchanged, and they only share their
personal assessments to minimize overhead and cascading effects in assess-
ment. Because an assessment from a single user might be a mistake or a lie,
a certain number of assessments have to be received to then actually act upon
them. We call this the threshold of required assessments.
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5.2.6 Integrating the Countermeasures into Spreading
Schemes

ES, LHS, and LRS can be easily enhanced with (collaborative) whitelisting
and blacklisting mechanisms. Under LHS, a natural implementation is to set
the hop counter to maximum (on whitelisting) or to zero (on blacklisting).
Similar changes may be applied to the replication counter under LRS. This
strategy should work well against simple attackers (see Sec. 5.2.3).

However, a sophisticated attacker may completely ignore the current val-
ues of counters making the counter-based methods ineffective. For example,
under LRS, the spammer may ignore the replication counter to reach a signif-
icant fraction of nodes (using just direct spreading over one hop). Moreover,
for every new spam message, a sophisticated attacker may create a new Sybil
ID that, by construction, does not appear in any blacklist. Consequently,
(collaborative or not) whitelisting and blacklisting are ineffective against so-
phisticated attacks under ES, LHS, and LRS, and further mechanisms are
required.

5.3 Trust-Based Spreading (TBS)
In this section, we introduce Trust-Based Spreading (TBS). In order to fight
spam and promote legitimate content, TBS strongly leverages on the trust
structure among the nodes.

5.3.1 Introducing Trust – the Cornerstone to Hampering
Spam

We assume that every node u assigns a trust value tuv to a node v. With-
out loss of generality, we assume that tuv can range from 0 (“no trust”) to 1
(“full trust”). Trust is not necessarily symmetric: tuv may very well differ
from tvu . We use this generic notation so we do not impose any restrictions
on how trust can be established. There are many explicit or implicit ways the
system can learn the trust values. Reputation systems, such as described in
the Sec. 5.1.1 might be used. Alternatively, there are secure pairing based ap-
proaches [30, 31] but they as well suffer from long setup times and heavy user
interaction, i.e., the ‘Cold Start Problem’. While all these approaches work
well to improve the trust structure over time, faster approaches, e.g., inferred
from the mobility [32], could be used as an initial setup.
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Figure 5.1: [TBS Dissemination Process for Legitimate Content] Node u
receives content c directly from publisher p since Eq. 5.1 is satisfied (top).
Upon consumption, content is assessed and the whitelists are shared with
node v (bottom). Content can now spread further to node v if Eq. 5.2 is
satisfied (top). This process repeats for every hop, e.g. node w.

Moreover, in Sec. 5.5, we show that TBS even performs well under a ran-
dom trust structure. Some intuition on why, is that TBS just requires part of
the structure to be trustworthy as it is very resilient to false positive whitelist-
ing which also includes deliberate false whitelisting.

tuv ∈[0, 1] trust user u has in v
ΘA
u ∈[0, 1] threshold of u to accept content from author

ΘW
u ∈[0,∞) threshold of u to accept content whitelisting

ΘB
u ∈[0,∞) threshold of u to accept author blacklisting

Table 5.1: Notation used in TBS.

5.3.2 TBS Dissemination Process
The TBS scheme makes use of ‘trust’ in every interaction between users. The
basic operations of the dissemination scheme are summarized in Fig. 5.1 for
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Figure 5.2: [TBS Dissemination Process for Spam] Node u receives spam
c directly from publisher p since Eq. 5.1 is satisfied (top). Upon consumption,
spam is assessed and the blacklists are shared with node v (bottom). Spam
can thus not spread further to node v since Eq. 5.2 is not satisfied (top). Ad-
ditionally, no blacklisting nodes (including u) will accept further spam from
publisher p. This process usually stops after one hop, thus node w will not
even know there was spam present at an earlier hop.

the case of legitimate content and in Fig. 5.2 for the case of spam. Note that
TBS makes use of several thresholds summarized in Table 5.1 for an arbitrary
node u. In Sec. 5.5.1, we study how they affect TBS’s performance, and how
to set them well.

In the first step of TBS, node u accepts content c directly from its pub-
lisher p only if p is trusted enough, i.e., when

tup > ΘA
u . (5.1)

Consequently, ΘA
u controls the initial reach of c (received directly from the

publisher). For ΘA
u > 0, a spammer can thus be already blocked at the first

hop.

On consuming content c, the initially reached nodes start assessing and
sharing their assessments with other nodes, as described in Sec. 5.2.5. Node v
accepts the content c from node u (not a direct publisher of c), only once v
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has received enough whitelist entries for c, weighted by trust, i.e., when

∑
w

tvw ⋅ 1{w whitelists content c} > ΘW
v , (5.2)

where w are nodes encountered by v and 1{condition} is the indicator function
returning 1 if the condition is true and 0 otherwise. Consequently, threshold
ΘW
v controls the speed of collaborative whitelisting, and thus content spread-

ing.
Similarly, node v blacklists the publisher p once v has received enough

trust-weighted blacklist entries, i.e., when

∑
w

tvw ⋅ 1{w blacklists publisher p} > ΘB
v . (5.3)

Thus, thresholdΘB
v controls the speed of collaborative blacklisting. Of course,

v may also blacklist p directly, by consuming and assessing the content pub-
lished by p.

5.4 Performance Evaluation – Setup
We evaluate the performance of TBS, ES, LHS, and LRS, by replaying differ-
ent sets of real-world mobility traces. For the sake of speed it was necessary
to write a custom simulator in C. The simulator basically consists of an event
queue that replays all connection events from a given trace and executes an in-
teraction among the given nodes according to the selected spreading scheme.
In this section we describe the simulation setup; the results are presented in
Sec. 5.5.

5.4.1 Performance Metrics
We use three main performance metrics to evaluate the performance of the
spreading schemes, R, R and A(t).

R is the reach of content, i.e., the number of nodes that receive content,
averaged over all contents. Ideally, R → N for legitimate content and
R→ 0 for spam.

R is the normalized reach of content. To compare results across different
traces, we sometimes normalize R by RES – the reach of legitimate
content under ES, as follows: R = R

RES .
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H06 MIT DART
# Nodes N 78 96 1040
Time Period 93 hours 14.9 weeks 16.9 weeks
Type Bluetooth Bluetooth AP Assoc.
# Contacts Total 128’979 75’432 4’184’804
# Contacts/Node 1654 786 4024

# Communities 9 9 79
Avg. Community Size 8.67 10.67 13.28
Modularity 0.31 0.53 0.77

Table 5.2: Real-world mobility traces used in performance evaluation. Top:
general characteristics; bottom: properties of the inferred community struc-
ture. (Modularity is a metric describing the quality of the community struc-
ture introduced by Newman [33]).

A(t) denotes the availability of content in the network at time t. A(t) is
here given as the number of different content possessed by a node at
time t, averaged over all nodes. A(t) is a good metric to describe the
speed of content dissemination.

5.4.2 Mobility Traces

We use three different sets of real-world mobility traces summarized in Ta-
ble 5.2. These particular traces were chosen as they offer a good variety in
terms of size, spanned time, the structure of contacts, etc.1

Haggle Infocom 2006 (H06): In the scope of the Haggle project, mo-
bility traces were collected during Infocom 2006 [34]. Direct contact of 78
conference attendees were measured with Bluetooth scans every two minutes.

MIT Reality Mining (MIT): The Reality Mining project [35] collected
Bluetooth scans of 96 students and staff members with a five minutes interval
on the MIT campus. We take the 15 weeks of the trace where mobility was
the highest.

Dartmouth (DAR): This trace consists of WiFi access point (AP) associ-
ations on the Dartmouth campus [36]. Only users that have an AP association
for at least five days a week on average are considered, resulting in 1040 users.

1The traces are publicly available in the CRAWDAD repository:
http://crawdad.cs.dartmouth.edu/.
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Short disconnections (shorter than 60 seconds) attributed to interference and
the well known ping-pong effect (where devices jump back and forth between
different APs in less than 60 seconds) are filtered out. Two nodes are consid-
ered in contact when associated with the same AP.

5.4.3 Trust Structure

The trust structure is a critical parameter of TBS. We study possible trust
structures by considering two extreme cases: (i) strongly correlated with the
mobility patterns (best-case), and (ii) randomized (worst-case). Both struc-
tures can be built automatically and thus mitigate the ‘Cold Start Problem’,
and both structures may further be improved over time by any available trust
management framework.

Mobility Correlated Trust: In this scenario, the trust structure is based
on communities existing in the mobility pattern. We find them by applying
the Louvain algorithm [37] to the contact graph with edges weighted by their
accumulated contact time. To remove isolated nodes, communities smaller
than five users are either greedily merged with a community they are well
connected to, or discarded. The properties of the resulting communities are
summarized in the bottom of Table 5.2.

For each community C, we greedily select three to four extended commu-
nities among the communities best connected to C. Now, node u assigns trust
to node v as

tuv =

⎧⎪⎪⎪⎪
⎨
⎪⎪⎪⎪⎩

U(0.7, 1.0) if u and v in same community
U(0.1, 0.7) if v in extended community of u
0 otherwise,

(5.4)

where U(l1 , l2) is a random variable uniformly distributed between l1 and l2.
This is our default trust structure, referred to as ‘TBS’.

Random Trust: To generate a trust structure with similar topological
properties (e.g., number of nodes and edges, node degree distribution) but not
correlated with the mobility pattern, we randomly rewire the contact graph
before running the Louvain algorithm (as above). We achieve it by applying
double edge swaps [38] to 2N randomly selected edge pairs. As a result, the
trusted nodes are now randomly selected from the network, independently
of the actual contact times, while the node degree, i.e. the connectivity of
a node, is preserved. Also, in all traces, the modularity and the community
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sizes significantly decrease, indicating a much weaker community structure.
We refer to TBS using this random trust structure as ‘RTBS’.

5.4.4 Spammers

To stress-test the proposed spam prevention techniques, we make the worst-
case assumption that spammers are well integrated in the trust structure (com-
promised nodes). Additionally, a sophisticated spammer can create and con-
trol an arbitrary number of Sybil identities. We make two assumptions about
these created Sybils: firstly, any node that comes in contact and interacts with
the spammer also interacts with all of its Sybils. Secondly, we assume every
Sybil identity to be as well integrated into the trust structure as the spammer
is. Both assumptions are hardly realistic but represent the worst possible case.
In particular, we assume:

• Every node can become a spammer, i.e., the simulation was repeated
with every node being a spammer once.

• The trust of other nodes in node v does not depend on whether v is a
regular node, a spammer, or a spammer’s Sybil.

• v’s Sybils always promote v’s spam by whitelisting it upon publication.

5.4.5 Content Generation and Consumption

Legitimate content and spam is created regularly defined by the publishing
rate rp = 1/(24h) for the H06 trace and rp = 1/(8 days) for the MIT and
DART traces (due to their long duration it was not feasible to create content
more often). This publishing rate is introduced to see how the system behaves
on different days as the mobility pattern of users may vary a lot from one day
to another. Because we are interested in the average spreading performance
in the network, and because trust is indifferent to a node’s status, every node
acts both roles, once as a regular node and once as a spammer.

As in the real world, there is a delay between content reception and its
consumption. This delay is exponentially distributed with rate rc = 1/(2h) for
H06 and rc = 1/(6h) for MIT and DART. In other words, we assume that a
user checks his/her mobile device on average twelve times at a conference and
four times during a normal day. This may seem low and research suggests that
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users actually check their phone up to 150 times a day2, however we assume
this low consumption rate as a worst case as there might be users that check
their phones less often. If we assume a higher consumption rate, i.e., rc =
1/(10min), the spreading performance of TBS is practically indistinguishable
from ES in our simulations. This is because at low rates the consumption
is the main bottleneck. For high consumption rates, the content is already
assessed when the next contact occurs, thus nearly all contacts can be used to
disseminate content, just as in ES.

Finally, upon consumption, a user assesses the content with probability
pA ∈ {0.1, 0.2, ..., 1.0}. Assessments might result in false positives (i.e., when
spam is whitelisted) with probability pF ∈ {0, 0.25, 0.5}. In principle, also
publishers of legitimate content might be blacklisted which refers to the situ-
ation of censorship (false negatives). We discuss this issue in Sec. 5.6.3.

5.4.6 Distribution Scheme Configurations

All spreading schemes use assessment (Sec. 5.2.4) and collaboration (Sec. 5.2.5)
to fight spam. For ES, LHS, and LRS this means that spam may be black-
listed. The blacklists are shared and the amount of blacklists that need to
be received in order to block the spam is specified by the threshold of re-
quired assessments denoted as ΘN . For LHS and LRS, whitelisting resets
the hop and replication counter respectively (hop counter set to 1 and replica-
tion counter set to 6). These counters are set to achieve a good dissemination
performance of legitimate content.

For TBS, collaboration is defined by thresholds. We set ΘA
u = 0.7 for

the trusted publishers, i.e., all nodes in the local community described in
Sec. 5.4.3 are trusted publishers (note, that this includes spammers). The
choice of this value depends mainly on how trust is established in the network
and in a real system should be passed from the trust establishment mechanism
to TBS as a parameter. For the sake of simplicity, we use the same whitelist-
ing and blacklisting thresholds (see Eq. 5.2 and 5.3) for all nodes. We denote
this threshold as ΘW/B = ΘW

u ≡ ΘB
u , and we investigate the effect of this

threshold in Sec. 5.5.1.

2See http://www.kpcb.com/insights/2013-internet-trends or the Tomi
Ahonen Almanac 2013.

http://www.kpcb.com/insights/2013-internet-trends
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(c) LRS (pF = 0)
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(d) LRS (pF = 0.5)
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(e) TBS (pF = 0)
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(f) TBS (pF = 0.5)
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Figure 5.3: [The effect of assessment acceptance threshold] The normal-
ized reach R of content (circles) and spam (triangles) as a function of the
threshold for accepting white- and blacklists, in case of a simple spammer.
The error bars represent the two quartiles around the median and result from
the wide range of the assessment probability pA ∈ {0.1, 0.2, ..., 1.0}. On the
left side, all assessments are correct, i.e, pF = 0, on the right side the proba-
bility of incorrect whitelisting is pF = 0.5.
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5.5 Performance Evaluation – Results

In this section, we thoroughly evaluate our schemes under a range of scenar-
ios by replaying the real-world mobility traces described in Sec. 5.4.2. First,
we study the effect of the assessment threshold choice. Then, we show the
influence of the user behavior on the performance of our scheme and discuss
possibilities to promote favorable behavior. Next, we show how TBS per-
forms against a sophisticated attacker that injects a number of Sybils into the
network. Finally, we compare all spreading schemes in terms of spam reach
and content dissemination speed.

5.5.1 Effects of Threshold Selection

Selecting the threshold for blacklisting and whitelisting is an important cali-
bration step for LHS, LRS, and TBS. For this reason, we study its effect under
either fully correct assessments and assessments with false positives (Fig. 5.3).
There are mainly two findings resulting from this analysis:

• A low threshold should be selected for all spreading schemes. This way
we maximize the normalized content reach (at least 94% for TBS and
slightly more for the other schemes) and minimize the reach of spam.
For the following evaluation we use these low threshold values.

• LHS and LRS are more strongly affected by false positive assessments.
While LHS performs generally bad, with a spam reach of up to 32%
for the H06 trace (Fig. 5.3a), the presence of false positives nearly dou-
bles this value (Fig. 5.3b). LRS performs well with correct assessments
(Fig. 5.3c), even slightly better than TBS (Fig. 5.3e), with a spam reach
of less than 8%. However, introducing false positive assessments, the
reach of spam increases drastically; it more than triples to 26% for the
H06 trace and even has an eight-fold increase from 0.6% to 4.8% for
the DAR trace. This means that 49 instead of 6 nodes are reached by
every spam. The reach of spam with TBS only doubles in the worst
case when false assessments are introduced (Fig. 5.3f). The resilience
of TBS against false positives has the two following benefits: (i) even if
users provide perfect assessments, an attacker might still produce false
assessments, and (ii) the robustness against false positives allows to use
implicit assessment, i.e., assessment inferred from the user’s consump-
tion behavior, which is not as accurate as explicit assessment.



5.5 Performance Evaluation – Results 171

Conclusion: To achieve maximum content reach and good spam blocking
performance, low assessment thresholds should be selected for LHS, LRS,
and TBS. This result is valid for all mobility traces and holds further under
the existence of false positives.

5.5.2 Impact of User Assessment Behavior
It is important to analyze the effect of user behavior on performance for two
reasons: (i) to know how sensitive the scheme is to varying behavior, and (ii)
to know what behavior is the most desired and should be promoted if possible.
Fig. 5.4 shows the effect of the assessment probability pA, for the H06 and
the DAR trace (MIT trace performs similarly). As expected, all schemes
perform better when the assessment probability is high, i.e., when users are
more likely assessing content (content reaches at least 94% of the nodes). One
way to achieve such high values of pA in practice is to use implicit rather than
explicit assessment (see Sec. 5.2.4). This, however, will naturally increase
the fraction of incorrect assessments (false positives). Fortunately, as shown
in the last section as well as in Fig. 5.4, TBS is very resilient against false
positives (in contrast to other schemes).

Additionally, this user behavior analysis also shows why LHS generally
performs much worse than LRS and TBS. In its default behavior – without
assessments – content or spam reaches too many nodes, i.e., all the nodes the
content producer has come into contact with. This corresponds to 67 users
(nearly all) in the H06 trace and 94 in the DAR trace (see 0% assessments in
Fig. 5.4a and Fig. 5.4b).

Conclusion: Overall, the performance grows with growing assessment
probability, even if some assessments are incorrect, to which TBS is the most
resilient scheme.

5.5.3 TBS under Sophisticated Attack
One of the most powerful technique a sophisticated spammer can apply is
creating an arbitrary number of identities, i.e., Sybils. Sybils allow to multiply
the influence of a spammer in the system, e.g., by whitelisting spam. While
creating Sybils is fairly straight forward, they are only useful if each of them
is integrated into the trust structure. Depending on how trust was established,
this is tricky and time consuming to achieve, especially for a larger number
of Sybil identities. In our analysis, we assume a sophisticated attacker that is
able to integrate its Sybils into the TBS trust structure.
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(c) LRS (H06)
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(d) LRS (DAR)
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(e) TBS (H06)
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(f) TBS (DAR)
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Figure 5.4: [The effect of assessment probability pA] The reach R for
content (circles) and spam (triangles) as a function of the assessment prob-
ability pA for different false positive (FP) probabilities pF for whitelisting
spam. Thresholds are set to ΘW/B = 0.1 and ΘN = 1.
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Figure 5.5: TBS spam reach R under Sybil attack, as a function of the
number of created Sybils s. The error bars represent the two quartiles
around the median and result from the wide range of assessment probabil-
ity pA ∈ {0.1, 0.2, ..., 1.0} and false positive probability pF ∈ {0, 0.25, 0.5}.
The assessment threshold is set to ΘW/B = 0.1.

From our analysis we can derive two main conclusions (see Fig. 5.5):

• TBS is exceptionally robust to Sybils – the reach R of spam increases
only slightly with increasing number of Sybils s, and quickly flattens
out. The reason TBS is so robust against Sybils is based on the same
principle as social network based Sybil defenses introduced in the in-
troduction [17–19], i.e., the Sybil region and the region of honest nodes
in the trust structure (graph) are not well connected. Due to the low as-
sessment threshold, one Sybil in the local trust structure is enough to
promote spam and creating more does not help since they are connected
to the same local trust structure. To be more effective, an attacker would
have to be able to infiltrate Sybils into every node’s local trust structure.

• The reach of spam is independent of the network size – it depends only
on the number of trusted nodes (i.e., the local trust structure). For all
traces the reach of spam is around ten nodes if no Sybils are present
and below 20 for a sophisticated attack although the DAR trace has 13
times more nodes than the H06 trace.

Conclusion: Under TBS, even a sophisticated attacker can only spread
spam to a constant number of nodes before it gets blocked. The creation of a
high number of Sybils is does not increase the attacker’s influence.
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Figure 5.6: [Reach of different spreading schemes] For each spreading
scheme, a box plot is given where the edges of the box are the quartiles
around the median and the whiskers reach the minimum and the maximum
of the reach R. The variance of the data results from the wide range of
assessment probability pA ∈ {0.1, 0.2, ..., 1.0} and false positive probability
pF ∈ {0, 0.25, 0.5}. Thresholds are set to ΘW/B = 0.1 and ΘN = 1.
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5.5.4 TBS vs. Classic Schemes (overall)
In Fig. 5.6, we compare the overall performance of the studied spreading
schemes for the H06 and the MIT trace (DAR trace performs similarly). We
consider the reach of content vs. spam, simple vs. sophisticated attacker, and
mobility correlated vs. randomized trust structure (RTBS, see Sec. 5.4.3).
From this comparison we see that:

• TBS generally performs best. While the reach of legitimate content (see
Fig. 5.6a and Fig. 5.6b) is generally good, i.e., all schemes come close
(> 94%) to the best possible ES reach, TBS performs best at stopping
spam. In numbers we observe a median spam reach of less than 9 for
the simple attacker (see Fig. 5.6c and Fig. 5.6d) and less than 17 for
a sophisticated attacker (see Fig. 5.6e and Fig. 5.6f), independently of
the number of nodes in the trace.

• LRS turns into LHS under a sophisticated attack. While LRS performs
quite well in presence of a simple attacker restraining the median reach
of spam to 11 for the H06 trace (Fig. 5.6c) and 9 for the MIT trace
(Fig. 5.6d), it performs equally bad as LHS under a sophisticated attack
allowing spam to reach 31 nodes for the H06 trace (Fig. 5.6e) and 15
nodes for the MIT trace (Fig. 5.6d). In the real world, a smart attacker
could exploit this weakness of LRS additionally by positioning itself at
a crowded location, such as a train station, and spread spam to every
passing user.

• RTBS performs nearly as good as TBS. While this may seem surprising,
it stems from the many worst case assumptions we used for the attacker
model, the trust structure, and the user consumption and assessment
behavior. This result allows us to address the cold start problem. A
new user who does not know anybody, can use a random trust structure
to bootstrap TBS, and then improve it over time.

Conclusion: Compared to ES, LHS, and LRS, our scheme (TBS) shows
the best performance in terms of reach, even under a randomized trust struc-
ture.

5.5.5 Dissemination Speed of Content
So far we studied only the reach R of content/spam. However, what counts
in practice is not only how far legitimate content reaches, but also how fast.
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Figure 5.7: [Content availability over time] The availability A(t) of con-
tent in the network as a function of time. The black dotted line is the
maximum content available published in three rounds. Threshold is set to
ΘW/B
u = 0.1 and assessment probability to pA ∈ {0.1, 0.2, ..., 1.0}, no false

whitelisting, i.e., pF = 0.
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Fig. 5.7 shows the available legitimate content in the network over time, A(t).
Daily patterns such as lower contact rates during several hours (in the night)
are the main reason for the slowed down dissemination. This is especially
visible for the H06 trace (Fig. 5.7a). Overall, we see that all schemes spread
in a qualitatively similar way.

Conclusion: While introducing the spam blocking mechanisms (often
based on assessments) slows down the spread of legitimate content its per-
formance is still acceptable and affects TBS only slightly more than LHS and
LRS.

5.5.6 Conclusion of the Results

We have demonstrated that TBS effectively blocks spam while maintaining a
good dissemination performance of legitimate content. In particular, TBS is
(i) very resilient to false positive assessments, i.e., falsely whitelisting spam,
allowing for implicit assessment methods, (ii) barely affected by sophisticated
attacks with Sybil nodes, stopping spam at the source, and (iii) solves the cold
start problem by performing well with a random trust structure. Overall, TBS
clearly outperforms all other schemes.

5.6 Discussion and Related Work

In this section, we describe related approaches on preventing spam in oppor-
tunistic networks. Further, we discuss the potential of a hybrid networking
approach and the problem of misusing spam prevention methods for censor-
ship.

5.6.1 Preventing Spam

Spam is a well known problem in the Internet, especially when using Email [39]
and social network services [40]. Among the few approaches available for
preventing spam in opportunistic networks is ‘Hearsay’ [41]. ‘Hearsay’ fil-
ters spam by excluding spammer from the trust structure, but performs simi-
lar to epidemic spreading (Sec. 5.2) with assessments and collaboration [42].
The disadvantages of this approach include unrestricted spreading of spam
until the spammer is sufficiently blacklisted, assumption of optimistic spam
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detection by users (100% assessment probability on average within 15 min-
utes after reception), and the requirement of human interaction-based trust
establishment (secure pairing).

In the related area of wireless gossiping networks, Gavidia et. al. [43] pro-
pose a central authority to secure identities and introduce severe restrictions
to the amount of data a user may publish. TBS makes a clear contribution
to these works as it performs better than epidemic spreading and is a fully
distributed solution. Further, TBS supports an open participatory channel de-
liberately abstaining from restrictions.

5.6.2 Hybrid Networks

In this paper, we exclusively treated totally disconnected opportunistic net-
works, but TBS can also be integrated into a partially connected hybrid net-
work. On the one hand, opportunistic networks can increase network capac-
ity [44], as well as efficiently use the available radio spectrum [45] and offload
the 3G infrastructure [46, 47]. On the other hand, wireless infrastructure-
based networks can speed up the dissemination of content by acting as ‘worm-
holes’ between opportunistic domains [48], ease privacy-preserving strate-
gies [49], bootstrap trust via OSN [50], and offer services such as certifica-
tions [30] which require a centralized approach. By taking a hybrid approach
in TBS, the distribution of assessments (whitelists and blacklists) may be
done using the infrastructure network which will increase the performance of
TBS even further.

5.6.3 Censorship

While opportunistic networks easily allow to circumvent censorship [51], by
adding collaborative methods to prevent spam, we provide also means to cen-
sor solicited content. Users that blacklist providers of legitimate content may
thus introduce false negatives to the opportunistic network. Hereby, schemes
with an absolute threshold, i.e., a constant number of blacklists that are re-
quired to block spam are most prone to liars. In contrast, TBS, these mali-
cious users (liars) have to be trusted peers in all communities to effectively
censor the whole network. Nevertheless, such liars can still threaten parts of
the system and additional countermeasures are needed.
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5.7 Conclusion
In this work, we have focused on protecting opportunistic networks against
spam. While existing major classic schemes can be extended by whitelisting
and blacklisting, they remain vulnerable to many types of spam attacks. We
proposed Trust-based Spreading (TBS) that additionally leverages social trust
structures to block spam and promote legitimate content.

By replaying real-world mobility traces, we showed that TBS outper-
forms the classic epidemic, limited hop, and limited replication spreading.
Under TBS, the reach of spam is significantly reduced while legitimate con-
tent reaches the availability in the network comparable with that of epidemic
spreading. Moreover, TBS is resilient to sybil attacks, and circumvents the
‘Cold Start Problem’ by allowing a random trust structure.

While effective against spam, TBS does not solve a complementary yet
important problem - censorship in opportunistic networks. We are planning
to address this issue in our future work. Furthermore, we want to perform
real-world experiments based on the WLAN-Opp framework [52].
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Chapter 6

Conclusions

The concept of OppNets has many appealing applications, such as comple-
menting the cellular infrastructure by offloading some of the data traffic or
providing the means to communicate when no infrastructure is available.
This latter aspect might be due to economic reasons in remote areas, due
to destruction after a natural or man-made disaster, or due to oppression and
censorship. Even in less dire circumstances, OppNets may enable interesting
new applications such as local social networking. The increasing penetra-
tion of smartphones and their increasing capabilities should, in theory, foster
opportunistic networking. In practice, there are still challenges to overcome
before OppNets can be adopted at a larger scale.

In this thesis we have identified and addressed two fundamental problems
that prevent the adoption of OppNets from a technical side. The first problem
is on the level of enabling the establishment of OppNets. As OppNets are
not only used by mobile users on the go, but also created and maintained by
them, it is crucial that communication channels are established in a fair and
efficient manner from an energy consumption perspective. The second prob-
lem addresses security: without a central trust infrastructure new ways are
needed to establish trust among users to secure the content that is exchanged
and spread within OppNets.

Enabling OppNets on Current Smartphones

We have started to address the problem of enabling OppNets by designing
and implementing WLAN-Opp, a new and more flexible protocol to discover
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opportunistic neighbors and to communicate with them. Up until this point
OppNet platforms generally focused on an application, such as ad hoc pod-
casting [1] or photo sharing [2], and assumed that communication protocols
such as Bluetooth and Wi-Fi Ad Hoc, are readily available. However, state
of the art smartphones either do not support the desired technologies, or their
implementation is too limited to allow for an autonomous OppNet operation
without involving the user. In contrast, WLAN-Opp is a viable and energy-
efficient WLAN-based protocol that enables opportunistic communications
by exploiting the mobile access point (AP) mode of today’s smartphones.
WLAN-Opp switches flexibly between AP and station mode, depending on
other available networks and number of neighbors. To make sure a device is
not stuck in the battery draining AP mode, we regularly force mode switches.
Additionally, randomizing the state transitions between the modes prevents
WLAN-Opp from missing contact opportunities and network partitioning.
This way, WLAN-Opp can utilize up to 80% of the contacts originating from
sampled real mobility, while saving up to 90% of the energy Wi-Fi Ad Hoc
would consume.

We have implemented WLAN-Opp on Android, currently the most used
smartphone platform, and made it available as open source software.1 Since
WLAN-Opp is based on legacy Wi-Fi technology, it perfectly blends in with a
smartphone’s association to traditional Wi-Fi networks. In addition to switch-
ing to AP mode to discover neighbors, our WLAN-Opp implementation also
scans every associated network for neighbors and can even probe open net-
works if available whenever the user is not using the Internet connection.
Using existing infrastructure in this way can greatly save energy in an ur-
ban scenario. In a field trial with 34 participants observed over five days,
WLAN-Opp demonstrated its practicability in a real life scenario, as well as
the benefit of using available networks.

Designing and implementing an OppNet platform gave us a lot of in-
sight to what it takes to make OppNets work on today’s smartphones. One
lesson from the implementation of WLAN-Opp was that addressing energy
efficiency and fairness is crucial. For this reason we measured the energy
consumption of all communication related operations for Bluetooth, Wi-Fi
Direct, and WLAN-Opp using a Monsoon Power Monitor. All these com-
munication technologies require devices to adopt different roles, i.e., host or
client, which differ in energy consumption by a factor of two to five. However,
a fair distribution of energy usage is a key prerequisite for user acceptance of

1https://github.com/saschat/WLAN-Opp
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opportunistic communication.
To improve fairness of the consumed energy, we proposed to regularly

switch roles among the members of the communicating group of mobile de-
vices. However, nodes may be connected in arbitrary topologies, rendering
role switching a complex task. For every topology we thus need to answer the
following two questions: 1) how should the nodes switch between the the host
and the client roles to provide fairness while maintaining efficiency by mini-
mizing the hosting roles in the group, and 2) when or how often should they
do the switching to minimize the energy overhead of changing roles while
striving for fairness at every point in time.

The first question is easily answered for simple topologies (pairs, cliques)
where simple round robin can be applied. For more complex ones we deter-
mined the optimal switching scheme and provide two heuristics to approxi-
mate it. The distributed heuristics were able to give us 89 − 98% fairness in
real world traces while achieving 88 − 97% of the maximal configuration ef-
ficiency when using the most energy imbalanced Wi-Fi Direct protocol. For
the second question, we calculated the switching frequency based on the dis-
tribution of the residual connection time of the group of nodes. This approach
is able to save up to 69% of the switching energy cost without sacrificing on
fairness.

Securing Content Dissemination in OppNets

After having improved the enabling technology for OppNets, we went on to
establishing trust and securing content dissemination in this distributed and
highly dynamical environment. While state of the art trust establishment sys-
tems are generally based on secure pairing or reputation systems, such sys-
tems are insufficient in OppNets, as the trust establishment is too slow to keep
up with the mobility of the users. The most detrimental effect on any trust es-
tablishment system is caused by the Sybil attack, i.e. the creation of many
identities. We thus studied the cost of the Sybil attack in an OppNet based
on four distinct social Sybil defense algorithms that were originally proposed
for online social networks. As OppNets are based on human mobility, their
contact graph is inherently reflecting the social network of the users and can
thus be used to apply social Sybil defense. Using the OppNet’s contact graph
comes with additional challenges as well as useful properties. Using four
different real world traces and one mobility model, we show that infiltrating
the underlying contact graph of OppNets comes at a significant cost in terms
of time, as nodes need to be actively followed. Furthermore, the reach of an
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attack is generally limited by the target’s community. While an attacker can
try to boost its influence by manipulating edges in the OppNet contact graph,
we introduced three defense mechanisms that successfully hamper all manip-
ulation attempts. All in all, we showed the potential of using the social nature
of an OppNet’s underlying structure as a useful tool to defend against Sybil
attacks.

In a next step, we used this trust to design a content spreading scheme
called Trust-based Spreading (TBS) that is able to stop spam and any un-
wanted content close to the source node. While the social quality of the con-
tact graph is available to a user already a short time after starting to use the
OppNet, and will then improve in quality over time, TBS is also able to use a
randomized trust structure as an initialization. If we make sure to have com-
munity structure in the assigned trust, random initialization will not incur a
significant compromise in performance. The trust structure is used to artifi-
cially slow down the dissemination slightly, allowing users to classify con-
tent with white- and blacklists. Generally, such a classification is very slow
and would increase the delivery delay significantly, however, TBS is robust
enough to false positive whitelisting that it allows for implicit classification,
such as automatically whitelisting a video if it was watched to the end. We
show that TBS is much more effective at limiting the reach of spam com-
pared to other spreading schemes such as epidemic, limited hop, and limited
replication spreading while legitimate content can still spread at a comparable
performance.

We believe that our contributions pave the way to enable the deployment
of OppNets in the real world from a technical and energy consumption stand-
point. Further, they also advance the potential usability of OppNets by es-
tablishing trust among users in a natural way and securing the exchange and
dissemination of content.

6.1 Remaining Issues and Future Work
The concept of OppNets has been around for more than ten years, accumu-
lating a large body of research of which this thesis is a part. Nevertheless,
there are still open roads to future research related to this dissertation. These
include improving the trust extraction of all social information available to
mobile devices, enhancing secure content dissemination to make it more ro-
bust against censorship, and allowing the protection of the privacy of users
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while still being able to extract social trust.

Other Sources of Social Trust

We showed in this thesis that we do not necessarily need explicit trust struc-
tures such as the one resulting from secure pairing [3], but that trust can be ex-
tracted from the readily available social structure underlying OppNets. How-
ever, this co-location information is not the only information we can use to
establish trust. Nowadays, our mobile devices are a basic interface for most
forms of communication and interaction. Our phone knows which persons
we communicate with, as well as the frequency and channel of communica-
tion. This information, due to its social nature, can be used to extract trust.
While this basic idea is simple, the reality is more complex as it is not clear
how to combine distinct communication patterns from different channels into
a combined trust value. How should the trust values compare for a person we
call weekly for one hour with one that we are co-located daily and send a few,
probably work related emails? The more sources of trust, such as ratings from
a reputation system, we add to the mix, the more complex this issue gets. To
a certain extent this is a question of sociological and psychological nature and
may depend on the opinions and values of the people involved. Nevertheless,
these questions can be answered, including the values of people, and when
they are, these answers could make OppNets much safer and more useful.

Privacy in the Face of Security

In OppNets users announce their presence and when they additionally tell us
about their past contacts we are able to build a contact graph which is a use-
ful tool to address many challenges such as routing and, as we have shown
in this dissertation, also security. However, sharing such information raises
privacy concerns as an attacker or even just a curious bystander may infer our
home and work location as well as our social connections. While there are ap-
proaches to prevent user tracking by constantly changing the identity [4] and
to obfuscate the contact graph while maintaining its utility for routing [5],
these approaches prevent us from extracting trust from the contact graph in a
meaningful way. We could fall back to secure pairing, as established friend-
ships are possible to maintain in a private manner [6], however, we would lose
all the convenience of having readily available trust information that does not
require interaction. It is an open question on whether or how we can use the
contact graph for trust without compromising privacy or what tradeoffs are



190 6 Conclusions

actually possible.

Censorship in the Face of Security

OppNets are often referred to as a means to circumvent censorship [7] and
indeed their distributed nature offers some benefits in this regard. However,
the situation is not that simple and there are two basic problems OppNets face
when trying to avoid restrictive control over content. The first problems stems
from the fact that some security mechanisms are needed to avoid a flood of
spam and keep information exchange useful. These mechanisms could ac-
tually be abused to introduce censorship as a censor can create many Sybil
identities that blacklist targeted content, basically performing a lying attack.
While introducing Sybils is a costly task, especially if they are to influence the
whole network, as we have shown in this dissertation, a government that is de-
termined about control would be able to come up with the required resources.
This problem can be reduced by improving the social trust establishment by
using more sources of trust as we detailed above, but it might not be enough.
Maybe the protection against spam could be loosened in areas where users
expect it could be abused to censor solicited content, but it is unclear how
to balance spam protection and censorship avoiding in extreme cases where
both problems are expected.

The second problem arises if censorship is taken to the extreme where
the usage of OppNets are banned. As users in OppNets are not only using
the network but also providing it, they need to advertise their presence and
are thus inherently detectable. Of course such extreme censorship should
be prevented in the first place and by making OppNets initially useful for
trivial tasks that are able to achieve a large penetration in the society, such as
gaming or sharing the latest cat video, this might be possible. However, some
governments have shown to be willing to take extreme measures, and may
easily ban the usage of OppNets and track down and punish the users that
do not comply. An interesting research question is thus if and how we can
establish an OppNet while avoiding or minimizing being detected or located.

6.2 Deploying OppNets in the Real World

Despite all the benefits and applications OppNets potentially have, despite
OppNets being a long established concept that has been researched for over
a decade, and despite the omnipresence of powerful mobile devices that are
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capable of establishing OppNets, no opportunistic application has ever left
a research lab and been adopted by the general public. While a few years
ago there where still mayor challenges to enable OppNets, most of them have
been tackled, some by this thesis. At a point where the deployment of Opp-
Nets is basically feasible, the next step seems straight forward, namely to put
them into practice. At present, there are two startup companies we are aware
of developing opportunistic applications as well as building a platform and
an interface for other application developers to use, thus aiming at bringing
OppNets to the masses. One company is called Uepaa! (www.uepaa.ch)
and its main application focuses on outdoor safety. The other company is
Open Garden (www.opengarden.com) and their main product is an off-
the-grid chat application called FireChat. However, as it is hard to find a
business model involving OppNets and it remains to be seen if these compa-
nies survive and succeed in deploying OppNets at a significant scale.

From a research perspective, it is time to take a step back and ask if the ap-
plications of OppNets are still relevant. Further, we also need to analyze how
future technologies will affect the opportunistic communication paradigm.

Are OppNets Still Relevant?

In resent years many projects aiming at providing a global Internet have sur-
faced. Google attempts to provide connectivity to remote areas with flying
LTE equipped balloons [8] and Facebook aims at using drones to accom-
plish this task [9]. SpaceX [10] and OneWeb [11] are building a web of
satellites destined for low earth obit to enable communication everywhere
on the planet. In light of a promise of such technologies it is reasonable to
ask if the intended use cases for OppNets still apply. For disaster situations
and sparsely inhabited areas such a global Internet indeed seems to be better
suited. However, as oppressive regimes will undoubtedly find ways to re-
strict and control access to a global Internet, the censorship scenario remains
appealing for OppNets. Also, local applications are still an interesting, and
from a business perspective more relevant, idea. Especially, with the rise of
the Internet of Things, where smart objects are connected among themselves,
OppNets might embed the mobile user into its local surrounding by making
their smartphone aware of the interactive objects in its vicinity.

www.uepaa.ch
www.opengarden.com
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Impact of Upcoming Technology

As use cases for OppNets persist, we also need to analyze how upcoming
technologies affect the feasibility OppNets. There is a promising develop-
ment on that front as the Wi-Fi alliance is coming up with a new standard for
low energy discovery called Wi-Fi Aware [12]. Also, Qualcomm is pushing a
competing standard for direct neighbor discovery and communication called
LTE Direct [13] that operates in the licensed cellular spectrum and offers a
longer range than Wi-Fi. It remains to be seen whether these technologies
deliver on their promise, but if they do, they could be used to finally bring
OppNets to the masses.

Additionally, we also need to assess how OppNets may evolve as longer
range ad hoc communication such as goTenna [14] becomes a reality. Will
OppNets become more relevant when communication peers can be an order of
magnitude further apart? Or will the network become static enough to be able
to apply MANET routing algorithms? For the time being, it is unclear how
popular such an external device as goTenna might become and if it can deliver
the promised range within a city with many users. Until these questions are
answered, the paradigm of OppNets will probably remain.

The Next Step

As the need for OppNets seems to persists, the deployment beyond a small
scale testbed should also be the next step in research for two main reasons:
First, it will give past and future OppNet research a purpose and second, it
will foster new research as we can finally do real world measurements and
experiments of a meaningful scale.

For a real world deployment of OppNets, the main obstacle at the moment
is battery life. However, battery technology and energy efficiency mecha-
nisms are now at a point where OppNets are at the brink of being feasible and
there are basically two ways forward: either waiting until battery capacity
increases a bit more or, in a more active fashion, pushing OppNet technol-
ogy into mobile operating systems (OS) such as Android and iOS where it
can be implemented in a way that is energy efficient enough to be useful at a
larger scale. This, however, is is not a problem of technical nature but more
an issue of trying to convince OS vendors of the usefulness and importance
of OppNets.

While lobbying and pitching for an idea is not necessarily the task of
researchers, public deployment of OppNets should still be the next step. Now
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is the time to find out if OppNets can work, survive, and live up to their
promise in the real world, and we should do so before starting further research
in the field of OppNets.

In summary, the work presented in this dissertation represents advance-
ments in terms of improving the ground for OppNet enabling technologies
and in the general trust and security establishment within OppNets. More-
over, it prepares OppNets for take-off into the real world, given enough engi-
neering and more importantly marketing effort.
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