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Abstract—Due to increased on-chip power density, multi-core
systems face various thermal issues. In particular, exceeding
a certain threshold temperature can reduce the system’s
performance and reliability. Therefore, when designing a real-
time application with non-deterministic workload, the designer
has to be aware of the maximum possible temperature of the
system. This paper proposes an analytic method to calculate
an upper bound on the worst-case peak temperature of a real-
time system with multiple cores generated under all possible
scenarios of task executions. In order to handle a broad range
of uncertainties, task arrivals are modeled as periodic event
streams with jitter and delay. Finally, the proposed method
is applied to a multi-core ARM platform and our results are
validated in various case studies.

Keywords-real-time systems; multi-core systems; composi-
tional analysis; worst-case peak temperature; thermal analysis

I. INTRODUCTION

The integration of multiple cores on a single chip is
considered to be the future trend enabling application de-
signers to effectively cope with the ever-increasing demand
of computational performance. However, the obtained per-
formance leads to high chip temperatures, which in turn
reduce the system reliability. Exceeding a certain threshold
temperature could lead to reduction of performance or even
damage the physical system. At the same time, cooling costs
highly increase with the number of processing components
and sufficient cooling becomes even infeasible in many
embedded systems.

Nowadays, reactive thermal management techniques such
as DVFS [1], [2] are widely used to address thermal issues.
Despite their thermal effectiveness, these techniques cause
a significant degradation of performance or lead to an
expensive run-time overhead, both unacceptable in today’s
embedded real-time systems. An alternative to reactive ther-
mal management techniques is the use of thermal-aware
system-level mechanisms at design-time. For example, by
selecting an appropriate mapping of tasks or resource sharing
mechanism, the system’s peak temperature can significantly
be reduced. Consequently, a fundamental parameter for
evaluating design candidates is the maximum temperature
of the system under all feasible scenarios of task arrivals,
that is, the worst-case peak temperature of the system.

However, in real-time systems, the use of reactive thermal
management techniques may lead to a violation of real-
time constraints. As a high temperature can significantly
reduce the system’s performance, real-time constraints can
only be guaranteed if the worst-case peak temperature is
incorporated in real-time analysis, at design-time. Recently,
Rai et al. [3] have proposed a method to calculate the worst-
case peak temperature of a single-node system with non-
deterministic workload. As it does not incorporate the heat
transfer among neighboring components, the method cannot
be applied to multi-core systems. Running and measuring the
maximum temperature is not an option either, as corner cases
cannot be covered due to the impossibility of exhaustive
search resulting from non-deterministic workload.

In order to illustrate the problem of giving guarantees
on the worst-case temperature of a multi-core system, we
first consider a simple example. We assume a multi-core
system with three homogeneous work-conserving process-
ing components, two of them processing a periodic event
stream with jitter, see Table I for the parameters of the
computational model. Whenever they process some events,
the components are in ‘active’ mode, and consume both
dynamic and leakage power. Otherwise, they are in ‘idle’
mode, and consume only leakage power, see Table II for a
summary of the power dissipation parameters defined by (5).
As the second processing component has no workload, it
only consumes leakage power. Nonetheless, when another
component is processing, its temperature increases as well,
due to the heat flow between neighboring components. The
thermal model of the system is detailed in Section V and
summarized in Table III. Now, we compare various methods
to calculate the maximum temperature:

• By means of the average utilization of the cores, we
can calculate the average power consumption, and find
a maximum steady-state temperature of 345.1 K.

• We find 351.3 K for the maximum temperature,
when executing 40 traces with random jitter on a
thermal-aware cycle-accurate simulator consisting of
the MPARM virtual platform [4] and HotSpot [5].

• Using the method developed in this paper, we get the
tight worst-case peak temperatures of 352.0 K.



Table I
PARAMETERS OF THE COMPUTATIONAL MODEL FOR THE

INTRODUCTION EXAMPLE.

Period Jitter Computing time

Processing component 1 240 ms 480 ms 120 ms
Processing component 2 — no workload —
Processing component 3 120 ms 240 ms 60 ms

Figure 1 outlines the temperature evolution of the first
processing component when the system is processing the
thermal critical workload trace leading to the worst-case
peak temperature together with the temperature evolution of
40 traces with random jitter executed on the thermal-aware
cycle-accurate simulator. As shown, none of the established
methods for calculating the maximum temperature is able to
give guarantees on the worst-case peak temperature of this
multi-core system. Consequently, we describe and evaluate
the novel method in the following. In order to integrate our
model into well-established real-time analysis frameworks,
the proposed method considers periodic event streams with
jitter and delay similar to the most-prominent model used
in real-time analysis, the standard event model [6]. Arrival
curves from real-time calculus [7] are used to upper bound
the workload that might arrive to the system in any time
interval.

Our method’s only requirement is that the real-time
scheduling algorithm on processing components is work-
conserving, that is, the processing component has to process
as soon as there is an event in its ready queue. This
assumption applies to most traditional scheduling algorithms
as for example, earliest-deadline-first (EDF), rate-monotonic
(RM), fixed-priority (FP), and deadline-monotonic (DM).
The contributions of this paper can be summarized as
follows:
• The considered system is formally described by corre-

sponding thermal and computational models.
• A method to calculate the upper bound on the peak

temperature of a multi-core system for any workload-
conserving scheduling discipline is formally derived.

• The proposed method is applied in various case studies
to a multi-core ARM platform.

The remainder of the paper is organized as follows: First,
related work is discussed. Afterwards, Section III introduces
the thermal and computational models considered in this
paper. The thermal analysis method and its formal proofs
are induced in Section IV. Finally, Section V presents case
studies to highlight the viability of our method.

II. RELATED WORK

Increased power densities in multi-core systems lead
to higher on-chip temperatures and induce hot spot heat
fluxes that jeopardize functionality and reliability of the
system. Current approaches mainly tackle this challenge at
architectural or OS level [1], [2]. Multiple architectural-level

0 0.5 1 1.5 2 2.5 3 3.5 4 4.5 5
300

320

340

352.03K

time [s]

te
m

p
er

at
u
re

 [
K

]

Thermal critical workload trace Cycle-accurate simulation

Figure 1. Temperature evolution of the first processing component.

techniques for thermal management like DVFS and stop-
go scheduling are evaluated and compared with each other
in [1] and a convex optimization technique for temperature-
aware frequency assignment is proposed in [2].

Thermal-aware task allocation and scheduling algorithms
for multi-core systems are explored in [8]–[10]. In particular,
thermal management techniques with unknown workload
like load balancing or temperature-aware random scheduling
are discussed in [8], a mixed-integer linear programming
formulation to reduce the peak temperature of an application
is proposed in [9], and thermal-aware heuristics to reduce
the maximal and average temperature are compared with
power-aware heuristics in [10].

Nowadays, the de-facto standard for thermal analysis in
the design flow of multi-core systems is simulation [11].
After estimating the power dissipation with a power-aware
simulator, temperature evaluation is performed either by
calculating the average temperature or by simulating the
temperature evolution. HotSpot [5] is the most popular
thermal simulator and is the basis for evaluating the temper-
ature behavior in various thermal evaluation platforms [12]–
[14]. However, as thermal simulation methods only cover a
fraction of all possible system behaviors, they are not able
to capture the maximum temperature of an application with
non-deterministic behavior.

Analytical best-case/worst-case methods like MPA [15] or
SymTA/S [6] provide upper bounds on timing parameters
of a real-time application like the maximum end-to-end
delay. However, as temperature has influence on the system’s
performance, real-time constraints can only be guaranteed
if the worst-case temperature is incorporated into real-time
analysis. In order to be compatible with well-established
real-time analysis frameworks, we use a periodic-jitter-delay
(PJD) representation to specify event streams as it is done
in SymTA/S and classical real-time analysis.

III. SYSTEM MODEL

This section introduces the models to analyze a real-time
application on a multi-core system and formulates the worst-
case peak temperature problem.

Notation: Bold characters will be used for vectors and
matrices and non-bold characters will be used for scalars.
For example, H denotes a matrix whose (k, `)-th element is
denoted as Hk` and T denotes a vector whose k-th element
is denoted as Tk.
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(a) Arrival curve α` for PJD model.
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Figure 2. Computational model.

A. Computational Model

The computational model is based on real-time calcu-
lus [7]. We suppose that in time interval [s, t), events with
a total workload of R`(s, t) time units arrive at processing
component `. Each event is supposed to have a constant
workload of ∆A

` time units. The arrival curve α` upper
bounds all possible cumulative workloads:

R`(s, t) ≤ α`(t− s) ∀s < t (1)

with α`(0) = 0. For the scope of this paper, we assume that
an event stream can be specified by a period p`, a jitter j`,
and a minimum interarrival distance d` [6], see Fig. 2a for
a typical arrival curve.

We suppose that the processing components are work-
conserving. In other words, they will be in ‘active’ mode
as long as there are events in their ready queues. The
accumulated computing time Q`(s, t) describes the amount
of time units that processing component ` is spending
to process an incoming workload of R`(s, t) time units.
Therefore, for work-conserving scheduling algorithms, the
accumulated computing time Q`(s, t) in time interval [s, t)
is Q`(s, t) = infs≤u≤t {(t− u) +R`(s, u)} provided that
there is no buffered workload in the ready queue at
time s [7]. Using arrival curve α`, the accumulated com-
puting time Q`(t − ∆, t) can be upper bounded by γ`(∆)
for all intervals of length ∆ < t:

Q`(t−∆, t) ≤ γ`(∆) = inf
0≤λ≤∆

{(∆− λ) + α`(λ)} . (2)

For any fixed s with s < t, the accumulated computing
time Q`(s, t) is monotonically increasing and has either
slope 1 or 0. Whenever the slope is 1, the component is
in ‘active’ processing mode and vice versa. Consequently,
the processing mode can be expressed by the mode function:

S`(t) =
dQ`(s, t)

dt
∈ {0, 1}. (3)

In particular, S`(t) = 1 or S`(t) = 0 denote that component
` is in ‘active’ or ‘idle’ mode at time t, respectively.

A typical arrival curve and its corresponding upper bound
on the accumulated computing time is outlined in Fig. 2b.
We characterize the upper bound on the computing time of
component ` by the length b` of the first increasing interval,
also called burst, the length ∆A

` of every other increasing
interval, and the length ∆I

` of every non-increasing interval.

heat sink

heat spreader

silicon die

thermal interface

Figure 3. Example RC circuit with three architecture units, and therefore,
24 nodes. For clarity, the structure is shown upside-down. Each node is
connected by an additional resistance, a capacitance, and a current source
with ground (only shown for the silicon die layer in this figure).

While b` and ∆A
` are constant for the considered computa-

tional model, we also assume for computational simplicity,
that the upper bound on the accumulated computing time is
selected such that all non-increasing intervals have the same
length. As every tight upper bound can be transformed in
such an upper bound by slightly increasing the jitter, and the
length of the burst is usually much larger than the length of
a non-increasing interval, this assumption only leads to a
small over-approximation of the worst-case temperature.

B. Thermal Model

A well-accepted thermal model of a single-chip is to
describe the temperature evolution by means of an equivalent
RC circuit [5], [9], [11], that is directly or indirectly linked
to the physical structure of the chip. For example, the
HotSpot model introduced in [5], [11] uses four vertical
layers, each divided into a set of blocks according to
architecture-level functional units, see Fig. 3 for an RC
circuit of a chip with three architectural units. Additional
trapezoid blocks are introduced in the heat spreader and heat
sink layer to model the area not covered by the subjacent
layer. Finally, every block is mapped to a node of the thermal
circuit. For example, the RC circuit of Fig. 3 has 24 nodes.

The heat flow is the current that passes through a thermal
resistance. It generates a temperature difference analogous
to a voltage [11]. The power dissipation is modeled by
connecting a current source to every node. For the scope
of this paper, we assume that every architectural unit is
a processing component even thought the method can be
applied to a finer granularity without modifications.

The n-dimensional temperature vector T(t) at time t is
described by a set of first-order differential equations:

C · dT(t)

dt
=
(
P(t) + K ·Tamb

)
− (G + S) ·T(t) (4)

with n the number of nodes of the RC circuit. C is the
thermal capacitance matrix, G the thermal conductance
matrix, K the thermal ground conductance matrix, P the
power dissipation vector, and Tamb = T amb · [1, . . . , 1]′ the
ambient temperature vector. The initial temperature vector
is denoted as T0 and the system is assumed to start at time



t0 = 0. G is a non-positive matrix whose diagonal elements
are zero and K is a non-negative diagonal matrix.

We assume linear dependency of power dissipation on
temperature [9] due to leakage power. Nodes that do not
correspond to an architectural unit have zero power dissipa-
tion, that is, P` = 0. All other processing components have
two processing modes, namely ‘active’ if they are processing
events, and ‘idle’ if they are in sleep mode. If component `
is in ‘active’ processing mode at time t, the mode function
S`(t) defined by (3) is 1 and otherwise, S`(t) = 0. As
we suppose that the leakage power is independent of its
processing mode, we characterize the power dissipation as:

P(t) = φ ·T(t) +ψ(t) (5)

with:

P`(t) =

{
P a` (t) = φ`` · T`(t) + ψa` if S`(t) = 1

P i` (t) = φ`` · T`(t) + ψi` if S`(t) = 0.
(6)

Rewriting (4) with (5) leads to the state-space representation
of the thermal model:

dT(t)

dt
= A ·T(t) + B · u(t) (7)

where A = −C−1 · (G + K− φ), B = C−1, and u(t) =
ψ(t)+K·Tamb is called input vector. As every architectural
unit is a processing component, we can associate input u` of
node ` with the workload of the corresponding component:

u`(t) = ua` · S`(t) + ui` · (1− S`(t)) (8)

where ua` = ψa` + K`` · T amb and ui` = ψi` + K`` · T amb.
In other words, the input of node ` at time t is ua` if the
corresponding component is in ‘active’ processing mode at
time t, that is, S`(t) = 1, and ui` if the corresponding
component is in ‘idle’ processing mode at time t, that is,
S`(t) = 0. Nodes that do not correspond to a processing
component have input u` = ui` = K`` · T amb.

As A and B are time-invariant, the considered thermal
model represents a linear and time-invariant (LTI) sys-
tem [16] and consequently, for t > 0, a closed-form solution
of the temperature yields:

T(t) = eA·t ·T0 +

∫ t

0

H(t− ξ) · u(ξ) dξ (9)

where we used the fact that the thermal system is causal and
H(t) = eA·t ·B. Hk`(t) corresponds to the impulse response
between node ` and node k. With Tinit(t) = eA·t ·T0, the
temperature Tk(t) of node k is of form:

Tk(t) = T init
k (t) +

n∑
`=1

Tk,`(t) (10)

where Tk,`(t) is the convolution between input u` and
impulse response Hk`:

Tk,`(t) =

∫ t

0

Hk`(t− ξ) · u`(ξ) dξ. (11)

time t [s]0

H
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(b) General response Hk`(t).

Figure 4. Impulse responses.

Motivated by the duality of a thermal network and a
grounded capacitor RC circuit, we define the class of im-
pulse responses, which is relevant for analyzing the thermal
characteristics of multi-core systems. The impulse response
Hk`(t) is a non-negative unimodal1 function that has its
maximum at time tHk`

max = 0 if k = `, or at time tHk`
max > 0 if

k 6= `, as illustrated in Fig. 4. With temperature in mind, this
describes that the temperature rises with power on the node
that produces power without a delay and on a neighbor of the
node that produces power only after a delay. Mathematically,
this class of impulse responses is motivated as follows. The
non-negativity results from the fact that A is essentially non-
negative [17], which in turn leads to eA·t ≥ 0 [17], and
therefore, H(t) ≥ 0 for all t ≥ 0. We know from [18] that all
impulse responses of a stable RC tree network are unimodal.
Our generalization follows from the fact that a particular
path of the RC network usually dominates the impulse
response. Therefore, we can neglect local maximums that
are caused by a different path without significantly affecting
the resulting temperature. The initial values of the impulse
responses are given by limt→0+ H(t) = B. As B is a
diagonal matrix, the positions of the maximums follow from
the energy conservation in RC networks. In the following
analysis, we implicitly assume that every impulse response
belongs to the described class.

C. Problem Statement

The remainder of this paper addresses the question of
determining the worst-case peak temperature of a multi-core
real-time system. The problem can be formulated as follows:

Given are the work-conserving computing model
in (2), the power model in (5), the distributed
thermal model in (4), and a bound on all workload
demands specified by α. Then the goal is to
compute the worst-case peak temperature T ∗S of
the system for all computing demands R that
comply with α.

IV. THERMAL ANALYSIS

In this section, the thermal analysis method and its formal
proofs are induced. Clearly, the worst-case peak temperature
T ∗S of a multi-core processor is the maximum temperature
of all individual nodes:

T ∗S = max (T ∗1 , . . . , T
∗
n) (12)

1A function g(t) is called unimodal, if and only if, there exists some
value t = t∗ such that g(t) is nondecreasing for t < t∗ and nonincreasing
for t > t∗.



where T ∗k is the worst-case peak temperature of node k and n
the number of nodes. We call the set of cumulative workload
traces R that leads to the worst-case peak temperature T ∗k
of node k the critical set of cumulative workload traces and
denote it with R{k}. Because temperature rises with power
consumed at another node only after a delay and the delay is
different for every two nodes, there is a different critical set
of workload traces R{k} for every node k. In the following,
we present a constructive method to calculate R{k}. Then,
the worst-case peak temperature T ∗k (τ) of node k at a certain
observation time τ can be obtained by simulating the system
with workload R{k}(0, t) for all t ∈ [0, τ).

We start with calculating the critical accumulated com-
puting time Q{k} leading to T ∗k . First, we show in Sec-
tion IV-A that the critical accumulated computing time Q{k}`
of processing component ` can be calculated independently
for all components. Then, Section IV-B induces a method
to actually calculate Q

{k}
` for each individual processing

component `. Finally, in Section IV-C, we will show that
R
{k}
` (0, t) = ∆A

` ·
⌈

1
∆A

`

Q
{k}
` (0, t)

⌉
is a valid cumulative

workload and R{k}(0, t) actually results in the critical set
of accumulative computing times Q{k}(0, t).

A. Problem Reduction

As mentioned, the first step is to show that the critical
accumulated computing time Q

{k}
` of component ` can be

calculated independently for all components. To this end, we
will prove that each T ∗k,`(τ) defined by (11) can individually
be maximized.

Lemma 1 (Superposition). Suppose that T ∗k,`(τ) =
maxu`∈U`

(Tk,`(τ)) with U` the set of all possible inputs
u`. Then, the worst-case peak temperature of node k at
time τ is:

T ∗k (τ) ≤ T init
k +

n∑
`=1

T ∗k,`(τ) (13)

where n is equal the number of nodes of the thermal RC
circuit. Equality is obtained if the workload of all processing
components is independent of each other.

Proof: From (10) we obtain:

T ∗k (τ) = max
u∈U

(Tk(τ)) = max
u∈U

(
T init
k +

n∑
`=1

Tk,`(τ)

)

≤ T init
k +

n∑
`=1

max
u`∈U`

(Tk,`(τ)) = T init
k +

n∑
`=1

T ∗k,`(τ).

With equality, if u1, . . . un are mutually independent, that is,
the workload of all processing components is independent
of each other.

Lemma 1 has shown that each Tk,`(τ), at a certain time
instance τ > 0, can individually be maximized. As T ∗k,`
only depends on Q

{k}
` and Q

{k}
` only affects T ∗k,`, we can

individually calculate every Q{k}` such that Q{k}` maximizes
Tk,`(τ) at time instance τ .

B. Critical Accumulated Computing Time

Section IV-A shows that each critical accumulated com-
puting time Q{k}` can individually be calculated. Next, we
will introduce a method that constructs the critical accumu-
lated computing time Q{k}` for each individual component `.
To this end, Lemmata 2.a / 2.b and Lemmata 3.a / 3.b
will define some properties that Q{k}` has to fulfill such that
Q
{k}
` leads to the maximum Tk,`(τ). These properties will

be refined in Lemma 4 for the considered model of computa-
tion. Finally, Theorem 5 constructs the critical accumulated
computing time Q{k}` for the considered workload model.

Suppose that tHk`
max denotes the time where Hk`(t) is

maximum. First, we will show that a higher temperature
is obtained at time instance τ if the processing component
is in ‘active’ processing mode for a longer accumulated
computing time in any interval starting or ending at t̃Hk`

max =
τ − tHk`

max. We will prove this statement from both sides:
first for t < t̃Hk`

max (Lemmata 2.a and 3.a) and afterwards for
t > t̃Hk`

max (Lemmata 2.b and 3.b). In particular, Lemmata 2.a
and 2.b support Lemmata 3.a and 3.b by proving that two
mode functions that are almost everytime the same, except
in a small interval, result in different temperatures. Namely
the mode function that is ‘active’ later results in a higher
temperature. Finally, Lemmata 3.a and 3.b use the results of
Lemmata 2.a and 2.b and define the conditions for a higher
temperature if the mode function is different at arbitrary
positions. The mode function S`(t) = dQ`(s,t)

dt of processing
component ` is defined by (3) and is the derivation of
the accumulated computing time function Q`(s, t). In other
words, S`(t) = 1 if the component is in ‘active’ processing
mode at time t and S`(t) = 0 if the component is in ‘idle’
processing mode at time t.

Lemma 2.a (Shifting, t < t̃Hk`
max). For any given time in-

stance τ , we consider two mode functions S`(t) and S`(t)
defined by (3) for t ∈ [0, τ). For given δ > 0, σ ≥
0, σ + 2δ < t̃Hk`

max, the two mode functions only differ as
follows:
• S`(t) = 1 for all t ∈ [σ, σ + δ) (‘active mode’),
• S`(t) = 0 for all t ∈ [σ+ δ, σ+ 2δ) (‘idle mode’), and
• S`(t) = 1− S`(t) for all t ∈ [σ, σ + 2δ).

In other words, both mode functions have the same sequence
of ‘active’ and ‘idle’ modes for t ∈ [0, σ) and t ∈ [σ +
2δ, τ). Then T k,`(τ) at time τ for mode function S`(t) is
not less than Tk,`(τ) at time τ for mode function S`(t), that
is, T k,`(τ) ≥ Tk,`(τ).

Proof: Rewriting (11) with (8) leads to:

Tk,`(t) = Ψ + (ua` − ui`) ·
∫ t

0

S`(ξ) ·Hk`(t− ξ) dξ
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and

T k,`(t) = Ψ + (ua` − ui`) ·
∫ t

0

S`(ξ) ·Hk`(t− ξ) dξ

with Ψ = ui` ·
∫ t

0
Hk`(t− ξ) dξ. As the mode function S`(t)

only differs from S`(t) in time interval [σ, σ+ 2δ), we find:(
T k,`(τ)− Tk,`(τ)

)
/(ua` − ui`)

=
∫ σ+2δ

σ
S`(t) ·Hk`(τ − ξ) dξ −

∫ σ+2δ

σ
S`(t) ·Hk`(τ − ξ) dξ.

As S`(t) = 1 for t ∈ [σ, σ + δ) and S`(t) = 0 for t ∈
[σ+δ, σ+2δ), and S`(t) = 0 for t ∈ [σ, σ+δ) and S`(t) = 1
for t ∈ [σ + δ, σ + 2δ), we find:(

T k,`(τ)− Tk,`(τ)
)
/(ua` − ui`)

=

∫ σ+2δ

σ+δ

Hk`(τ − ξ) dξ −
∫ σ+δ

σ

Hk`(τ − ξ) dξ.

As Hk`(τ − t) monotonically increases from 0 to t̃Hk`
max and

ua` ≥ ui`, we get T k,`(τ)− Tk,`(τ) ≥ 0.

Lemma 2.b (Shifting, t > t̃Hk`
max). For any given time in-

stance τ , we consider two mode functions S`(t) and S`(t)
defined by (3) for t ∈ [0, τ). For given δ > 0, σ ≥
t̃Hk`
max, σ + 2δ < τ , the two mode functions only differ as

follows:
• S`(t) = 1 for all t ∈ [σ, σ + δ) (‘active mode’),
• S`(t) = 0 for all t ∈ [σ+ δ, σ+ 2δ) (‘idle mode’), and
• S`(t) = 1− S`(t) for all t ∈ [σ, σ + 2δ).

In other words, both mode functions have the same sequence
of ‘active’ and ‘idle’ modes for t ∈ [0, σ) and t ∈ [σ +
2δ, τ). Then T k,`(τ) at time τ for mode function S`(t) is
not less than Tk,`(τ) at time τ for mode function S`(t), that
is, T k,`(τ) ≥ Tk,`(τ).

Proof: We omit the proof as it is similar to the one of
Lemma 2.a.

Figure 5 illustrates Lemma 2.a for t̃Hk`
max = τ . Now, we will

show that a higher temperature at time τ is obtained if in any
interval starting or ending at t̃Hk`

max, the processing component
is in ‘active’ processing mode for a longer accumulated time.
Lemma 3.a and Lemma 3.b will prove this statement for
intervals ending and starting at time t̃Hk`

max, respectively.

Lemma 3.a (Mode Functions Comparison, t < t̃Hk`
max).

For any given time instance τ , we consider two accumulated

computing time functions Q`, resulting from mode function
S`, and Q`, resulting from mode function S`, with:

Q`(t̃
Hk`
max −∆, t̃Hk`

max) ≥ Q`(t̃Hk`
max −∆, t̃Hk`

max) (14)

for all 0 ≤ ∆ ≤ t̃Hk`
max and S`(t) = S`(t) for all t̃Hk`

max < t ≤
τ . Then, T k,`(τ) at time τ for mode function S`(t) is not
less than Tk,`(τ) at time τ for mode function S`(t).

Proof: (14) can be translated by means of (3) into∫ t̃Hk`
max

t̃
Hk`
max−∆

S`(t) dt ≥
∫ t̃Hk`

max

t̃
Hk`
max−∆

S`(t) dt. Then, the proof is
equivalent to the proof of Lemma 3 of [3] and is there-
fore omitted. In particular, Lemma 2 of [3] is replaced
by Lemma 2.a and τ by t̃Hk`

max.

Lemma 3.b (Mode Functions Comparison, t > t̃Hk`
max).

For any given time instance τ , we consider two accumulated
computing time functions Q`, resulting from mode function
S`, and Q`, resulting from mode function S`, with:

Q`(t̃
Hk`
max,∆) ≥ Q`(t̃Hk`

max,∆) (15)

for all t̃Hk`
max ≤ ∆ ≤ τ and S`(t) = S`(t) for all 0 ≤ t <

t̃Hk`
max. Then, T k,`(τ) at time τ for mode function S`(t) is not

less than Tk,`(τ) at time τ for mode function S`(t).

Proof: We omit the proof as it is similar to the one of
Lemma 3.a.

So far, we have shown some properties of the critical
accumulated computing time Q

{k}
` . In particular, we have

shown that a higher temperature at a time instance τ is
obtained, if in any interval starting or ending at t̃Hk`

max,
the processing component is in ‘active’ processing mode
for a longer accumulated time. Next, we will apply these
properties to the considered model of computation, that is,
to event streams specified by a period, a jitter, and a mini-
mum interarrival distance. We will prove that a necessary
condition to maximize the temperature at time τ is that
the component is in ‘active’ processing mode during a time
frame of at least b` −∆A

` time units, where b` and ∆A
` are

defined in Section III-A and illustrated in Fig. 2b, and t̃Hk`
max

is within this time frame.

Lemma 4 (Burst). Suppose that Q{k}` (0,∆) for all 0 ≤
∆ ≤ τ leads to an upper bound on T ∗k,`(τ) at time τ . When
b` and ∆A

` are defined as in Section III-A and the scheduler
is work-conserving, then there exist t(l) and t(r) such that
Q
{k}
` (t(l), t(r)) = t(r)−t(l) = b`−∆A

` and t̃Hk`
max ∈ [t(l), t(r)].

Proof: For simplicity reasons, we only provide a visual and
intuitive proof of this lemma. Suppose that Q`(0,∆) for all
0 ≤ ∆ ≤ τ resulting from S` leads to Tk,`(τ) and does not
fulfill the condition stated in Lemma 4. We will transform
Q`(0,∆) into Q`(0,∆) resulting from S`(t) that leads to
T k,`(τ) > Tk,`(τ).

First, we note that every Q`(0,∆) can easily be trans-
formed into Q`(0,∆) such that there exist t and ∆ with
γ`(∆)−Q`(t−∆, t) = 0, which we assume in the following.
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Figure 7. Illustration of Algorithm 1.

Next, we compare two components C(γ)
` and C(ω)

` . The
component C(γ)

` is processing an event stream leading to
an accumulated computing time that is upper bounded by
γ`(∆). C(ω)

` is processing an event stream that has the same
period as the event stream arriving at C(γ)

` but is free of jitter.
We denote the upper bound on its accumulated computing
time by ω`(∆). Next, we will shift active processing modes
closer to t̃Hk`

max if Q` exceeds ω`(∆). In order to simplify the
proof technicalities, we suppose discrete time, that is, S`(t)
may change values only at multiples of δ and is constant for
t ∈ [r·δ, (r+1)·δ) for all r ≥ 0. Furthermore, r(m) = t̃Hk`

max/δ
and we execute the following algorithm:

1) Determine the smallest r ∈ [1, r(m)] such that Q`(r ·
δ −∆, r · δ) > ω`(∆) for ∆ > 0. If there is no such
r, then S`(t) = S`(t) and the algorithm stops.

2) Determine the smallest r′ ∈ (r, r(m)] such that S`(r′ ·
δ) = 0. If such r′ exists, then change S`(r · δ) from 1
to 0 and S`(r′·δ) from 0 to 1. Otherwise, the algorithm
stops.

With the exception of the last iteration, Tk,`(τ) increases
in every iteration as a result of Lemma 3.a. Fig. 6 illustrates
that Cγ` can process b`−∆A

` time units more in ‘active’ mode
as Cω` . As the algorithm only switches the positions of these
time units, (2) will never be violated. A similar algorithm
can be performed for t > t̃Hk`

max, and therefore, there exist
t(l) ≤ t̃Hk`

max and t(r) ≥ t̃Hk`
max such that Q`(t

(l), t(r)) = t(r)−
t(l) = b` −∆A

` and T k,`(τ) ≥ Tk,`(τ).
Based on the previous lemmata, we will show the first

main result of this section. Theorem 5 provides a con-
structive algorithm to calculate the critical accumulated
computing time Q

{k}
` (0,∆) for all 0 ≤ ∆ ≤ τ that

maximizes Tk,`(τ) at a certain time instance τ , that is,
T ∗k,`(τ) ≥ Tk,`(τ). In particular, Algorithm 1 calculates
the critical accumulated computing time Q

{k}
` by varying

both the position of the burst and the gap between the burst
and the first ‘active’ interval. Then, the critical accumulated
computing time is the computing time that maximizes the
sum of the areas below the impulse response curve where
the processing component is in ‘active’ processing mode,
as sketched in Fig. 7. The auxiliary function v`(t, ζ) used
in Algorithm 1 is one for ∆A

` time units, starting at time ζ.

Theorem 5 (Critical Accumulated Comp. Time).
Suppose that the function v`(t, ζ) is defined as:

v`(t, ζ) =

{
1 0 ≤ ζ ≤ t ≤ min(ζ + ∆A

` , τ)

0 otherwise
(16)

Algorithm. 1. Calculation of the critical accumulated computing time
function Q{k}

`
(0,∆) for all 0 ≤ ∆ ≤ τ with v` defined by (16).

Input: b`,∆I
` ,∆

A
` , p` = ∆I

` + ∆A
` , t̃

Hk`
max, τ,Hk`

Output: Q{k}
`

(0,∆)

1: for all t(r) in [̃t
Hk`
max, t̃

Hk`
max + b`−∆A

` ] do .find position of the burst
2: for all ts ∈ [0,∆I

` ] do .find gap btw burst and first act. interval

3: S`(t) =

{
1 t ∈ [t(r) − b` + ∆A

` , t
(r))

0 otherwise

4: for i = 1 to
⌈
τ−t(r)
p`

⌉
do .make trace for t > t(r)

5: S`(t) = S`(t) + v`
(
t, ts + t(r) + (i− 1) · p`

)
6: end for
7: for i = 1 to

⌈
t(l)

p`

⌉
do .make trace for t < t(l)

8: S`(t) = S`(t) + v`
(
t, ts + t(l) − i · p`

)
9: end for

10: Υ = (S` ∗Hk`)(t) =
∫ t

0
S`(τ) ·Hk`(t− τ) dτ

11: if Υ > Υ∗ then
12: Υ∗ = Υ
13: S

{k}
`

= S`
14: end if
15: end for
16: end for
17: Q∗` (0,∆) =

∫ ∆

0
S∗` (τ) dτ

and the accumulated computing time function Q
{k}
` (0,∆)

for all 0 ≤ ∆ ≤ τ constructed by Algorithm 1 leads to
T ∗k,`(τ) at time τ . When the scheduler is work-conserving,
T ∗k,`(τ) is an upper bound on the highest value of Tk,`(τ)
at time τ , that is, T ∗k,`(τ) ≥ Tk,`(τ).

Proof: At first, we show that Q{k}` (0,∆) resulting from
S
{k}
` and constructed by Algorithm 1 satisfies (2). With

the exception of the burst, S{k}` (t) = 1 for ∆A
` time units

in every interval of p` = ∆A
` + ∆I

` time units. As all
blocks of ‘active’ processing mode have the same offset and
the longest possible contiguous block of ‘active’ processing
modes is b` time units, Q{k}` (t−∆, t) ≤ γ`(∆).

Now, let us prove that T ∗k,`(τ) ≥ Tk,`(τ). By construction,
the condition stated in Lemma 4, that is, there exist t(l) and
t(r) such that Q∗` (t

(l), t(r)) = t(r) − t(l) = b` − ∆A
` and

t̃Hk`
max ∈ [t(l), t(r)], is fulfilled. The remaining work is to show

that the temperature is maximized if for t /∈ [t(l), t(r)], the
processing mode is alternately ‘active’ and ‘idle’ for ∆A

`

and ∆I
` time units, respectively. However, this is a direct

consequence of Lemma 3.a and Lemma 3.b. The offset ts

is required to guarantee that (2) is never violated. Now,
Q
{k}
` can be calculated by iterating over the offset ts of

the periodic invocation and the start positions t(r) of the
burst, which in turn proves the theorem.

So far, we only derived the accumulated computing time
that maximizes the temperature at observation time τ . How-
ever, we did not dwell on the amount of the observation
time τ . Next, we will show that increasing the observation
time τ will not decrease the worst-case peak temperature if
T0 ≤ (T∞)

i, where (T∞)
i is the steady-state temperature

vector if all components are in ‘idle’ processing mode.



Lemma 6 (Initial Temperature). Suppose that the set of
accumulated computing time functions Q{k}(0,∆) for all
0 ≤ ∆ ≤ τ from Theorem 5 leads to the worst-case peak
temperature T ∗k (τ) at time τ . Then T ∗k (τ) ≥ Tk(t) for all
0 ≤ t ≤ τ and for any set of feasible workload traces with
the same initial temperature vector T0 ≤ (T∞)

i.

Proof: As Hk`(t) ≥ 0 for all t, k, and `, it follows from (10)
that the temperature caused by any Q is never smaller than
the temperature of a system that only operates in ‘idle’ mode.
As T(0) = T0 ≤ (T∞)

i, temperatures resulting from any
Q satisfy Tk(t) ≥ Tk(0) for 0 ≤ t ≤ τ , which in particular
also holds for T ∗k , that is, T ∗k (t) ≥ T ∗k (0) for 0 ≤ t ≤ τ .

Assume for contradiction that Tk(σ) > T ∗k (τ) for σ ≤ τ .
Then there exists a ` so that Tk,`(σ) > T ∗k,`(τ). According

to Theorem 5, there exists a S
{k}
` that maximizes Tk,`(σ).

However, by the linearity of the system, S
{k}
` (t− (τ − σ))

results in Tk,`(τ) = Tk,`(σ) for T0 = (T∞)
i and Tk,`(τ) ≥

Tk,`(σ) for T0 < (T∞)
i, which is a contradiction.

C. Critical Cumulated Workload

Section IV-B provides a method to calculate the criti-
cal accumulated computing time Q{k}` for each processing
component ` so that Q{k} leads to the worst-case peak
temperature T ∗k of node k. However, there might be no valid
workload trace that leads to the critical accumulated com-
puting time Q{k}` (0,∆). In the following, we will show that
this is not the case, and R{k}` (0,∆) = ∆A

` ·
⌈

1
∆A

`

Q
{k}
` (0,∆)

⌉
actually results in the critical accumulated computing time.

Theorem 7 (Critical Cumulated Workload). Suppose
that the accumulated computing time function
Q
{k}
` (0,∆) for all 0 ≤ ∆ ≤ τ is defined as

in Theorem 5. Then the critical workload function
R
{k}
` (0,∆) = ∆A

` ·
⌈

1
∆A

`

Q
{k}
` (0,∆)

⌉
• leads to the accumulated computing time Q{k}` (0,∆),
• and complies with arrival curve α` according to (1).

Furthermore, the set of workload functions R{k}(s, t)

• leads to the highest possible temperature T ∗k (τ) ≥
Tk(t) for all 0 ≤ t ≤ τ for any set of feasible work-
load traces with the same initial temperature vector
T0 ≤ (T∞)

i.

Proof: Without loss of generality, we suppose that ∆A
` =

1. At first we show that the continuous workload func-
tion R̂

{k}
` (0,∆) = Q

{k}
` (0,∆) leads to Q

{k}
` (0,∆).

As R̂
{k}
` (0,∆) = Q

{k}
` (0,∆), we have to prove that

Q
{k}
` (0,∆) = inf0≤u≤∆{(∆ − u) + Q

{k}
` (0, u)}. Because

there exists a u′ such that (∆ − u′) + Q
{k}
` (0, u′) =

(∆ − u′) + Q
{k}
` (0,∆), namely u′ = ∆, we only have

to show that (∆ − u) + Q
{k}
` (0, u) ≥ Q

{k}
` (0,∆) for

all 0 ≤ u ≤ ∆. This condition is equivalent to (∆ −
u) ≥ Q

{k}
` (0,∆) − Q

{k}
` (0, u) = Q

{k}
` (u,∆) and from

the fact that the accumulated computing time in interval
[u,∆) can not exceed the available time ∆ − u follows
that R̂{k}` (0,∆) leads to Q

{k}
` (0,∆). Now we can show

that R{k}` (0,∆) = dR̂{k}` (0,∆)e = dQ{k}` (0,∆)e leads
to Q

{k}
` (0,∆). From the specification of the accumulated

computing time follows that γ`(∆) has either slope 1 or
0 and has an integer value if it has slope 0. As v`(t, ts)
according to (16) guarantees that Q{k}` (0,∆) has the same
properties as γ`(∆), R{k}` (0,∆) leads to the accumulated
computing time function inf0≤u≤∆{(∆−u)+R

{k}
` (0, u)} =

inf0≤u≤∆{(∆−u)+dQ{k}` (0, u)e} = inf0≤u≤∆{(∆−u)+

Q
{k}
` (0, u)} = Q

{k}
` (0,∆).

For the second item, we have to show that
R
{k}
` (x, y) ≤ α`(y − x). First, we note that γ`(∆) =

inf0≤λ≤∆ {(∆− λ) + α`(λ)} ≤ α`(∆) for ∆ > 0.
Now, we find R

{k}
` (x, y) = R

{k}
` (0, y) − R

{k}
` (0, x) =

dQ{k}` (0, y)e−dQ{k}` (0, x)e ≤ dQ{k}` (0, y)−Q{k}` (0, x)e =

dQ{k}` (x, y)e ≤ dγ`(y − x)e ≤ dα`(y − x)e = α`(y − x)
for all x < y.

The third item is a simple consequence of Lemmas 1
and 6. First, we see that R{k} leads to the accumulated
computing time function Q{k} and secondly, Q{k} leads
to the highest temperature T ∗k (τ) ≥ Tk(t) according to
Lemma 6.

Suppose that the workload of all processing components
is independent of each other. Then, the upper bound T ∗k (τ)
determined by Theorem 7 is tight as there exists a set of
workload traces that lead to the critical set of accumulated
computing times. Theorem 7 completed the derivation of
the constructive method to calculate the worst-case peak
temperature T ∗k (τ) of node k. Starting from arrival curve
α(∆), we can determine γ(∆) using (2). Afterwards, Al-
gorithm 1 constructs Q{k}` for every component `, which in
turn determines the critical sequence of ‘active’ and ‘idle’
modes. Finally, T ∗k (τ) can be found by solving the thermal
model defined by (4) at time t = τ .

The complexity of calculating the worst-case peak tem-
perature T ∗S is O(n2 ∗m) with n the number of nodes of the
thermal RC circuit. The factor m reflects the time to execute
Algorithm 1 and is inversely proportional to the selected
time step.

V. CASE STUDIES

In order to study the viability of the proposed method, we
implemented all algorithms in MATLAB targeting a multi-
core ARM platform.

A. System Description

A motion JPEG (MJPEG) decoder application with five
tasks running on a homogeneous multi-core ARM plat-
form with three processing components is considered. The
decoder’s input is a video stream that is first split into
individual frames. The second process splits the frames



Table II
POWER DISSIPATION PARAMETERS.

Parameter Symbol Value

Slope of power [W/K] φ`` 0.0228
Constant power in ‘active’ mode [W] ψa` 8.061
Constant power in ‘idle’ mode [W] ψi` −5.512

Table III
THERMAL CONFIGURATION OF HOTSPOT.

Parameter Symbol Value

Silicon thermal conductance [W/(m ·K)] kchip 150
Silicon specific heat [J/(m3 ·K)] pchip 1.75 · 106

Thickness of the chip [mm] tchip 3.5
Convection resistance [K/W] rconvec 2
Heatsink thickness [mm] tsink 0.01
Heatsink thermal conductance [W/(m ·K)] ksink 400
Heatsink specific heat [J/(m3 ·K)] psink 3.55 · 106

Ambient temperature [K] Tamb 300

into macroblocks to separately decode each macroblock.
Afterwards, the decoded macroblocks are stitched together
into a frame and finally into a stream. We will compare the
thermal characteristics of different mapping configurations,
that is, different bindings of processes to processing compo-
nents. The application is driven by an input stream with a
periodic invocation interval of 450 ms and a jitter of 600 ms.
Each task is characterized by its best-case and worst-case
execution demand, previously determined by simulating the
execution of the MJPEG decoder application on the MPARM
virtual platform [4].

The platform is composed of three processing components
communicating via shared bus. Each processing component
consists of a processing unit, a local memory, and a cache.
Fixed priority preemptive scheduling is used on all pro-
cessors while a TDMA policy is employed on the shared
bus that connects all processing components. Intermediate
streams that cannot be represented by the PJD model are
upper bounded by the method presented in [19]. In case
that more than one task are mapped onto the same process-
ing component `, the total workload is upper bounded by
α`(∆) =

∑
∀θ α

(θ)
` (∆) with α

(θ)
` the arrival curve of task

νθ.
The temperature-dependency of leakage power is ad-

dressed by linearizing the model described in [11]. Table II
summaries the parameters of the considered power model
described by (6). As we consider a homogeneous platform,
each node has the same power values. HotSpot [5] is used
to calculate the thermal parameters of the platform, that is,
C, G, and K matrices, see Table III for an overview of the
considered thermal configuration. The thermal RC circuit
corresponds to the one outlined in Fig. 3.

B. Peak Temperature Analysis

In the first case study, the transient temperature evolution
of the thermal critical instance is compared to the tempera-
ture of the timing critical instance, and to the temperature of
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Figure 8. Temperature evolution of the node corresponding to the third
processing component when the system is processing the MJPEG decoder
application.

40 workload traces executed on a cycle-accurate simulator.
The thermal-aware cycle-accurate simulator first executes
the application on the MPARM virtual platform [4], and later
uses HotSpot [5] to calculate the transient temperature eval-
uation. The thermal critical instance is the trace that leads
to the worst-case peak temperature and the timing critical
instance is the trace that releases the workload as early as
possible. The observation time τ is set to eight seconds.
Figure 8 presents the results of the transient temperature
simulation in the interval [0 s, 8 s]. Only the temperature
evolution of the third processing component is plotted.

The timing critical instance heats up the platform at the
beginning leading to a maximum temperature of 349.78 K.
However, after a certain point in time, the temperature
starts to cool down and stays below the worst-case peak
temperature. Traces that are recorded on the cycle-accurate
simulator heat up the system the most when multiple frames
arrive together. The average maximum temperature caused
by these workload traces is 352.36 K, and their highest
maximum temperature is 360.11 K. Finally, the thermal
critical instance places all bursts close to the observation
time τ so that a maximum temperature of 363.46 K is
observed at time τ = 8 s.

On a 3.20 GHz Intel Pentium D processor, calculating the
worst-case peak temperature took 189.6 s, calculating the
maximum temperature of the timing critical instance took
0.24 s and simulating a workload trace on the cycle-accurate
simulator took 6.23 hours.

C. Design Space Exploration

In the second case study, different mapping configu-
rations of the MJPEG decoder application are compared
with respect to worst-case peak temperature and worst-case
overall latency. We use the MPA [15] framework to calculate
the worst-case overall latency. As this framework is also
based on real-time calculus [7], the same analysis model
can be used for both timing and temperature analysis. The
observation time is set to τ = 10 s.

Figure 9 visualizes the Pareto front for 50 candidate
mappings, and objectives worst-case peak temperature and
overall latency. It shows that the peak temperature of the
MJPEG decoder application can significantly be reduced
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Figure 9. Worst-case peak temperature vs. worst-case overall latency for
50 mapping configurations.

by selecting an appropriate mapping. However, as a lower
worst-case peak temperature leads to a longer overall la-
tency, the designer has to select a mapping that conforms
both with timing and temperature requirements. Out of these
50 candidate mappings, five mappings are Pareto-optimal
and highlighted in the figure.

Suppose that the MJPEG decoder application has a critical
temperature of 355 K, that is, exceeding this temperature
might lead to functional errors. Then, the designer would
select the mapping candidate with the lowest latency from all
mappings that have a smaller worst-case peak temperature
than 355 K, which is, in our case, candidate mapping (3). As
the proposed algorithm offers safe bounds, the system can
safely execute the mapping without further involving other
(dynamic) thermal management strategies, that may lead to
unpredictable behavior.

D. Non-Determinism

In order to study the effect of non-determinism on the
maximum temperature, the MJPEG decoder application is
invoked with different jitters. As reducing jitter is often
related to higher production costs, system designers have to
know the effect of more accurate hardware on the maximum
temperature already in an early design stage. Figure 10 il-
lustrates the dependency of the worst-case peak temperature
on the jitter for the MJPEG decoder application. Note that
we only modify the jitter of the input stream, but not the
execution demands of the processes that are also afflicted
with certain non-determinism. Even in this simple case,
the use of more accurate hardware or software mechanisms
to lower the jitter leads to a significant reduction of the
system’s worst-case peak temperature. A similar effect will
be observed if the worst-case execution demand of a certain
process is increased, while keeping the jitter of the input
stream constant.

VI. CONCLUSION

In this paper, we proposed an analytic method to calculate
the worst-case peak temperature of a real-time application
with non-deterministic workload that is running on a multi-
core system. The only requirement towards the processing
components is that their real-time scheduling algorithm is
work-conserving. Using a state-of-the-art thermal model, the
method is able to address various thermal effects like the
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Figure 10. Worst-case peak temperature of the MJPEG decoder application
for different jitters of the input stream.

heat exchange between neighboring cores and temperature-
dependent leakage power. Finally, we applied the proposed
method to a multi-core ARM platform to validate our results
and to illustrate potential applications of our method.
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