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ABSTRACT
Great public speakers are made, not born. Practicing a presentation
in front of colleagues is common practice and results in a set of
subjective judgements what could be improved. In this paper we
describe the design and implementation of a mobile app which esti-
mates the quality of speaker’s delivery in real time in a fair, repeat-
able and privacy-preserving way. Quantle estimates the speaker’s
pace in terms of the number of syllables, words and clauses, com-
putes pitch and duration of pauses. The basic parameters are then
used to estimate the talk complexity based on readability scores
from the literature to help the speaker adjust his delivery to the tar-
get audience. In contrast to speech-to-text-based methods used to
implement a digital presentation coach, Quantle does processing
locally in real time and works in the flight mode. This design has
three implications: (1) Quantle does not interfere with the surround-
ing hardware, (2) it is power-aware, since 95.2 % of the energy used
by the app on iPhone 6 is spent to operate the built-in microphone
and the screen, and (3) audio data and processing results are not
shared with a third party therewith preserving speaker’s privacy.

We evaluate Quantle on artificial, online and live data. We ar-
tificially modify an audio sample by changing the volume, speed,
tempo, pitch and noise level to test robustness of Quantle and
its performance limits. We then test Quantle on 1017 TED talks
held in English and compare computed features to those extracted
from the available transcript processed by online text evaluation ser-
vices. Quantle estimates of syllable and word counts are 85.4 %
and 82.8 % accurate, and pitch is over 90 % accurate. We use the
outcome of this study to extract typical ranges for each vocal char-
acteristic. We then use Quantle on live data at a social event, and
as a tool for speakers to track their delivery when rehearsing a talk.
Our results confirm that Quantle is robust to different noise lev-
els, varying distances from the sound source, phone orientation, and
achieves comparable performance to speech-to-text methods.

CCS CONCEPTS
• Information systems → Mobile information processing sys-
tems; • Human-centered computing → Ubiquitous and mobile
computing; • Applied computing → Education;

Permission to make digital or hard copies of all or part of this work for personal or
classroom use is granted without fee provided that copies are not made or distributed
for profit or commercial advantage and that copies bear this notice and the full citation
on the first page. Copyrights for components of this work owned by others than ACM
must be honored. Abstracting with credit is permitted. To copy otherwise, or republish,
to post on servers or to redistribute to lists, requires prior specific permission and/or a
fee. Request permissions from permissions@acm.org.
IPSN ’19, April 16–18, 2019, Montreal, QC, Canada
© 2019 Association for Computing Machinery.
ACM ISBN 978-1-4503-6284-9/19/04. . . $15.00
https://doi.org/10.1145/3302506.3310405

KEYWORDS
public speaking, presentation coach, pace, pitch, vocal variety

ACM Reference Format:
Olga Saukh and Balz Maag. 2019. Quantle: Fair and Honest Presentation
Coach in Your Pocket. In IPSN ’19: Information Processing in Sensor Net-
works, April 16–18, 2019, Montreal, QC, Canada. ACM, New York, NY,
USA, 12 pages. https://doi.org/10.1145/3302506.3310405

1 INTRODUCTION
Our voice is the best tool in our delivery toolbox. We use it daily
to communicate our views to others. The larger the group we wish
to share our ideas with, the more we care about communication
quality and the more preparation it takes to deliver a good speech.
Literature on the topic [1, 13] separates conceptual and delivery as-
pects of a talk. Conceptual aspects address the structure of the story
a speaker tells the audience, the choice of the starting and finishing
points, the argumentation line, etc. Delivery aspects include (1) the
use of multimedia, (2) non-verbal communication such as posture,
gestures, eye contact, and (3) effective use of the speaker’s voice, re-
ferred to as vocal variety [1, 3], to make a spoken message easy to
be perceived, understood and remembered. Monotone delivery puts
audience to sleep, no matter how riveting the content is [2]. There-
fore, this paper focuses on estimating the quality of vocal delivery,
which is an essential skill of a speaker yet a difficult one to get right.

For an unskilled speaker it is hard to keep track and reflect on
the sound of his own voice. For this reason, public speakers are usu-
ally coached by speech experts to help identify and improve spe-
cific weaknesses. Dedicated courses, such as "Student Paper Pre-
sentations"1 available for graduate students at almost every univer-
sity, clubs (e.g., International Toastmaster’s Club), and communities
(e.g., Six Minutes2) provide teaching materials and study programs
to improve general presentation skills. However, there are major
issues with all these approaches: (1) the feedback one gets from
colleagues or coaches is always biased and depends on the beliefs
and experiences of individual people, their background and their
expertise; (2) on many occasions no feedback is available at all, for
example on a business meeting, conference presentation or teach-
ing a class; and (3) the feedback is always communicated after the
talk when correction is no longer possible. This paper presents a
smartphone application called Quantle3 which aims to change this.
Quantle captures the vocal aspects of talk delivery and gives ev-
eryone a tool to measure, improve, compare own delivery to other
speakers, and get real-time feedback during a talk.

Everyone can recall well and poorly delivered talks witnessed in
the past. What makes one a good speaker? Vocal variety is the key
to an interesting, vital, energetic and enjoyable talk [2, 3]. Vocal

1COMP 520 at Rice University, https://bit.ly/2OXF0bj
2http://sixminutes.dlugan.com
3http://www.olgasaukh.com/quantle
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variety covers four fundamental characteristics: (1) power, volume
or loudness of the speaker, (2) pitch, which is the frequency of the
sound the speaker emits, (3) speaker’s pace or speaking rate, and (4)
pause duration to signal the end of a clause or a sentence. A good
speaker balances between extremes of power, pitch, pace and pause
duration, and effectively varies these while delivering a talk [2].
Challenges. Accurately computing the power, pitch, pace and
pause duration of a live talk in real time and locally on a typical
smartphone is the main challenge we tackle in this paper. The prob-
lem is hard for the following reasons: (1) the location of the smart-
phone relative to the speaker and the audience is unknown: Quan-
tle may run on a smartphone in speaker’s pocket or on a guest’s
phone in the back of the room; (2) the distance between the smart-
phone running Quantle and the speaker may vary over time due to
speaker’s mobility; and (3) the level of the background noise is un-
known and depends on the room acoustics. Besides striving for an
accurate estimation of the above characteristics, we designed Quan-
tle as an open-source application which additionally (4) works in
real time and provides subtile hints how the speaker can improve
his delivery; (5) respects speaker’s privacy by using local compu-
tations only, no piece of a talk is communicated anywhere else (in
fact, Quantle works in flight mode when all network interfaces are
down, which additionally ensures the user is not disturbed during
the talk and the smartphone does not interfere with presentation
equipment), and (6) Quantle is energy-efficient and does not drain
the smartphone’s battery even in case of a prolonged usage.
Contributions. We are the first to bring a presentation coach eval-
uating vocal variety into a smartphone. Quantle is a smartphone
application capable of measuring presentation quality free of social
bias and in a repeatable way. Quantle uses adaptive power normal-
ization algorithm to overcome the challenges related to the distance
between the smartphone and the speaker (1-2) and varying back-
ground noise (3). Due to real-time adaptation, it doesn’t need to
calibrate the signal-to-noise threshold immediately before the talk
as in [42]. Adaptive power is the key to accurate estimation of the
fundamental characteristics of vocal delivery: pace, pitch, and pause
duration. To address the challenges (4-6) above, we optimise the al-
gorithms for in-phone real-time data processing by using existing
time-domain algorithms operating on short chunks of audio data,
that are discarded immediately after having been processed, and
produce partial counts that are accumulated as the talk goes. The
code is open-sourced4 under the MIT License.

We test various aspects of the Quantle performance by using arti-
ficially manipulated audios, talks recorded with professional equip-
ment, and live presentations at public events evaluated with a stan-
dard smartphone’s built-in microphone. By artificially manipulat-
ing an audio, we show resilience of Quantle to certain types of
audio feature manipulation in controlled settings and highlight its
limitations. Then, we use a set of 1000+ TED talks to evaluate
Quantle performance and compare it to the ground truth obtained
from respective transcripts available online. We show that Quantle
achieves over 82 % accuracy for estimating the number of syllables
and words in a given talk, and provides over 90 % accurate pitch
estimation. By evaluating pitch characteristics of every speaker we
discover gender differences in both pitch and, surprisingly, pitch

4https://github.com/osaukh/quantle_app

variance in favour of female speakers. We use our findings from
the TED data set to derive the guideline what makes a good deliv-
ery. These are used to evaluate live speakers’ performance during a
social event and as a helpful tool to support talk rehearsals.
Road-map. The rest of the paper is organized as follows. Sec. 2
provides a detailed description of the fundamental features of vocal
delivery and how they impact the quality of a talk. In Sec. 3 we
present the Quantle software architecture, and discuss implementa-
tion details of the main algorithms and interdependencies between
them. We evaluate Quantle performance on artificially manipulated
data in Sec. 4, discuss Quantle achievements on the TED talks in
Sec. 5, and present evaluation of Quantle on live data in Sec. 6.
Sec. 7 summarizes resource-efficiency of Quantle, Sec. 8 puts this
work in related contexts, and Sec. 9 concludes this paper by listing
Quantle’s limitations.

2 TALK VOCAL FEATURES
This section introduces the fundamental vocal features of a talk:
pitch, pace, pauses, and power. We discuss how these are measured,
and how they contribute to the overall quality of a talk delivery.
Although vocal features encode personal information [37], e.g., a
pitch can be used to predict gender, luckily their variability rather
than the absolute values are the key to a good delivery. We build
on top of vocal features and formulate complexity scores in order
to estimate the difficulty of the presented content and optimize user
recommendations.
Pitch. Pitch is the fundamental frequency (F0) of a harmonic sig-
nal, the frequency of the sound a speaker emits. People are born
with their voice pitches [2]. Varying pitch throughout a talk is an ex-
cellent way to convey emotions, highlight contradictory arguments,
play roles, etc. [16]. A simple way to hit different pitch points is to
present different emotional content [3]. Organising a presentation
as a story with varying emotional load on different blocks gives a
solid ground for natural pitch variation during a talk. There are well-
known differences between representatives of different age, gender
and cultural groups [21, 27]. Typical values obtained for F0 are
120 Hz for men and 210 Hz for women. For men, F0 decreases
after puberty up to the age of 35 and begins to rise again at around
55. For women, F0 is nearly constant up to the age of menopause,
when it starts to decrease [40]. Pitch also highly depends on the
speaker’s emotional state, e.g., the pitch is highest for joy and low-
est for anger [20]. Pitch variation during a talk is more important
than the frequency of the pitch itself [19]. Research results suggest
that reduced pitch variation is associated with perception as sad or
neutral, whereas higher pitch variation is attributed to being fright-
ened, angry, or happy [10].
Pace. Speaking rate or pace is often measured in words per minute,
wpm = #words

#minutes [5]. Since the time to pronounce a word may
vary considerably, mainly depending on the number of syllables
the word comprises, pace is sometimes measured in syllables per
minute, spm = #syl lables

#minutes . Despite the obvious advantage of mea-
suring pace in spm, the wpm measure is more commonly used, be-
cause it is generally easier to compute [5], as will be explained in
the next section. Quantle estimates both measures by counting the
number of syllables and words during a talk and by dividing these
by the talk duration to obtain the pace. Speaking rate varies a lot
across languages and situations [8]. The average rate for English

https://github.com/osaukh/quantle_app
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speakers in the US is about 150 wpm5. The pace of an average pre-
sentation is about 150-170 wpm or 230-270 spm [5]. Normal con-
versation ranges from 125 to 225 wpm. In contrast, average reading
rate is about 200-300 wpm yet the publishers recommend books on
tape to be voiced at 150-160 wpm6. Speaking fast is understandable
up to 400 wpm7. The world fastest talkers speak at >600 wpm [48].
Studies, e.g., [35], found that faster pace is associated with percep-
tions of competence, extraversion, and social attractiveness. How-
ever, if a person constantly talks too quickly, listeners may have
troubles understanding the content. If a person consistently talks
slower than average, he is likely to be perceived as boring, tired, or
less intelligent [10]. It’s essential to vary the pace while speaking.
Pauses. Pausing is one of the most overlooked delivery tech-
niques [4]. If a speaker uses pauses wisely, he can communicate his
ideas more persuasively. Incorrect pausing weakens the speaker’s
credibility and the audience struggles to comprehend the mes-
sage [4]. Pauses allow to punctuate spoken words, indicate when
one clause, one sentence, or one paragraph ends, and the next be-
gins. The more complex the content is, the greater should be the
number of pauses [50]. Using pauses gives the audience time to
reflect on the speaker’s words, make connections with their past
experiences or knowledge in real time. Pauses also help to convey
emotions [11] and thus their placement and duration should differ
depending on emotional theme of the speaker’s message. Pauses
control the overall pace of talk delivery and are measured in frac-
tion of a second. Past research [12] observed that speech consists
of short (∼ 0.15 s), medium (∼ 0.50 s), and long (≥1.50 s) pauses.
Read speech tends to produce only short and medium pauses, while
spontaneous speech shows more frequent use of medium and long
pauses. Finally, pauses can be used to replace filler words that under-
mine speaker’s credibility, signal lack of knowledge or preparation.
Power. A brilliant talk is worthless if nobody can hear what the
speaker says. Noise that is not the speaker’s voice distracts the au-
dience [6]. Since the power varies as the inverse square of the dis-
tance [46], decreasing the distance between the speaker and the au-
dience will make him sound louder to them. Although the power of
the sound as perceived by the phone can be measured fairly accu-
rately [17], Quantle fails estimating how loud the speaker’s voice
is perceived by the audience for the following reasons: (1) the dis-
tance between the smartphone and the speaker is unknown, (2) the
distance between the speaker and the audience is unknown, and (3)
the room acoustics are unknown. We do provide a power measure
through Quantle as discrete equally spaced levels on logarithmic
scale, but it should solely be used to ensure the speaker is loud
enough for the app to provide reasonably accurate pace, pitch and
pause estimates. Despite Quantle’s inability to predict whether the
audience may have any problem hearing the speaker, speaking for
a lengthy amount of time at the same power (whether loud or soft)
puts people to sleep [6]. Therefore, Quantle does provide an es-
timate of power variability. Varying power creates vocal interest
and can be used to emphasize certain words or phrases by speaking
louder or softer. We measure variability of pitch, pace and power as

5National Center for Voice and Speech, https://bit.ly/1R9mN9Q
6Lisa B. Marshall, Quora, https://bit.ly/2yf2yCf
7WordCounter, How Fast Does the Average Person Speak? https://bit.ly/2IVZzD8

a relative standard deviation expressed in percentage, and defined
as the ratio of the standard deviation to the mean of the estimate.
Complexity Scores. Difficult content should be presented in a
lower pace than the easy one. In order to evaluate the difficulty of
the content, we adapt readability metrics [47],—designed to eval-
uate readability of text,—to speech and refer to these as complex-
ity scores. Readability metrics are a popular alternative to conduct-
ing an actual statistical survey of human readers of the subject text.
Most of them, as we will see next, rely on the number of sylla-
bles, words and sentences in a written text. We adapt readability
metrics to evaluate talk comprehension by replacing the number of
sentences in all measures by the number of clauses measured as the
number of longer pauses made by the speaker. Quantle implements
four complexity scores. Below we give definitions of the original
readability metrics along with their interpretation.

Flesch Reading Ease [45] (FRE) maps content complexity to a
scale 0–100 with higher scores indicating easier to understand:

206.835 − 1.015 ·
( #words
#sentences

)
− 84.6 ·

( #syllables
#words

)
(1)

The scores 90–100 mean the talk is easily understood by an 11-year-
old; 60–70 implies easy understanding by a 13- to 15-year-old; the
talks with the score of 0–30 require a university degree. Texts in
popular newspapers have scores of 50–65. The formula correlates
0.70 with comprehension as measured by readability tests [47].

Flesch-Kincaid Grade [45] (FKGL) estimates the years of educa-
tion needed to understand the material. It is used extensively in the
field of education and presents a score as a U.S. grade level. The for-
mula correlates 0.91 with comprehension by readability tests [47]:

0.39 ·
( #words
#sentences

)
+ 11.8 ·

( #syllables
#words

)
− 15.59 (2)

Gunning Fog Index [47] (GFI) is also based on the number of re-
quired years of education. Materials for a wide audience generally
need a fog index less than 12. Materials requiring a universal under-
standing generally need GFI<8. The measure correlates 0.91 with
comprehension and is considered one of the most reliable [47]:

0.4 · (
( #words
#sentences

)
+ (#f raction_hard_words )), (3)

where hard words are the words with more than two syllables.
Forcast Grade Level [47] (FGL) also estimates the number of

years of education. The formula was produced for the U.S. military
and is useful for materials without complete sentences:

20 − 15 ·
( #one_syllable_words

#words
)

(4)

It correlates 0.66 with comprehension in reading tests [47].
Quantle implements complexity scores to make personalised rec-

ommendations to the speaker. We use the respective names of read-
ability scores to refer to the complexity scores.

3 QUANTLE APPLICATION
This section describes the design principles, the architecture of
Quantle and the algorithms used to compute the basic vocal char-
acteristics of a talk: pace, pause duration and pitch.

8TED 2015 by K. Satyarthi, How to make peace? Get angry, https://goo.gl/fV39Lf
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Figure 1: Data processing pipeline by Quantle.

Short Link Method Features
CWW http://countwordsworth.com Dictionary Advanced metrics
WCI http://www.wordscount.info Dictionary Basic metrics
WCC http://www.wordcalc.com No dictionary Basic metrics

Table 1: Summary of text-based online counting services used
to extract literature-related metrics from a transcript.

3.1 Design Principles and Architecture
Today’s voice-controlled devices such as Amazon Alexa9 and
Google Home10 assistant extensively use cloud services to process
audio data. They keep constantly listening to their surroundings and
thus (1) may transmit person’s sensitive voice data without his or
her permission, (2) process private information (understand what
has been said) and use it for own purposes, (3) consume energy for
idle listening and maintenance of network connection even when it
is not necessary. Quantle follows a different approach. Speech pro-
cessing runs localy on a smartphone, the processed speech chunks
are immediately dropped11. There are four reasons for this design
decision: (1) respect speaker’s privacy and thus enable unrestricted
use of Quantle, (2) address the fact that presentation equipment is
often disturbed by wireless signals emitted by the phone – Quantle
can be used in flight mode, (3) minimize energy waste due to con-
stant operation of network interfaces, and (4) let Quantle run in real
time and provide timely feedback on the talk quality.

The audio stream on an iPhone 6 is two-channel. Quantle uses
one input channel sampled at 44.1 kHz with 32-bit float samples to
extract vocal features. It gets input data either from a microphone or
from an audio file located in a specified location (see Fig. 1). This
is convenient for testing the app, since pre-defined audio recordings
can be evaluated directly on the phone. Audio data is processed in
chunks of 1024 values. Every chunk is handled by a pipeline con-
sisting of three data processing steps discussed in detail below: (1)
adaptive power normalization algorithm estimates the short-term
energy of the audio and adaptively scales it to improve the out-
come of the further processing steps, (2) syllable, word, sentence
and pause counting, and (3) pitch detection. All algorithms com-
pute vocal features in real time and contribute to the final outcome
of the talk evaluation. Real-time scores are available at any time
during the talk and provide the speaker with an estimation of his or
her current performance. Final averages and complexity scores of
the overall delivery are computed once the talk has finished.

9https://developer.amazon.com/alexa
10https://store.google.com/gb/product/google_home
11If explicitly activated, the audio data can be stored locally on the device.

Source Syllables Words Clauses Power Pitch
CWW 134 102 6 - -
WCC 113 102 6 - -
WCI 167 112 6 - -

Quantle (loud) 123 94 8 6 165
Quantle (normal) 118 98 9 1 163
Quantle (quiet) 122 98 5 0 168

Table 2: Sample talk evaluation obtained by transcript-based
online services and computed with Quantle.

3.2 Adaptive Power Normalization
Estimating the speaker’s power on a smartphone in the context of
talk evaluation has limited value due to the smartphone’s generally
unknown location and orientation in the room, decoupled from the
location and orientation of the speaker and the audience. However,
normalizing the energy of a signal improves the estimation quality
of other vocal features. Normalization is usually performed over the
whole audio signal to bring the average amplitude to the same target
level [52]. We normalize the audio signal adaptively at run time by
computing the maximum short-time energy of the voiced part of the
signal starting at time X over the 3 s time interval as follows:

E−Xs = max
[−Xs, (−X+3)s]

∑
n

x2n . (5)

Short-term energy is computed over buffers containing measure-
ments xn . Only buffers that consider syllable nuclei are considered.
Our algorithm then updates the guess of the maximum signals en-
ergy Ê at a longer time scale every 3 s by computing a weighted
average of the four latest energy maxima:

Ê = 0.6E−3s + 0.25E−6s + 0.1E−9s + 0.05E−12s . (6)

The weights were found empirically by running the algorithm on
twelve carefully selected audio files with diverse power dynamics.
The obtained maximum energy value is used to scale the data in the
input chunk before processing. Fig. 2 visualizes the performance of
the power normalization on a 1 min audio sample played back on
a laptop at three volume settings: loud, normal and quiet. Volume
settings differ by one order of magnitude in signal energy reaching
101, 100, and 10−1 respectively. The algorithm quickly finds appro-
priate maximum energy values Ê and is robust against background
noise. Pronounced speech increases Ê, whereas pauses make the
value drop. The ground truth evaluation obtained by processing the
available transcript by online text processing services (summarized
in Table 1) is available in Table 2. The bottom plots visualize the
pitch of the speaker computed over the voiced pieces of audio.

3.3 Pace and Pause Estimation
Syllable Counting. Most of the existing speech segmentation tech-
niques are based on modeling each of the sub-word unit, usually
by Hidden Markov Models. Only very few works have been done
on segmenting the speech into syllabic units. The simple candi-
date for segmenting speech is the short-term energy function of the
speech signal. The basic problems with the short-term energy func-
tion based segmentation are thresholding and local energy fluctua-
tions due to the presence of consonants [30]. Our solution leverages
adaptive power normalization to improve syllable detection.

The normalized audio signal is used to identify syllable nuclei by
detecting the vowel boundaries, shown in the second row of plots
in Fig. 2 with vertical connected lines denoting the beginning and

http://countwordsworth.com
http://www.wordscount.info
http://www.wordcalc.com
https://developer.amazon.com/alexa
https://store.google.com/gb/product/google_home
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(c) Quiet

Figure 2: Audio playback of a 1 min sample with varied volume processed by Quantle to visualize adaptive power normalization8(top
to bottom): (1) signal energy and maximum energy Ê, (2) syllable nuclei boundaries, (3) speaker’s pitch.

the end of a vowel. We use the algorithm published in [14] to de-
tect syllable nuclei and vowel boundaries based on the variation of
the signal intensity over time. We extract the intensity, by setting
the minimum pitch to 80 Hz and using autocorrelation [32], hence
using a window size of 64 ms and time steps of 16 ms. We consider
all peaks above a fixed threshold in intensity as potential vowels
and run an online local extrema finding algorithm to efficiently find
syllable nuclei. We denote by γ a short-term distance between con-
secutive syllables, which is used to compute other features.
Words, Clauses and Pauses. If the time distance between two con-
secutive syllables is less than γ , we consider these be part of the
same word. Each word is further classified by the number of sylla-
bles it contains. Longer pauses (> γ ) between two consecutive syl-
lables indicate spacing between consecutive words. Pauses longer
than 0.1 s are classified according to their duration. We maintain an
average spacing between the words and consider two consecutive
sentences to have at least a double average spacing in between.
Complexity Scores. We compute complexity scores given by equa-
tions (1), (2), (3) and (4) by replacing the number of sentences with
the number of clauses. The complexity scores are not immediately
comparable to the readability scores obtained by processing the ref-
erence transcript: The speaker may include numerous pauses into
complex sentences to highlight main ideas and improve compre-
hension. This difference is reflected in the complexity scores.

3.4 Pitch Detection
We use the Fast Lifting Wavelet Transform (FLWT) using Haar
wavelet to detect the pitch for every syllable. This is a fast time-
domain algorithm which is fairly accurate and has been thoroughly
tested on human voice [23]. The procedure is mathematically equiv-
alent to running a low-pass filter and downsampling the signal to
produce an initial approximation, and then running a high-pass filter
and downsampling to produce a detail component. For each chunk
of the signal we run the following signal processing steps as de-
scribed in [23]: (1) perform the FLWT and discard the detail com-
ponent, (2) find the first local maximum and minimum after each
zero-crossing of the current approximation, (3) determine the mode
distance between the maxima and minima, (4) check if the mode
distance is equivalent to that of the previous level, and if so take that
to be the period and move to the next chunk. If not the algorithm
starts from the beginning by considering the initial approximation
as a full signal yet half the size of the signal in the previous level.
Once the number of repeats is exhausted we assume that the signal
is unpitched and move to the next chunk. We discard pitch values

outside of the range which corresponds to human voice (80 – 500
Hz). The bottom plots in Fig. 2 visualize computed pitch values.
Pitch estimates from all three example settings played at different
volumes are similar (in the range 184.5 –188.8) and correspond to
a male voice, somewhat higher than average, typical for the Indian
region12.

3.5 Evaluation Metrics and Ground Truth
Accuracy and Repeatability. Firstly, Quantle strives for an accu-
rate estimation of the vocal characteristics of a talk in real time by
efficiently utilizing limited resources of a standard smartphone. In
this paper, we measure accuracy as a complement to the relative
error in percentage [7]. Given a reference R and an estimate X ,

accuracy = (1 − |X − R |
R

) · 100% (7)

Secondly, we make sure Quantle exhibits high level of repeata-
bility: the estimations of fundamental talk features are similar de-
spite varying speaker’s power, his mobility while talking, position
and orientation of the smartphone running Quantle. We therefore
run dedicated tests to evaluate the impact of these parameters on
changes of our estimated vocal features. Finally, we design Quan-
tle with a pleasant user experience in mind for both personal use
and for evaluating other speakers during an event. Thus, our app
provides its users with real-time estimates of basic features during
a talk and maintains a history of previous talk evaluations. Screen-
shots of Quantle with sample data are shown in Fig. 3.
Ground Truth. Given a transcript of a talk, we use three popular
online text evaluation services, summarized in Table 1, to compute
literature-related metrics treated as ground truth. CWW provides
rigorous text evaluation by computing over 30 metrics including
syllable, word, pause counts and readability scores. WCC and WCI
both compute only syllable, word and sentence counts. We observe
that the metrics computed by the three services may differ signif-
icantly. CWW and WCI both rely on dictionaries to determine the
number of syllables in a word, yet all services implement heuristics
to estimate the number of syllables in non-dictionary words such as
abbreviations and proper names. All three services handle numbers
as one-syllable words unless the number is converted into its word
representation. We draw a correspondence between the number of
sentences and the number of clauses in our analysis, although we
are aware that the spoken pauses differ significantly from the tran-
script punctuation.

12Quora, https://bit.ly/2AaNGWT
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(a) Record (b) History (c) Statistics (d) Counts (e) Pitch (f) Power (g) Pauses

Figure 3: Screenshots of the Quantle app available at http://www.olgasaukh.com/quantle.

Short Syllables Words Clauses Power Pitch
CWW 663 470 41 - -
WCC 586 474 35 - -
WCI 735 485 36 - -

Quantle 582 482 34 5 138

Table 3: Evaluation of the original audio analyzed in Fig. 4.
Quantle estimated are similar to those obtained from transcript
processing by online services.

4 QUANTLE ON ARTIFICIAL DATA
This section evaluates Quantle performance under controlled set-
tings. We use Audacity13 to change audio features of a three minute
long TED talk12 and evaluate how well Quantle performs on a mod-
ified audio compared to the original. The values of the transcript-
based basic counts as computed by the text-based online counting
services are summarized in Table 3. Quantle delivers similar counts
as online services for the original audio. The original and the mod-
ified audios were copied to an iPhone 6 smartphone running iOS
10.3.3. and used as input to the Quantle app. Below we evaluate
Quantle performance on artificially modified audio files. The re-
sults are depicted in Fig. 4. Note the same x-axis across all the
plots. In the first and third plots we compare two methods: [14], im-
plemented by Quantle, and the subband-based correlation approach
[29] used to detect syllable nuclei by computing the trajectory that
is the average product over all pairs of spectral bands. We partition
the signal into 4 bands as recommended in [29]. Later works lever-
age higher number of bands to improve syllable detection, e.g., [44]
suggests using 19 bands, however we failed to achieve real-time pro-
cessing on iPhone 6 hardware when using more than 4 bands.
Fast and Slow. The tempo⋆ and speed⋆ settings speed up and slow
down the audio in two different ways. The setting speed⋆ works
similar to increasing the speed of an audio tape. The pace of the
music increases, as does the pitch. In contrast, tempo⋆ squeezes an
audio into a shorter time frame without affecting the pitch. We com-
pare four settings -50 %, -20 %, +20 % and +50 % which express the
change in percentage relative to the original audio. In all settings we
observe that increasing (decreasing) the pace increases (decreases)
the number of syllables, words and clauses. The respective changes
are within -29 % and +47 % bounds. The change in the number of
clauses best correlates with the rate of the parameter change for

12 TED 2010 by K. Citron, And now, the real news, https://goo.gl/Uq97eK.
13https://www.audacityteam.org
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Figure 4: Artificial: Quantle performance on an artificially mod-
ified TED audio12. Top to bottom: (1) syllable and word counts,
(2) clause counts, (3) pace, (4) pitch, and (5) power.

both tempo⋆ and speed⋆ settings respectively, mainly due to the
simplicity of the threshold rule used for clause detection based on
the length of the intra-word pause made by the speaker. The speaker
in the original audio speaks at an average pace of 180 spm. However,
reduction of the pace by 50 % makes Quantle fail by overestimating
the number of spoken syllables by 139 %. Both implemented sylla-
ble detection methods fail on highly slow speakers. Quantle better
reflects pace changes in various settings than [29].
High and Low. The pitch⋆ setting artificially changes the pitch of
the audio by ±20 % and ±50 %. As expected, it can be observed in
Fig. 4 that both pitch⋆ and speed⋆ are the only two settings that sys-
tematically affect the pitch as measured by Quantle. In fact, pitch⋆

results in -39 %, -18 %, +21 % and +52 % pitch change compared

http://www.olgasaukh.com/quantle
https://goo.gl/Uq97eK
https://www.audacityteam.org
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Figure 5: Talk lengths (left) and transcript processing to extract
ground truth from text-based online counting services (right).

to the original audio. Setting speed⋆ affects pitch by -41 %, -18 %,
+20 % and +50 % respectively. Note that [23] mentions that the al-
gorithm becomes inaccurate for low pitch voices (the problem was
identified at 90 Hz) for unknown reasons. We also get up to 13 %
higher pitch values when adding white noise to the original audio.
For all other settings pitch varies within ±2%. Changes to the pitch
affect syllable, word and clause counts by 4.4 % on average and up
to 10 % max in our setting due to a changed signal energy profile.
Loud and Quiet. We use amplify⋆ to control the volume of the
audio signal. The change of estimated power is linearly proportional
to the applied change of power (see the bottom figure in Fig. 4). Due
to the adaptive power normalization algorithm running on Quantle,
volume changes only insignificantly affects vocal features estimated
by Quantle if the power level is greater than zero. Although Quantle
may still work at low volume (power level shown by Quantle is then
zero), it is not recommended since feature estimation may partially
or completely fail. We use fadein and fadeout effects to test the
impact of varying volume on the basic feature estimates. We notice
a small impact on pace resulting in 189 spm and 164 spm for fade-
in and fade-out settings respectively, with 180 spm being the pace
of the original audio.
Noise and Echo. The last eight bars in Fig. 4 represent the settings
with removed background noise, added different levels of white⋆

noise (10 %, 20 % and 30 % of the signal amplitude), and added
echo⋆ delayed by 1 second and with varying significance expressed
by the decay factors of 0.1, 0.2 and 0.3. We observe up to 9.2 % vari-
ation in the estimated syllable, word and clause counts compared to
the original audio. The addition of white noise affects pitch detec-
tion up to 13 %. We also observe no Quantle failures when tested
on live talks held in rooms with poor acoustics. In particular, we
used Quantle at IPSN’18 to evaluate the talks given in 3 rooms in
Palácio da Bolsa in Porto, Portugal and observed no obviously erro-
neous values reported by Quantle despite significant echo.

5 QUANTLE ON TED TALKS
Evaluating accuracy of Quantle requires a large corpus of well anno-
tated data. In this section, we base our analysis on freely accessible
TED talks with interactive and detailed transcripts available. As of
Oct. 2018, TED platform comprises 2900+ TED videos (excluding
TEDx focusing on local communities) on technology, entertainment,
design, business, and science given by public speakers and enthusi-
asts. Some talks are available in several languages. Duration of talks
varies from a few minutes to half an hour and averages to 15 min.
This makes over 1 month of watching (see Fig. 5, left).
Audio Data Filtering. TED talks contain numerous special effects,
accurately reflected in the transcript. Many are sourced from the au-
dience and may come along with the talk or even interrupt it, and

WCC-WCI CWW-WCI CWW-WCC
Metric Syll. Words Cl. Syll. Words Cl. Syll. Words Cl.
RMSE 480 12.9 5.7 77.4 14.5 4.1 419 7.2 7.8
% error 16.1 <0.1 3.7 1.4 <0.1 1.1 12.6 1.6 4.7

Table 4: Up to 16.1% pairwise disagreement between text-based
online counting services used to extract the ground truth on
TED talks. CWW and WCI perform similarly. WCC stands off.

thus impede characterization of speaker’s performance. Such spe-
cial effects include applauds, laughter, background music, songs
and video injection, dialogs and noise coming from live experi-
ments. When selecting a set of videos to evaluate Quantle, we filter
out TED talks with any type of musical accompaniment, those that
contain more than 5 applauds (which are usually lengthy) or more
than 15 laughters throughout a video. The final test data set consists
of 1017 talks. Processing these takes five days using three identical
iPhone 6 running iOS 10.3.3.
Transcripts and Ground Truth. All downloaded transcripts were
first cleaned by removing timing layout and annotations, e.g.,
applauds. Since text-based online counting services use both
server-side and client-side data processing architectures, we sent
GET / POST requests and used an automated headless browser Se-
lenium14 to extract the ground truth counts from the transcript texts
with CWW, WCC and WCI services respectively as shown in Fig. 5,
right. The disagreement among text-based online services on TED
data is summarized in Table 4. We quantify the disagreement for
each pair of services (1) in absolute values using the root-mean-
square error (RMSE), and (2) in percentage as an average absolute
difference normalized by the first measure in the pair. We observe
up to 16.1 % differences between syllable estimates among mea-
sures, up to 4.7 % differences in the number of sentences, and al-
most perfect consensus about the number of words in the provided
transcripts. Heuristic-based handling of non-dictionary words, ab-
breviations and numbers are main sources of these discrepancies.
Syllable / Word / Clause Counts. Fig. 6 compares the number
of syllables, words and clauses measured by Quantle to literature-
based metrics computed by the online services based on detailed
transcripts provided by the TED platform. The computed counts
match well the ground truth as can be observed in the plots. Syllable
counts computed by Quantle are 85.5 %, 82.4 % and 85.4 % accu-
rate compared to CWW, WCC, and WCI literature-based estimates
respectively. The performance is acceptable given up to 16.1 % dis-
agreement among the ground truth estimates. Obtained word counts
are 82.9 %, 82.4 % and 82.8 % accurate even though there is a per-
fect consensus between the text-based services. Note that Quantle
detects each word by evaluating the temporal distance between adja-
cent syllables. Therefore, the syllable counting errors propagate to
the word counting errors. The inherent pace estimation accuracy in
spm and wpm is between 82.3 % and 85.8 %. As expected, clause
counts correlate weakly with the number of sentences in written
transcripts resulting in up to 40 % differences on average.
Pitch and Power. Our TED data set comprises 283 female and 734
male speakers, manually annotated based on their names and per-
sonal information available online. We use the gender distinction to
learn potential differences in speaker performance on stage with re-
spect to their language use and vocal variety. Fig. 7 summarizes our

14https://www.seleniumhq.org.

https://www.seleniumhq.org
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(a) Accuracy of syllable counting by Quantle
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(b) Accuracy of word counting by Quantle
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(c) Accuracy of clause counting by Quantle

Figure 6: TED talks: Comparison of Quantle’s basic metrics to
ground truth estimated by CWW, WCC and WCI from tran-
script data. Syllable and word counts are 85.4 % and 82.8 %
accurate, clause counts are 66.8 % accurate on average (WCI).
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Figure 7: TED talks: Significant gender differences in pitch and
pitch variation. No gender differences with respect to power.

findings. It is well-known that women have a generally higher pitch
than men. In our data set, the mean pitch of a male and a female
speaker is 140 Hz and 206 Hz respectively. We also show that fe-
male speakers used to naturally vary their pitch noticeably stronger
than men, as can be seen in the right plot in Fig. 7 (a). In particular,
the mean variation of the pitch of a male and a female speaker is
23% and 28.3% with a std. dev. of 5.7 and 4.5 respectively. This is
an interesting result, which matches well the Weber-Fechner law of
perception [18]. Gender differences with respect to pitch variation
were established for read speech in [8].

The data suggest that gender does not affect speaker’s power (see
Fig. 7 (b)), although we are aware that volume correction algorithms
may have been used before the videos appear online. The gender-
specific speaker’s mean power is 9.15 and 9.31 with a std. dev.
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Figure 8: TED talks: Comparison between complexity and read-
ability scores. Listening is generally easier than reading.

around 2.9; and power variation is 11.3 % and 11.4 % with a std. dev.
around 1.7 for males and females respectively.

Since Quantle’s pitch detection algorithm achieves highest error
on low-pitched voices, we chose ten talk fragments by male speak-
ers with pitches <100 Hz and manually compared Quantle pitch
estimates to the values computed by Audacity. Quantle achieves an
accuracy of 91.8 % yet constantly overestimates the actually pitch.
Complexity Scores. There are substantial differences between the
talk complexity scores introduced in this paper and the readability
scores from the literature [47] mainly due to essential differences
between spoken clauses and written sentences. Fig. 8 shows the dis-
tribution of the talk complexity scores computed by Quantle in (a)
and the distribution of the readability scores computed by the CWW
service based on the provided transcripts in (b). Although there is
no correlation between individual complexity scores and the corre-
sponding readability scores, their distribution over the whole TED
data set looks similar. Moreover, all computed complexity scores
are slightly shifted towards near-universal understanding: listening
is generally easier than reading. This highlights that even difficult
content can be made easier to follow if properly delivered and artic-
ulated, e.g., by making longer pauses and choosing simpler words.

6 QUANTLE FOR REAL
TED and YouTube videos are pre-processed before they appear on-
line, in particular the volume of the audio might change [52]. In the
following subsections we 1) test Quantle performance on live data,
2) evaluate the impact of the distance from the sound source, phone
orientation and phone model on the talk statistics, and 3) discuss
the benefit of using Quantle as a tool for talk rehearsals.

6.1 Quantle at a Social Event
Quantle was used to evaluate eight talks given by established com-
puter engineering professors at a social event at our university.
The speakers were of different age groups, highly international,
yet only one speaker was female. We use country codes of their
mother tongue to represent individual speakers. All presentations
took place in a large amphitheatre lecture hall and the speakers, ex-
cept of the first two, delivered their talks through a microphone.
There were around 100 people in the audience. The phone running
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(a) Rates and pauses (b) Pitch (c) Complexity scores

Figure 9: Live: Evaluation of speakers with substantial public speaking experience by Quantle. Gender & cultural differences visible.

% spm spm wpm wpm pause word word pitch pitch pitch σ pitch σ FRE FRE FKGL FKGL GFI GFI FGL FGL
⋆ ⋆ durat. comp. comp.⋆ male⋆ fem.⋆ male⋆ fem.⋆ ⋆ ⋆ ⋆ ⋆

5 185 155 123 91 0.387 1.40 1.26 104 158 15.1 20.1 48.2 31.1 5.9 4.6 5.9 6.3 9.5 7.9
25 225 194 146 123 0.447 1.46 1.37 122 188 19.4 25.0 56.9 56.8 7.5 6.1 7.2 7.3 10.0 8.9
50 247 230 163 156 0.48 1.52 1.47 140 206 23.1 28.4 63.2 68.1 8.6 7.4 8.1 8.4 10.3 9.6
75 270 264 178 189 0.520 1.58 1.62 152 224 27.5 30.7 68.2 75.5 10.0 8.9 9.3 9.7 10.7 10.5
95 304 306 202 211 0.569 1.66 1.95 188 248 33.9 34.4 74.6 84.8 12.0 12.3 11.3 11.7 11.3 12.1

Table 5: Quantiles of vocal features of TED speakers (⋆ – estimated by Quantle, otherwise based on transcript processed by WCI).

(a) Pace and pauses (b) Pitch (c) Complexity scores

Figure 10: Live: Sample talk rehearsals by three students (>20 min each talk) processed by Quantle.

Quantle was located in the audience in the middle of the room. Talk
durations used in evaluation range from 5 to 28 min with a median
at 12 min. Fig. 9 presents Quantle evaluation results. We used the
TED talk statistics,—see quantiles of vocal features of TED speak-
ers in Table 5,—to extract the optimal range for each performance
indicator where appropriate. The optimal ranges are highlighted in
the plots with green color representing the majority of TED speak-
ers. Note that for variability measures it holds the higher is the better

yet the distribution of the TED speakers gives good grounds for un-
derstanding what good variability is. Most estimates of our social
event guest speakers fall into their optimal ranges. A female and an
Indian speaker can be easily identified by their high pitches. Inter-
estingly, all speakers were astonishingly good in varying their pitch
while speaking. The language complexity was targeted at universal
understanding to match the theme of the social event we evaluated.
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(a) GC Speech-to-Text default model

(b) GC Speech-to-Text video model
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Figure 11: Live: Quantle performance does not degrade with
distance and is comparable to Google Cloud Speech-to-Text.

And yet a few speakers stayed rather technical, which led to some-
what increased scores in talk complexity.
Volume Differences and Room Acoustics. Although the first two
speakers delivered their talks without a microphone, this had no vis-
ible effect on the Quantle performance, which is in line with the
results presented in Sec. 4. The room had wooden perforated walls
and the ceiling, which allowed the speakers sound clean even when
amplifying the voice with a microphone. We also used Quantle to
evaluate the keynote speech given in Palácio da Bolsa in Porto, Por-
tugal at IPSN’18 in a huge hall with poor acoustics and a promi-
nently heard echo. The app performed surprisingly well in line
with the results obtained from the artificially echoed audio samples
tested in Sec. 4. The maximum errors in basic counts computed at
4 different locations in the hall (close to the speaker, in the back, on
the side and at the balcony) where as follows: pace in syllables –
23.2 %, pace in words – 5.1 %, pitch – 6.6 % with being in the back
of the room yield worst performance.

6.2 Distance From Source and Orientation
Quantle is mainly developed to be used by a speaker to understand
and track his own delivery. We thus evaluate the impact of the dis-
tance from the audio source to a smartphone running Quantle and
its orientation on the basic performance metrics focusing on dis-
tances below 1 m. We record the audio signal quality simultane-
ously with five devices lined at 20, 40, 60, 80 and 100 cm from
the audio source. The first two (iAlice, iBob) and the last device
(iCarol) are identical iPhone 6 running iOS 10.3.3. iBob had a
phone cover. The third and the fourth devices were an iPad Pro
and a Samsung Galaxy S5 running Android respectively. Two tests

were performed: 1) with the same device orientation (lined), and 2)
with arbitrary device orientation without changing their positions
(random). A sample 1 min talk was played twice for both lined and
random settings. The key estimates are summarized in Fig. 11.
Distance and Orientation. Fig. 11 (c) shows significant degrada-
tion of power with distance. The iBob phone with a cover fails
to follow the general pattern and becomes highly sensitive to the
orientation of the phone, which is not observed on other devices.
However, this does not degrade Quantle performance (in Fig. 11 (a)
and (b)) due to the adaptive power normalization algorithm in place.
The maximum differences in pace and pitch are within ±2 %.
Comparison to Speech-to-Text. We run the audio files recorded
with every device through the Google Cloud Speech-to-Text15 ser-
vice to obtain the texts which are then processed by the text-based
online services CWW, WCC and WCI. We use default and video
speech recognition models provided by Google Cloud. The latter
model is a premium model charged at double price. Fig. 11 (a)
and (b) compare the two settings. We observe superior performance
of the video model (2.8,% error on syllable counting), yet Quantle
(9.1,% error) gives more accurate counts than obtained by process-
ing the text produced by the default model (20.7,% error).
Rehearsals. By questioning students in our research groups we
identified two significantly different approaches to talk preparation:
(1) based on slides writing down a complete transcript of a talk and
rehearsing it until fluency is reached without consulting the text, or
(2) by talking through the slides over and over again without tran-
script until fluency is achieved. One colleague following the for-
mer style (Person 1) and two colleagues following the latter (Per-
son 2 and 3) used Quantle to prepare their conference talks, see
Fig. 10. Following the first style leads to a generally faster pace
and lower pace variability since it requires a transition from read-
ing a transcript to talking through it. All test subjects improve their
pitch variation as they become more fluent. In contrast to the senior
guest speakers evaluated in Fig. 9, we observe the junior speakers
talk at a higher pace in the number of words yet lower pace in the
number of syllables. Note that all junior speakers speak non-native
English. This results in a simpler and better understandable wording
reflected by all four complexity scores.

7 RESOURCE USAGE
Quantle image can be downloaded from iTunes and requires only
2 MB disk space. We used a standard iPhone 6 with two cores, run-
ning at 1.4 GHz, with 1 GB RAM and featuring iOS 10.3.3. Our
app uses a default built-in MEMS microphone located in the bottom
of the phone. Quantle implements efficient time domain algorithms
which run in real time, minimize the phone’s power consumption
and lengthen operation time of the phone. Every 23.21 ms a new
buffer with acoustic data arrives, whereas our data processing rou-
tine takes 1.61 ms on average to execute. During talk evaluation,
Quantle consumes 23 % CPU load if run in the foreground with
21.9 % thereof spent on active microphone listening (95.2 %). The
app uses 9.7MB of RAM, which makes <1 % of available memory.
Energy usage is classified by iOS as low. Quantle is online since
May 2017 and, as of Feb. 2019, it has been installed 2900+ times
with the largest communities residing in China and the USA.

15https://cloud.google.com/speech-to-text/

https://cloud.google.com/speech-to-text/
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8 RELATED WORK
Presentation Tools. Improving a public speaker’s presentation
skills with automated methods is a popular research topic and is
tackled by different computer-human interfaces. Trinh et al. [42]
present RoboCop, a robotic head that maintains connection to the
IBM Watson cloud services16 and is able to provide feedback of pre-
sentation rehearsals. Similar to Quantle, the system also evaluates
the speech quality of the presenter by measuring pitch, pace and
filler word counts. However, unlike Quantle, the RoboCop system
needs to be calibrated at the beginning of each rehearsal session.
Asadi et al. [9] design a system, which compares slide contents
and recorded audio of a presentation by detecting important key-
words. This allows to track the current presentation progress and
to provide feedback about not yet covered parts of the presentation.
Rhema [39] is a Google Glass based system that provides real-time
feedback to a presenter by measuring speech power and pace. Sim-
ilar to Quantle, Lui et al. [25] design a mobile application that cap-
tures the voice level of a user. However, their approach works only
if the smartphone is placed close to the presenter or the audio is am-
plified via a sound system. While the above works follow a similar
goal as the one of Quantle, they either rely on (i) specific hardware,
e.g., a robotic head [42], on cloud services [9, 39, 42] for signal
processing or (iii) require specific adaptations like calibration [42]
or close-by sensor placement [25]. Quantle presents a smartphone
application which locally calculates various speech-based feedback
metrics with adaptive power normalization.
Pace Estimation. Pace is an important metric to assess the quality
of a presentation and is usually described by either syllables, words
or sentences per minute. Thus, the core challenge of pace estima-
tion is a reliable counting of these three speech segments. Sylla-
ble detection can be seen as the basic process to assess the pace
of a presenter. One of the most popular methods [14, 15, 44] uses
variations in speech intensity and a threshold based peak detection
to detect individual syllables in an audio signal. This method has
also been extended to allow language and recording conditions inde-
pendent syllable detection [34] or to improve the overall detection
accuracy by using long-short term memory neural networks [22].
Quantle implements the basic syllable detection method described
in [14, 15]. Detecting and counting higher level structures such as
words or sentences in spoken text can be tackled by either (i) au-
tomatic speech recognition [41] or (ii) extending basic syllable de-
tection [34, 36, 51]. Automatic speech recognition methods are not
only counting individual words but also recognizing them. Since
Quantle is not calculating feedback metrics on the occurrences of
specific words, these methods provide redundant features while be-
ing computationally expensive and are generally not suited to be im-
plemented on a smartphone. Methods that build on syllable rate esti-
mation apply a simple mapping between the syllable and word rate,
e.g. by applying linear regression [34, 36, 51]. Sentence rate estima-
tion is similarly built on top of word detection, e.g., by using Hidden
Markov Models [24] or detection pauses between words [43]. Due
to their simplicity, Quantle applies word and sentence counts by
measuring pauses between syllables and words respectively.
Pitch Detection. Pitch detection is not a trivial task, especially in
the presence of noisy signals [23]. Pitch detection algorithms can

16https://www.ibm.com/watson/services/speech-to-text/

be classified in the following two categories [33]: (1) time domain
detection and (2) frequency domain detection. The algorithms op-
erating in the time domain look at the input signal as a fluctuating
amplitude and try to find repeating patterns in the waveform that
give clues as to its periodicity. Well known algorithms include zero
crossing [49], autocorrelation [32], maximum likelihood [31] and
adaptive filters [28]. Zero crossing is simple and inexpensive but
lacks high accuracy. Autocorrelation is most efficient at middle to
low frequencies and thus has been popular in speech recognition
applications due to limited pitch range. Frequency domain methods
usually break the signal into small frames, multiply by a window
and get the short time Fourier transform (STFT). Known methods
include Harmonic Product Spectrum [38] and Cepstrum [26]. One
problem of these methods is the fact that the STFT divides the au-
dio bandwidth into a set of equally spaced frequency channels of
bins where each channel is n Hz apart from its neighbors. Since hu-
man pitch perception is basically logarithmic, this means that low
pitches may be tracked less accurately than high pitches. Quantle
uses a time-domain algorithm based on Fast Lifting Wavelet Trans-
form using Haar wavelet to detect speaker’s pitch. It is fairly accu-
rate by achieving high estimation accuracy for high pitched voices
yet suffers from up to 10% errors for low-pitched male voices.

9 DISCUSSION AND CONCLUSION
This paper introduces Quantle, a mobile application used to quan-
tify the quality of a speaker’s delivery by measuring basic metrics
which contribute to vocal variety including pace, pitch and pause
duration. Quantle provides an integral solution to several problems
of existing digital coaches 1) it preserves speaker’s privacy by pro-
cessing audio signal locally on the phone, 2) it implements time-
domain algorithms, is energy-efficient and gives real-time feedback,
and 3) the app works in flight mode and thus does not interfere with
the presentation equipment. We evaluated Quantle on artificial, on-
line and live data and show that the computed estimates of basic
vocal features are over 82 % accurate. In particular, the syllable
and word counts are 85.4 % and 82.8 % accurate, and pitch estima-
tion is 91.8 % accurate. We provide evidence that Quantle delivers
reasonable performance in noisy environments and in rooms with
suboptimal acoustic setting, it works for natural and microphone-
amplified voices, is independent of the phone orientation and dis-
tance from the sound source, as long as the signal is strong enough.
We used Quantle to evaluate the performance of 1017 TED speakers
and found noticeable gender differences in natural pitch variation
among public speakers, the insight not covered by existing litera-
ture. Finally, we show that Quantle performance is comparable to
digital coaches that rely on third party speech-to-text services.
Limitations. Quantle comes with a list of limitations which can
partially be removed by extending the app with new features, and
yet may be non-trivial to do locally on a smartphone. (1) Quantle
is optimized for one-speaker presentations such as conference talks.
It fails if there is background music, numerous applause and laugh-
ter events or several people speaking. (2) Power estimates provided
by Quantle have no relation to the power of the speaker’s delivery,
since the location and the orientation of the speaker, the audience
and the smartphone running Quantle in a room is unknown to our
application. Quantle provides the power estimates as its own perfor-
mance quality indicator. Quantle may partially fail if the measured
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power is at level zero. (3) Human ears are better sensors than micro-
phones found in modern smartphones. Quantle’s limit of detection
is lower than the one of a human ear: if Quantle fails, we may still
perfectly understand the speaker. For this reason, Quantle performs
best for a speaker evaluating his own performance, or when rehears-
ing a talk with a smartphone in immediate vicinity rather than in the
back of the audience.
Future Work. We plan to improve Quantle by adding support for
other languages, extending its feature set, e.g., adding automatic
filler-word counting, and releasing a version for Android devices.
Quantle algorithms can be also ported to wearables and modern
smart watches to better integrate with the speaker.
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